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Executive Summary

This deliverable is divided into two main sections, or chapters. The first proposes an
infomration-based reputation that uses information theory for modelling and assessing
opinions. The second builds upon this to illustrate how opinions may propagate from one
entity to another in structural graphs.

Information-based agents use tools from information theory to evaluate their utter-
ances and to build their world model. When embedded in a social network these agents
measure the strength of information flow in this sense. This leads to a model of information-
based reputation in which agents share opinions, and observe the way in which their
opinions effect the opinions of others. A method is proposed that supports the delibera-
tive process of combining opinions into a group’s reputation. The reliability of agents as
opinion givers are measured in terms of the extent to which their opinions differ from that
of the group reputation. These reliability measures are used to form an a priori reputation
estimate given the individual opinions of a set of independent agents. Trust and reputation
measures are crucial in distributed open systems where agents need to decide whom or
what to choose. Existing work has mainly focused on the reputation of single entities,
neglecting their position amongst others and its effect on the propagation of trust.

The second part of this document presents an algorithm for the propagation of repu-
tation in structural graphs. It focuses on the “part of” relation to illustrate how reputation
may flow (or propagate) from one entity to another. It bases its reputation measures on
opinions, which it defines as probability distributions over an evaluation space. Such a
definition allows for a richer representation of opinions and leads towards new aggrega-
tion mechanisms.
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Chapter 1

Information-Based Reputation

1.1 Introduction

Reputation measures are becoming a cornerstone of many applications over the web
[SS05]. This is the case in recommender systems or in trading mediation sites. In these ap-
plications there is a need to assess, for instance, how much should we trust the recommen-
dation coming from an unknown source, or how reliable a trading partner is. When the
probability of having had previous interactions between two autonomous entities (agents),
human or software, is very low, the use of reputation measures, i.e. group opinions, be-
comes a natural solution. In this paper we propose a reputation model that is inspired
by information theory and that is based on the information-based agency explained else-
where [SD07a]. It also uses semantic distance over a shared ontology as a way to profit
from similar experiences in the assessment of reputation, and we start to explore some so-
cial network analysis techniques to weigh the opinions of other agents according to their
social relationships.

Reputation is the opinion (more technically, a social evaluation) of a group about
something. So a group’s reputation about a thing will be related in some way to the
opinions that the individual group members hold towards that thing. An opinion is an
assessment, judgement or evaluation of something, and are represented in this paper as
probability distributions on a suitable ontology called the evaluation space E.

An opinion is an evaluation of an aspect of a thing. A rainy day may be evaluated as
being “bad” from the aspect of being suitable for a picnic, and “good” from the aspect of
watering the plants in the garden. An aspect is the “point of view” that an agent has when
forming his opinion.

An opinion is evaluated in context. The context is the set of all things that the thing
is being, explicitly or implicitly, evaluated with or against. The set of valuations of all
things in the context calibrates the valuation space. For example, “this is the best paper in
the conference”. The context can be vague: “of all the presents you could have given me,
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1. INFORMATION-BASED REPUTATION

this is the best”. If agents are to discuss opinions then they must have some understanding
of each other’s context.

Summarising the above, an opinion is an agent’s evaluation of a particular aspect of
a thing in context. A representation of an opinion will contain: the thing, its aspect, its
context, and a distribution on E representing the evaluation of the thing.

In this paper we explore the case of opinions being formed through a social evaluation
process illustrated in Figure 1.1. Each agent in a group of agents first forms an individual
opinion on some thing. Second these individual opinions are shared with rest of the
group. A group discussion follows as a result of which each agent states a revised opinion.
Following that there is another discussion during which the group attempts to formulate a
shared reputation for the thing. The model that we describe is based on three observations
only for each participating agent: their initial individual opinion, their revised opinion,
and the group’s reputation if one is agreed upon. This social evaluation process was
suggested by a process used to evaluate submissions to conferences.

1.2 The multiagent system

We assume that a multiagent system {α,β1, . . . ,βo,ξ,θ1, . . . ,θt}, contains an agent α that
interacts with negotiating agents, βi, information providing agents, θ j, and an institu-
tional agent, ξ, that represents the institution where we assume the interactions happen
[AEN+05]. Institutions give a normative context to interactions that simplify matters (e.g
an agent can’t make an offer, have it accepted, and then renege on it). The institutional
agent ξ may form opinions on the actors and activities in the institution and may publish
reputation estimates on behalf of the institution. The agent ξ also fulfils a vital role to
compensate for any lack of sensory ability in the other agents by promptly and accurately
reporting observations as events occur; for an example, without such reporting an agent
may have no way of knowing whether it is a fine day or not. When we consider the sys-
tem from the point of view of a particular agent we will use agent α, and that is α’s only
significance.

Our agents are information-based [SD07c], everything in their world is uncertain.
To deal with this uncertainty, the world model, M t , consists of random variables each
representing a point of interest in the world. Distributions are then derived for these
variables on the basis of information received. Additionally, information-based agents
[SD07c] are endowed with machinery for valuing the information that they have, and
that they receive. They were inspired by the observation that “everything an agent says
gives away information”. They model how much they know about other agents, and how
much they believe other agents know about them. By classifying private information into
functional classes, and by drawing on the structure of the ontology, they develop a map
of the ‘intimacy’ [SD07b] of their relationships with other agents.

2 December 1, 2009 AT/2008/D5.2.2/v1.0



D5.2.2 Reputation Model CSD2007-0022, INGENIO 2010

1.2.1 Communication Model

We assume that all agents share an ontology O, that for simplicity we will consider as a
set of well-formed expressions representing a given domain of discourse.1

An ontology is a tuple O = (C,R,≤,σ) where:

1. C is a finite set of concept symbols (including basic data types);

2. R is a finite set of relation symbols;

3. ≤ is a reflexive, transitive and anti-symmetric relation on C (a partial order)

4. σ : R→C+ is the function assigning to each relation symbol its arity

where ≤ is a traditional is-a hierarchy, and R contains relations between the concepts in
the hierarchy.

Based on this ontology we define a simple language C that accounts for the expres-
sions exchanged in gossiping dialogues, and is based on two fundamental primitives:
experience(α,β,ϕ,ϕ′) to represent, in ϕ, the world that β committed at bringing about
and in ϕ′ what α actually observed, and opinion(α,β,ϕ,o) to represent an opinion o that
α makes about the behaviour or position of β with respect to ϕ. The opinion is expressed
as a probability distribution pi over a set of qualitative terms e j. Experiences can also be
considered argumentative moves in support of a particular opinion. Language C is then
the set of utterances u defined as:

u ::= inform(agent,agent,content, time)
content ::= opinion(agent,agent, [term, ](eval)) | experience(agent,agent, term, term)

term ::= ϕ|φ| . . .(∗expression from ontology O∗)
eval ::= e = p | e = p,eval

e ::= good | bad | . . .(∗qualitative term∗)
p ::= a point in [0,1]

time ::= a point in time
agent ::= α | β | . . .(∗agent identifiers∗)

We will note by by A t the set of existing agents at instant t, by E the set of all possible

1Local ontologies could also be considered together with appropriate ontology alignment techniques
[KS03].

AT/2008/D5.2.2/v1.0 December 1, 2009 3



1. INFORMATION-BASED REPUTATION

evaluation values e, and by Φ the set of all ontology-complaint terms. For example:

inform(John,me,opinion(John,Carles,wrapping(package),(ghastly = 0.7)), t)
inform(John,me,opinion(Carles,John,suggesting(wine(Margaret River)),(excellent = 0.9)), t)
inform(John,me,experience(John,Carles, package(date(Monday)), package(date(Friday)), t)
inform(John,me,experience(John,Carles,fly(elephant),¬fly(elephant)), t)

The concepts within an ontology are closer, semantically speaking, depending on how
far away are they in the structure defined by the ≤ relation. Semantic distance plays
a fundamental role in strategies for information-based agency. How stated opinions,
opinion(·), about objects in a particular semantic region, and their subsequent validation
affect our decision making process about the significance of future opinions on nearby se-
mantic regions is crucial to model the common sense that human beings apply. A measure
[LBM03] bases the semantic similarity between two concepts on the path length induced
by ≤ (more distance in the ≤ graph means less semantic similarity), and the depth of
the subsumer concept (common ancestor) in the shortest path between the two concepts
(the deeper in the hierarchy, the closer the meaning of the concepts). Semantic similarity
could then be defined as:

Sim(c,c′) = e−κ1l · e
κ2h− e−κ2h

eκ2h + e−κ2h

where l is the length (i.e. number of hops) of the shortest path between the concepts, h is
the depth of the deepest concept subsuming both concepts, and κ1 and κ2 are parameters
scaling the contribution of shortest path length and depth respectively.

The following does not depend on this particular definition. Suppose an ontology
is populated with probability distributions at each branch representing the preference in
some sense of an agent; e.g. if wine ≥ {red wine, white wine} then the probability at that
branch could represent Carles’ preference for red or white wine. If the same ontology
is populate with John’s probabilities then a metric such as the Kullback-Leibler [Mac03]
divergence can be used to measure the difference in the significance of the term ‘red wine’
to Carles and to John.

1.2.2 The Social Structure of the Multiagent System

Agents, or groups, in an evolving network can be described by a number of measures of
their importance or prominence [KY08] [FJ99]. These measures summarise the structural
relations among all nodes in the network and account for an agent’s choices (whom do I
link to) as well as the other agent’s choices (who links to me). Centrality measures try
to determine prominence by not taking into account the direction of the ties, and prestige
measures when direction matters. Given a matrix R(n,n) that represents in ri j ∈ [0,1] the
intensity of the relation R from i to j we define:

4 December 1, 2009 AT/2008/D5.2.2/v1.0
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• Centrality measures. Determining in how many relationships a particular agent is
involved.

– Normalised Degree Centrality. The extent to which a node connects to the
rest.

Cd(i) =
∑

n
j=1 ri j

n−1
– Normalised Closeness Centrality. How near a node is from the rest.

Cc(i) =
n−1

∑
n
j=1 d(i, j)

where d(i, j) is the minimum distance between i and j in the graph

– Normalised Betweenness Centrality. The extent to which an agent lies on the
shortest paths between pairs of agents in the graph.

Cb(i) =
2

(n−1)(n−2)
· ∑

j,k 6=i, j 6=k

s jk(i)
s jk

where s jk(i) is the number of shortest paths between j and k including i, and
s jk is the total number of shortest paths between j and k.

• Prestige Degree. Determining how many links an agent receives.

P(i) =
∑

n
j=1 r ji

n−1

The preceding measures are topological and do not capture what the connections
between the individual agents are used for. From the perspective of information-based
agency we are interested in two things: first, how much information is passing along the
connections, and second, the value of that information to the receiving agent.

The ‘Source Coding Theorem’ of Shannon states that N independent, identically-
distributed random variable each with entropy H(X) can be compressed into marginally
more than N×H(X) bits of information. In other words, if we know the amount of in-
formation that has been transmitted in bits, and that the coding is loss-less then we know
the amount of information that has been transmitted in terms of the lack of uncertainty
that it could bring. Further, if we have mutually exclusive events, Ei, each with prior
probabilities, pi, then the expected information content I of a message that transforms the
priors pi into posterior probabilities qi is: I = ∑i qi× log( qi

pi
). These ideas enable use to

analyse network structure from the perspective of information flow. [Tut07] defines the
path-transfer centrality of vertex i as −∑ j pi j log pi j where pi j is the probability that a
communication path starting at node i will end at node j. If an agent receives a message
containing information I then the Shannon value of I is: H(M t |I )−H(M t), where M t is
the agent’s world model. When used together with the ontology and a map of M t that cat-
egorises the agent’s information, this measure can be used to take stock of the information
in M t .

AT/2008/D5.2.2/v1.0 December 1, 2009 5



1. INFORMATION-BASED REPUTATION

1.3 Forming Opinions

This section describes how an information-based agent forms opinions. Section 1.4 will
describe how the opinions of the agents in a group may be distilled into a reputation.

An opinion is a valuation by an agent of an aspect of a thing taken in context. For-
mally, Oi(z,a,C) represents the result of the valuation by agent βi of aspect a of thing z
in context C. For example, the valuation by agent “Carles” of the “scientific quality” as-
pect of the thing “John’s paper” in the context of “the AAMAS conference submissions”.
Opinions are communicated using the language described in Section 1.2.1. The context
C is often subjectively chosen by the agent, and is not part of the opinion(·) primitive,
although context may be the subject of associated argumentation. For example, re-using
an example of communication from Section 1.2.1:

inform(John,me,opinion(John,Carles,wrapping(package),(ghastly = 0.7)), t)

we can extract an opinion as:

O(package,wrapping, the way I do wrapping) = (ghastly = 0.7)

As noted above, to preserve consistency and generality we assume that all opinions
are expressed as probability distributions over some suitable E. If an agent expresses
an opinion as P(X = ei) we treat this as the distribution with minimum relative en-
tropy with respect to the prior subject to the constraint P(X = ei) — in case there is
no known prior we use the maximum entropy, uniform distribution. For example, if
E = (fine,cloudy,wet,storm) then the opinion “I am 70% certain that tomorrow will be
fine” will be represented as (0.7,0.1,0.1,0.1) for a uniform prior.

The distributions in an agent’s world model M t represent the agent’s opinions about
the value of the corresponding random variable over some valuation space. Opinions may
be derived from opinions. For example, to form an opinion on “tomorrow’s suitability for
a picnic” and agent may introduce random variables for: tomorrow’s mid-day tempera-
ture, tomorrow’s mid-day cloud cover, and tomorrow’s mid-day wind strength, construct
distributions for them using on-the-fly weather forecast information, and then derive an
opinion about the picnic somehow from these three distributions.

In Section 1.3.1 we describe how the distributions in the world model are updated as
real-time information becomes available; in that section we also estimate the reliability of
each information source by subsequently validating the information received from it.

1.3.1 Updating Opinions with Real-Time Information

In the absence of in-coming messages the distributions in M t should gradually decay to-
wards some zero-information state. In many cases there is background knowledge about

6 December 1, 2009 AT/2008/D5.2.2/v1.0
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the world — for example, a distribution of the daily maximum temperature in Barcelona in
May — such a distribution is called a decay-limit distribution. If the background knowl-
edge is incomplete then one possibility is to assume that the decay limit distribution has
maximum entropy whilst being consistent with the available data. Given a distribution,
P(Xi), and a decay limit distribution D(Xi), P(Xi) decays by:

Pt+1(Xi) = ∆i(D(Xi),Pt(Xi)) (1.1)

where ∆i is the decay function for the Xi satisfying the property that limt→∞ Pt(Xi) =
D(Xi). For example, ∆i could be linear: Pt+1(Xi) = (1−νi)×D(Xi)+νi×Pt(Xi), where
νi < 1 is the decay rate for the i’th distribution. Either the decay function or the decay
limit distribution could also be a function of time: ∆t

i and Dt(Xi).

The following procedure updates M t . Suppose that α receives a message µ from agent
β at time t.2 Suppose that this message states that something is so with probability v, and
suppose that α attaches an epistemic belief Rt(α,β,µ) to µ — this probability reflects
α’s level of personal caution. Each of α’s active plans, s, contains constructors for a
set of distributions {Xi} ∈M t together with associated update functions, Js(·), such that
JXi

s (µ) is a set of linear constraints on the posterior distribution for Xi. Denote the prior
distribution Pt(Xi) by ~p, and let ~p(µ) be the distribution with minimum relative entropy3

with respect to ~p: ~p(µ) = argmin~r ∑ j r j log r j
p j

that satisfies the constraints JXi
s (µ). Then let

~q(µ) be the distribution:

~q(µ) = Rt(α,β,µ)×~p(µ) +(1−Rt(α,β,µ))×~p (1.2)

and then let:

Pt(Xi(µ)) =

{
~q(µ) if ~q(µ) is more interesting than ~p
~p otherwise

(1.3)

A general measure of whether~q(µ) is more interesting than ~p is: K(~q(µ)‖D(Xi))> K(~p‖D(Xi)),
where K(~x‖~y) = ∑ j x j ln x j

y j
is the Kullback-Leibler divergence between two probability

distributions~x and~y.

Finally merging Eqn. 1.3 and Eqn. 1.1 we obtain the method for updating a distribution
Xi on receipt of a message µ:

Pt+1(Xi) = ∆i(D(Xi),Pt(Xi(µ))) (1.4)

2This message is not necessarily a message from the language in section 1.2.1. We refer with µ to any
inform message with propositional content that can be processed by the agent.

3Given a probability distribution ~q, the minimum relative entropy distribution ~p = (p1, . . . , pI) subject
to a set of J linear constraints ~g = {g j(~p) = ~a j ·~p− c j = 0}, j = 1, . . . ,J (that must include the constraint
∑i pi−1 = 0) is: ~p = argmin~r ∑ j r j log r j

q j
. This may be calculated by introducing Lagrange multipliers~λ:

L(~p,~λ) = ∑ j p j log p j
q j

+~λ ·~g. Minimising L, { ∂L
∂λ j

= g j(~p) = 0}, j = 1, . . . ,J is the set of given constraints~g,

and a solution to ∂L
∂pi

= 0, i = 1, . . . , I leads eventually to ~p. Entropy-based inference is a form of Bayesian
inference that is convenient when the data is sparse [CS04] and encapsulates common-sense reasoning
[Par99].

AT/2008/D5.2.2/v1.0 December 1, 2009 7



1. INFORMATION-BASED REPUTATION

This procedure deals with integrity decay, and with two probabilities: first, the probability
v in the message µ, and second the belief Rt(α,β,µ) that α attached to µ.

Reliability of the Information Source.

An empirical estimate of Rt(α,β,µ) may be obtained by measuring the ‘difference’ be-
tween commitment and verification. Suppose that µ is received from agent β at time u
and is verified by ξ as µ′ at some later time t.4 Denote the prior Pu(Xi) by ~p. Let ~p(µ) be
the posterior minimum relative entropy distribution subject to the constraints JXi

s (µ), and
let ~p(µ′) be that distribution subject to JXi

s (µ′). We now estimate what Ru(α,β,µ) should
have been in the light of knowing now, at time t, that µ should have been µ′.

The idea of Eqn. 1.2, is that Rt(α,β,µ) should be such that, on average across M t ,
~q(µ) will predict ~p(µ′) — no matter whether or not µ was used to update the distribution
for Xi, as determined by the condition in Eqn. 1.3 at time u. The observed reliability for µ
and distribution Xi, Rt

Xi
(α,β,µ)|µ′, on the basis of the verification of µ with µ′, is the value

of k that minimises the Kullback-Leibler divergence:

Rt
Xi

(α,β,µ)|µ′ = argmin
k

K(k ·~p(µ) +(1− k) ·~p ‖ ~p(µ′))

The predicted information in the enactment of µ with respect to Xi is:

It
Xi

(α,β,µ) = Ht(Xi)−Ht(Xi(µ)) (1.5)

that is the reduction in uncertainty in Xi where H(·) is Shannon entropy. Eqn. 1.5 takes
account of the value of Rt(α,β,µ).

If X(µ) is the set of distributions that µ affects, then the observed reliability of β on
the basis of the verification of µ with µ′ is:

Rt(α,β,µ)|µ′ = 1
|X(µ)|∑i

Rt
Xi

(α,β,µ)|µ′ (1.6)

If X(µ) are independent the predicted information in µ is:

It(α,β,µ) = ∑
Xi∈X(µ)

It
Xi

(α,β,µ) (1.7)

Suppose α sends message µ to β where µ is α’s private information, then assuming that
β’s reasoning apparatus mirrors α’s, α can estimate It(β,α,µ).

For each formula ϕ at time t when µ has been verified with µ′, the observed reliability
that α has for agent β in ϕ is:

Rt+1(α,β,ϕ) = (1−ν)×Rt(α,β,ϕ)+ν×Rt(α,β,µ)|µ′×Sim(ϕ,µ)

4This could be later communicated as inform(γ,α,experience(γ,β,µ,µ′), t).

8 December 1, 2009 AT/2008/D5.2.2/v1.0
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where Sim measures the semantic distance between two sections of the ontology as intro-
duced in Section 1.2.1, and ν is the learning rate. Over time, α notes the context of the
various µ received from β, and over the various contexts calculates the relative frequency,
Pt(µ). This leads to an overall expectation of the reliability that agent α has for agent β:

Rt(α,β) = ∑
µ

Pt(µ)×Rt(α,β,µ)

1.3.2 Verifiable Opinions

An opinion is verifiable if within a “reasonable amount of time” it ceases to be an opinion
and becomes an observable fact; for example, the opinion “tomorrow’s maximum temper-
ature will be over 30◦” is verifiable, whereas the opinion “the Earth will exist in 100,000
years time” is not verifiable in any practical sense, and “Brahms’ symphonies are ghastly”
will never be verifiable.

The articulation by β of a verifiable opinion carries with it the intrinsic commitment
that it will in due time become an observable true fact. α will be interested in any vari-
ation between β’s commitment, ϕ, and what is actually observed (as advised by the in-
stitution agent ξ), as the fact, ϕ′. We denote the relationship between opinion and fact,
Pt(Observe(ϕ′)|Commit(ϕ)) simply as Pt(ϕ′|ϕ) ∈M t .

In the absence of in-coming messages the conditional probabilities, Pt(ϕ′|ϕ), should
tend to ignorance as represented by the decay limit distribution and Eqn. 1.1. We now
show how Eqn. 1.4 may be used to revise Pt(ϕ′|ϕ) as observations are made. Let the set
of possible factual outcomes be Φ = {ϕ1,ϕ2, . . . ,ϕm}with prior distribution ~p = Pt(ϕ′|ϕ).
Suppose that message µ is received from ξ that verifies or refutes a previously stated ver-
ifiable opinion expressed by β, we estimate the posterior ~p(µ) = (p(µ)i)m

i=1 = Pt+1(ϕ′|ϕ).

First, if µ = (ϕk,ϕ) is observed then α may use this observation to estimate p(ϕk)k as
some value d at time t +1. We estimate the distribution ~p(ϕk) by applying the principle of
minimum relative entropy as in Eqn. 1.4 with prior ~p, and the posterior ~p(ϕk) = (p(ϕk) j)m

j=1

satisfying the single constraint: J(ϕ′|ϕ)(ϕk) = {p(ϕk)k = d}.
Second, we consider the effect that the verification φ′ of another simple, verifiable

opinion φ of β has on ~p. This is achieved by appealing to the structure of the ontology
using the Sim(·) function. Given the observation µ = (φ′,φ), define the vector~t by:

ti = Pt(ϕi|ϕ)+(1− | Sim(φ′,φ)−Sim(ϕi,ϕ) |) ·Sim(ϕ′,φ)

for i = 1, . . . ,m. ~t is not a probability distribution. The multiplying factor Sim(ϕ′,φ)
limits the variation of probability to those formulae whose ontological context is not too
far away from the observation. The posterior ~p(φ′,φ) is defined to be the normalisation of
~t.

In this section we have shown how an information-based agent models the accuracy
of an agent’s opinions when they are verifiable. The model produced is predictive in the
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sense that when an opinion is stated it gives a distribution of expectation over the space
of factual outcomes.

1.3.3 Unverifiable Opinions

If an opinion can not be verified then one way in which it may be evaluated is to compare
it with the corresponding individual opinions, or group reputation, of a group of agents.
The focus of this paper is on reputation; that is, a social evaluation conducted by a group.
We deal with unverifiable opinions using a social evaluation framework that is abstracted
from any particular case and is illustrated in Figure 1.1. The idea is that a group G of
n agents independently form a prior opinion, Oi on the same thing. Each agent has a
prior confidence value, ci, that estimates how close its prior opinion, Oi, is expected to
be to the reputation, or common opinion, of the group, RG — precisely ci measures how
effective the agent is at influencing the opinions of other agents, it does not measure how
good its opinion is in any absolute sense as the opinion is assumed to be unverifiable.
The agents then make their prior opinions public to the other agents and an argumentative
discussion, ∆, takes place during which the agents may choose to revise their opinions,
Oi|∆. When the revised opinions are published a second argumentative discussion, Γ,
takes place during which the agents attempt to distil their opinions into a group reputation,
RG. The confidence estimates, ci are then revised by noting the differences between Oi,
Oi|∆ and RG, to give posterior values, ci|∆. The processes in Figure 1.1 are summarised
as:

∆ : f ({(Oi,ci}) = {Oi|∆}

Γ : g({(Oi|∆,ci}) = (RG,dG)

{∆,Γ} : h({(Oi,ci,Oi|∆},RG) = {ci|∆}

The function f (·) is the product of the discussion ∆ — we simply observe the outcome.
Function g(·) is described in Section 1.4, and h(·) in Section 1.5.

1.4 Combining Opinions and Forming Reputation

A reputation is a social evaluation by a group. When the group is a set of autonomous
agents the only sense in which an opinion can exist is as a common opinion throughout
the group. The objective of the argumentative process Γ in Figure 1.1 is to determine a
common view if one exists. The following procedure first determines whether a common
view exists, and second it offers three views of what that common view could be. The
three different views vary with differing degrees of statistical dependence between the
agents.

The process of distilling opinions into a reputation can not simply be computed. For
example, consider two agents who are reviewing the same conference paper and are in
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D5.2.2 Reputation Model CSD2007-0022, INGENIO 2010

Figure 1.1: The social evaluation framework in which a group G of n agents β1,. . . ,βn
table their private opinions O1, . . . ,On, have an open, argumentative discussion ∆ (see
Section 1.3.3), and then revise their opinions O1|∆, . . . ,On|∆. This is followed by another
argumentative discussion Γ (see Section 1.4) during which the agents consider whether
revised opinions can be distilled into a common reputation RG. The symbols ci and cG are
confidence values as explained below.

β1
O1c1 O1 | Δ c1 | Δ

β2
O1c2 O2 | Δ c2 | Δ

βn Oncn On | Δ cn | Δ

Argumentative
Discussion

Δ
OG cGΓ

total agreement about the result “a ‘strong accept’ with confidence 0.8” where the relia-
bility of each agent is 90%. What should their combined opinion, or in this case ‘paper
reputation’, be? As their individual reliability is 90% perhaps the common view is “a
‘strong accept’ with confidence 0.72”. Alternatively because they both agree, and may
have quite different reasons supporting their views, perhaps the common view should be
“a ‘strong accept’ with some confidence greater than 0.8”.

The work described in the remainder of this section and in Section 1.5 is expressed
in terms of two agents; it extends naturally to n agents. The procedure is based on three
methods that are detailed below.

Dependent Method. To form a combined opinion of two opinions, X1 and X2, construct
the joint distribution W = (X1,X2,Z) and impose the constraints:(

∑
i

P(W = wi) | Xk = x j

)
= P(Xk = x j), k = 1,2

(
∑

i
P(W = wi) | Xk = Z

)
= ck, k = 1,2

let W be the distribution of maximum entropy that satisfies these constraints. Then the
combined opinion Dep(X1,X2) is P(Z = z). If the data is inconsistent then the value is
undefined — this is a test of whether the data is consistent. If the data is inconsistent then
this indicates that there is no shared opinion. Being based on a maximum entropy calcula-
tion the posterior is a conservative combination of the given opinions — it is “maximally
noncommittal” to that which is not known. To calculate this dependent, combined opinion
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1. INFORMATION-BASED REPUTATION

when the prior is known, calculate the minimum relative entropy distribution with respect
to that prior using the same constraints as described.

ϒ Method. Let’s define P(α,d) as the probability that an opinion Oα expressed by α

(i.e, a probability distribution) is at distance d of the true distribution (or at distance d
of a group opinion). That is, the probability that a certain distribution Q is the right
one is defined as P(Q is right) = P(α,DIST (Oα,Q)) for an appropriate distance measure
DIST .5 These distributions can be obtained by datamining past group opinion formation
processes.

Given a group G, we look for the group opinion, RG such that the certainty on that
group opinion being the right one is maximised. That is,

RG = max
Q

ϒ({P(α,DIST(Oα,Q))}α∈G)

Where ϒ is the uninorm operator [Yag04]. In case there are several such group opinions
we prefer the one with maximum entropy. And then,

dG = ϒ({P(α,DIST(Oα,RG))}α∈G)

For the values in Table 1.1, we discreetise the P(α,d) in the intervals between the
points in the following list: [0,0.035,0.3,0.5,0.8,1].

Independent Method. Given a prior distribution P(W = x j), a pair of opinions, P(Xi =
x j) i = 1,2, with their respective certainties ci, assuming that the agents’ opinions are
statistically independent, let wi, j = ci×P(Xi = x j), i = 1,2, and let v j = ∏i wi, j

∏i wi, j+∏i(1−wi, j)
then the combined opinion Ind(X1,X2) is: v j + (1−∑k vk)×P(W = x j), with strength
∑k vk. This method assumes that the priors are independent (unlikely in practice) and has
the property that the probabilities in two similar distributions are amplified.

The overall procedure plays the role of a mediator. If the ‘Dependent Method’ does
not return a value then the data is inconsistent, and the agents should either have further
discussion or “agree to disagree”. Otherwise calculate the three values Dep(·), ϒ(·) and
Ind(·). Propose ϒ(·) to the agents, and if they accept it then that is their common opinion.
Otherwise propose that their common opinion lies somewhere between Dep(·) and Ind(·)
and leave it to them to determine it.

Table 1.1 contains some sample values for the three methods. In Case 3 the two opin-
ions are identical with maximal value of 0.8 and strengths of 0.8 and 0.9. The Dep(X1,X2)
method is conservative and gives 0.77 because of the strength values. The ϒ(X1,X2)
method balances the strength uncertainty with the fact that their are two shared views to
give 0.8. The Ind(X1,X2) method is bold and gives 0.85 because two agents share the

5Kullback-Leibler divergence, or the earth movers distance [PWR89a] could be used.
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Table 1.1: Three cases of sample values for the three methods for combining opinions. In
each case the opinions are X1 and X2 and the strength of the distributions is denoted by
“Str”. The right hand column contains the discreetised P(α,d) values described in the ‘ϒ
Method’. All calculations were performed with a uniform prior.

Case 1 X1 0.1000 0.5000 0.2000 0.1000 0.1000 Str = 0.9 P = 〈0.9,0.05,0.03,0.01,0.01〉
X2 0.0500 0.8000 0.0500 0.0500 0.0500 Str = 0.7 P = 〈0.7,0.2,0.05,0.03,0.02〉

Dep 0.0919 0.5590 0.1653 0.0919 0.0919 cG ≈ 1
ϒ 0.0700 0.7000 0.1700 0.0700 0.0700 cG = 0.95

Ind 0.0978 0.6044 0.1022 0.0978 0.0978 cG = 0.53
Case 2 X1 0.1000 0.6000 0.1000 0.1000 0.1000 Str = 0.8 P = 〈0.8,0.1,0.04,0.01,0.01〉

X2 0.0500 0.8000 0.0500 0.0500 0.0500 Str = 0.9 P = 〈0.9,0.06,0.03,0.01,0.01〉
Dep 0.0683 0.7266 0.0683 0.0683 0.0683 cG ≈ 1

ϒ 0.08 0.63 0.08 0.08 0.08 cG = 0.97
Ind 0.0601 0.7596 0.0601 0.0601 0.0601 cG = 0.72

Case 3 X1 0.0500 0.8000 0.0500 0.0500 0.0500 Str = 0.8 P = 〈0.8,0.1,0.04,0.01,0.01〉
X2 0.0500 0.8000 0.0500 0.0500 0.0500 Str = 0.9 P = 〈0.9,0.06,0.03,0.01,0.01〉

Dep 0.0573 0.7707 0.0573 0.0573 0.0573 cG ≈ 1
ϒ 0.05 0.8 0.05 0.05 0.05 cG = 0.97

Ind 0.0363 0.8548 0.0363 0.0363 0.0363 cG = 0.83

same view; the boldness of the Ind(X1,X2) method is balanced by its comparatively low
strength values.

1.5 Reputation of the Agents

In the previous section we described how a mediator could assist agents to agree on a com-
mon opinion, or reputation, of some thing being evaluated. Additionally, the institution
ξ builds a view of the reputation of the individual agents who perform the evaluations by
observing the process illustrated in Figure 1.1. In particular, ξ observes the development
of the ci values (described below), the distances between initial opinion Oi and considered
opinion Oi|∆, and the distances between both opinions and the group reputation RG when
it exists.

Given two opinions X1 and X2 the strength of X1 on X2 is defined as: P(X1 = X2).
If X1 and X2 are both defined over the same valuation space E = {ei}n

i=1 then: P(X1 =
X2) = ∑i P(W = wi) | X1 = X2, where W = (X1,X2) is the joint distribution. That is,
we sum along the diagonal of the joint distribution. We estimate the diagonal wi values
using the dependent estimate: P(X1 = ei)∧P(X1 = ei) = min j P(X j = ei), and hence:
Str(X1,X2) = P(X1 = X2) = ∑i min j P(X j = ei). A measure of the distance between X1 and
X2 is then: Dist(X1,X2) = 1−Str(X1,X2). This definition of strength is consistent with the
‘Dependent Method’ in Section 1.4 that is the basis of the reputation mediation procedure.
Other definitions include the Kullback-Leibler divergence, Dist(X1,X2) = K(X1||X2), and
the earth movers distance [PWR89a].

Each time a reputation RG is formed, the ci values are updated using: ci|∆ = µ×
Dist(Oi,RG)+ (1− µ)× ci, where µ is the learning rate. These ci values are the product
of successive social evaluation processes, and so they are reputation estimates.
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The measures described above do not take the structure of the evaluation space E into
account. Four additional measures are:

A generic distance measure. Dist(X ,Y ) = K(X ′||Y ′) where (X ′,Y ′) is a permutation
of (X ,Y ) the satisfies X ′ < Y ′, and the order is defined by: RG < Oi|∆ < Oi. I.e. the
earliest occurring distribution “goes in the second argument”. This complication with
ordering is necessary because K is not symmetric; it attempts to exploit the sense of
relative entropy. An alternative is to use the symmetric form as it was originally proposed:
1
2 (K(X ,Y )+K(Y,X))

A distance measure when the prior, Z, is known. This builds on the generic mea-
sure, and captures the idea that the distance between a pair of unexpected distributions
is greater than the difference between a pair of similar, expected distributions. We mea-
sure of how expected X is by: K(X ,Z), and normalise it by: maxIK(I,Z) to get: e(X) =

K(X ,Z)
maxIK(I,Z) . Then this measure is the arithmetic product of the previous generic measure

with: e(X)+e(Y )
2 .

A semantic distance measure. Suppose there is a difference measure Diff(·, ·) defined
between concepts in the ontology — it could be related to the Sim(·, ·) function in Sec-
tion 1.2.1. Then the distance between two opinions X and Y over valuation space E (rep-
resented as distributions pi and qi respectively) is: Dist(X ,Y ) = ∑i j pi×q j×Diff(ei,e j)
where ei are the categories in E.

A distance measure when E is ordered and the prior is known. If the valuation
space E has a natural order, and if there is a known prior then define Diff(ei,e j) to be
the proportion of the population that is expected to lie between ei and e j. Then define
Dist(X ,Y ) = ∑i j pi× q j×Diff(ei,e j). For example, in conference reviewing, if the ex-
pectation is that 40% of reviews are ‘weak accept’ and 20% are ‘accept’ then Diff(‘weak
accept’, ‘accept’)= 40

2 + 20
2 ; i.e. taking the mid points of the intervals.

The measures described for Dist(X ,Y ) are now used to enable ξ to attribute various
reputations to agents. These reputation measures all assume that the agents have been
involved in a number of successive social evaluation rounds as shown in Figure 1.1.

Inexorable. If agent βi is such that: Dist(Oi,Oi|∆)�Dist(Oi,O j|∆),∀ j 6= i consistently
holds then βi is inexorable.

Predetermination. If: Dist(Oi,RG)�Dist(O j,RG),∀ j 6= i consistently, then βi is a good
‘predeterminer’. Such an agent will have a high ci value.

Persuasiveness. If βi is such that: Dist(Oi,O j|∆)� Dist(O j,O j|∆),∀ j 6= i consistently
then βi is persuasive.
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Compliance. If βi is such that: Oi|∆≈ argminX ∑ j 6=i Dist(O j|∆,X), then βi is compliant.

Dogmatic. If βi is such that: Oi = Oi|∆ consistently then βi is dogmatic. A dogmatic
agent is highly inexorable.

Adherence. If βi is such that Oi|∆ = O j where j = argmaxk,k 6=i ck consistently then βi is
adherent (in this round adherent to agent β j).

1.6 Discussion

This paper has proposed a number of methods to ground the social building of reputation
measures. The methods are based on information theory and permit to combine opinions
when there is a high level of independence in the formation of the individual opinions.
The method permits the computation of reputation values as aggregation of individual
opinions, and also detects when agreement is not feasible. This impossibility may be used
to trigger further discussions among the members of the group or to introduce changes in
the composition of the group to permit agreements.

The use of social network analysis measures permits to define heuristics on how to
combine opinions when there is no complete independence in the opinions expressed by
the agents. There are a number of different relationships that may be used to guess depen-
dency. For instance, in the context of scientific publications, co-authorship or affiliation,
meaning that authors have written papers together or belong to the same laboratory may
indicate a significant exchange of information between them and therefore a certain level
of dependency. The aggregation of values by function h can then use these measures
to diminish the joint influence of dependent opinions into the reputation. This is to be
explored in future extensions of the information based reputation model.

Also, social networks can be used to assess initial values of ci, the confidence on
agent’s opinions. For instance, we can say that an individual is expert in an area (keyword)
if it is author of highly cited papers on the topic, has reviewed prestigious papers on the
area, and has a central role in the college. This is easily expressed as

ci = f

 ∑
(i,p)∈Authorship,

(p,X)∈Area

PCitation(p), ∑
(i,p)∈Review,
(p,X)∈Area

PCitation(p),CCollege
b (i)


where (i, p) ∈ Authorship means that agent i is author of paper p, (p,X) ∈ Area means
that paper p is on topic X and (i, p) ∈ Review means that agent i has reviewed paper p.
Citation relates papers and College relates authors. See Section 1.2.2 for definitions of P
and Cb.

Our future work will include the in depth analysis of Social Network Measures in the
information model reputation and the experimental analysis of the model in the context
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of scientific publishing as planned in the LiquidPub project (http://www.liquidpub.org).
Also, we will analyse the robustness of the proposed model in front of strategic reasoners
that may try and manipulate the scores to their benefit.
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Chapter 2

Propagation and Aggregation of
Opinions
in Structural Graphs

2.1 Introduction

Trust and reputation are key to the success of open systems. They aid agents in deciding
what or whom to select. Extensive research has focused on various aspects of trust and
reputation. The most relevant to our work are the mechanisms focusing on computing
reputation based on the sharing of past experiences, especially those specified in the form
of opinions. This is precisely the category this paper falls into. However, the paper
proposes a novel approach by highlighting the importance of the structural relation linking
related entities and their use in indicating the flow of opinions from one entity to another.
For example, let us say a new coffee machine is now out in the market and it has not
been rated yet. What can an interested customer infer about this new item’s reputation?
Clearly, the reputation of other coffee machines of the same brand, or even other products
of this brand in general, would be of help here. Hence, there is a need for representing
the structural relations linking these entities together. For example, if a structural graph is
used, then the brand’s products in general may be represented as one node in this graph,
the brand’s coffee machines as a child node to the former, the new coffee machine model
as a child node to the latter, and so on. Such a representation will not only facilitate the
flow of opinions amongst related entities, but also permit raters to choose the granularity
level at which they would prefer to leave their opinions at. For instance, while one agent
might be interested in rating this specific model in the future, it might also be interested
in providing a rating for the brand’s coffee machines in general.

Given this problem definition, the questions that arise and are addressed by this paper
are: (1) how do we specify such structural graphs, (2) how do opinion-based reputation
propagate in such graphs, and (3) how are all opinions, explicitly specified or propagated,
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aggregated to provide a final opinion-based reputation measure for a given node of this
graph?

Question (1) above is addressed by Section 2.2, which provides an example of a struc-
tural graph specific to the publications world, yet general enough to be applied to other
fields. We note that, despite opening with the common commerce and brands example, the
LiquidPub project 1 provides us with a structural graph ready to be used by our proposed
algorithm, hence the choice of using the publications field for our running example. Ques-
tions (2) and (3) are addressed by Sections 2.3 and 2.4, which discuss the propagation and
aggregation of opinions, respectively. The paper is then wrapped up by presenting our
preliminary results in Section 2.5, providing an overview of related work in Section 2.6,
and drawing some conclusions in Section 2.7.

2.2 The Structural Graph

As mentioned by the introduction, the example we follow in this paper is taken from the
publications world, where papers may be viewed as being composed of sections, proceed-
ings composed of papers, books composed of chapters, and so on. All of these entities
are referred to as scientific knowledge objects (SKOs). The basic idea is that researchers
may write sections, papers, chapters, books, etc. They can then link these bits and pieces
together, or reuse existing work, by making use of the “part of” relation. Researchers (or
agents) may thus be authors of the nodes but also leave opinions on them. We understand
opinions as probability distributions over an evaluation space, for a particular attribute,
and at a moment in time; for example, one can define a set of elements for the evaluation
space for quality of an SKO as {poor,good,v.good,excellent}. The set of attributes that
opinions may address can be, for instance, {novelty,clarity,signi f icance, correctness}.

The structural graph (SG) of scientific knowledge objects is formally defined as fol-
lows:

Definition 1
SG = 〈N, G, O, E, A, T, E , F 〉

where

• N is the set of (SKO) nodes,

• G is the set of agents that may own nodes or leave opinions on them,

• O is the set of opinions that agents may hold,

• E is the evaluation space for O,

1http://project.liquidpub.org
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• A is the set of attributes that opinions may address,

• T represents calendar time,

• E ⊆ N×N specifies which nodes are part of the structure of which others,

• F : G×N×A×T → O is a relation that links a given agent, node, attribute, and
time to the opinion.

A single opinion is then represented as the probability distribution P(E|G,N,A,T ) ∈
O.

Finally, we note that the technique proposed in this paper is not restricted to the pub-
lications domain, and the SG graph defined above may be used for different applica-
tions.For instance, instead of representing knowledge objects, nodes in the graph may be
used to represent some brand’s product line.

2.3 Propagation of Opinions

Reputation is widely understood as group opinion. Opinions may be assigned by agents
(playing the role of reviewers) to nodes of the structural graph. However, we believe
these assigned opinions affect the opinion that the same agent has on neighbouring nodes,
and therefore a propagation of opinions may be put in place. This section presents our
proposal for this propagation mechanism.

The basic idea is that if a node does not receive a direct opinion, then its opinion may
be deduced from its children nodes’ opinion. This is because the structural composition
of a parent node is based on its children nodes (recall that the structural graph is based on
the “part of” relation). Hence, the opinions on children nodes must necessarily influence
the deduced opinion on a parent node. We refer to the direct opinion on a node or its
deduced opinion from the parts that compose it as the intrinsic opinion on that node.

However, in the absence of information about the node itself, or the parts that compose
it, then one may refer to the node’s parents for information. For example, people assume
that because a given paper has been accepted by a highly reputable journal then this im-
plies that the paper should be of good quality. Of course, when people actually read the
paper, or parts of the paper, they may start constructing their own opinions, as opposed to
relying on the default inherited one. We refer to opinions propagated from parent nodes
as extrinsic opinions. And we note that people usually rely on extrinsic opinions in the
absence of intrinsic ones. Hence, extrinsic opinions may be viewed as providing some
sort of a default measure that people may refer to in the absence of other more reliable
sources of information.

In what follows, we first illustrate how intrinsic and extrinsic opinions are calculated
(Sections 2.3.1 and 2.3.2, respectively). This is then followed by an algorithm summaris-
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ing how opinions propagate within a structural graph by calculating the neighbouring
nodes’ intrinsic and extrinsic opinions (Section 2.3.3).

We note that propagation of opinions would only make sense for a single reviewer
agent and a single attribute. In other words, one agent’s opinion cannot affect another’s2,
or an opinion addressing novelty should not affect the correctness aspect of a paper3.
The aggregation stage, described by Section 2.4 is responsible for dealing with several
reviewer agents and several attributes being reviewed. Hence, in this section, since the
reviewer agent r∈G and the attribute a∈A being reviewed are fixed, we simplify notation
and replace P(ei|r,n,a, t) with Pt

n(ei), or even Pt
n.

2.3.1 Intrinsic Opinions

As mentioned earlier, the intrinsic opinion on a node is either based on a direct opinion
that the node has received or on an aggregation of its children nodes’ intrinsic opinions.
In the latter case, we argue that the reliability of the aggregation should take into consider-
ation the percentage of nodes with direct opinions that are contributing to the aggregated
value. Section 2.3.1 discusses this reliability measure. Section 2.3.1 illustrates how chil-
dren’s intrinsic opinions are aggregated to infer the parent’s intrinsic opinion. Finally,
Section 2.3.1 explains how the value of intrinsic opinions, like any other type of informa-
tion, decays with time.

Reliability of Intrinsic Opinions

We say, when calculating node n’s intrinsic opinion by aggregating the intrinsic opinions
of its children nodes, it is crucial to know the proportion of nodes that have received
a direct opinion in the structural sub-tree whose root node is n. This measure, in a way,
provides information on the reliability of the aggregated intrinsic opinion of n. The higher
the proportion of nodes with a direct opinion that are contributing to n’s deduced intrinsic
opinion, then the more reliable this deduced opinion is.

For this reason, we define parameter π and use it to aggregate opinions. We say, πt
n is

a representation of the proportion of nodes in the structural sub-tree whose root node is n
that have received direct opinions form the agent by the time t ∈ T . πt

n is then defined as

2Of course, persuasive dialogues can and actually do allow one agent to influence another’s opinion.
Additionally, [WH04, BGH+08, KLT08] illustrate how the social network and the position of agents within
their social network contribute to opinion formation and the influence of one agent’s opinion on another’s.
However, these influences are beyond the scope of this paper.

3Again, there might be a strong correlation between attributes which might allow the opinion on one to
affect the opinion on another. Additionally, reviewers may be susceptible to having their opinion on one
attribute influence their opinion on another. However, again, these influences are beyond the scope of this
paper.
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follows:

π
t
n =



1 direct(Pt ′
n)∧ t ′ ≤ t

0 ¬direct(Pt ′
n)∀t ′ ≤ t

∧ 6 ∃ c · (c,n) ∈ E

∑
∀c·(c,n)∈E

πt
c

|{c |(c,n) ∈ E}|
otherwise

(2.1)

In other words, if a node has received a direct opinion, then its π takes the value 1.
However, if a node has never received a direct opinion from the agent and the node does
not have any children nodes, then its π takes the value 0. Otherwise, the π of a node
would be the average of its children’s πs. We note that πt

n ∈ [0,1] and the value of π is
non-decreasing along time t.

Aggregation of Children’s Opinions

In the absence of direct opinions, we say a parent node n’s intrinsic opinion is calculated
as an aggregation of its children nodes’ opinions. However, we note that the opinions of
different children contribute with different proportions to the aggregated opinion based
on the child’s π value. This is illustrated by the following equation:

Pt
n =

1

∑
∀c ·(c,n)∈E

π
t
c
· ∑
∀c ·(c,n)∈E

π
t
c ·Pt

c (2.2)

Decay of Intrinsic Opinions

We consider the integrity of opinions to decrease with time. This is expressed by the
following equation:

Pt
n = Λi(Dtn

n ,Ptn
n ) (2.3)

where tn ∈ T represents the latest point in time when a value (in this case, for P and D)
was recorded for node n, D is the probability distribution describing the node’s extrinsic
opinion and is the default opinion that the intrinsic opinion decays towards (we note that
D, which is defined by the following section, is updated along time), and Λi is a decay
function satisfying the property: limt→∞ Pt

n = Dtn
n . In other words, Λi is a function that

makes Pt
n converge to Dtn

n with time. One possible definition for Λi could be: Pt
n =

(Ptn
n −Dtn

n )ν∆t +Dtn
n , where ν ∈ [0,1] is the decay rate, and:

∆t =

{
0 t− tn < κ

1+ t−tn
t max otherwise

AT/2008/D5.2.2/v1.0 December 1, 2009 21



2. PROPAGATION AND AGGREGATION OF OPINIONSIN STRUCTURAL GRAPHS

The definition of ∆t above serves the purpose of establishing a minimum ‘grace’ pe-
riod during which the information does not decay and that once reached the information
starts decaying. The period of ‘grace’ is determined by the parameter κ. However, af-
ter this grace period, we believe the decay should happen very slowly. In other words,
∆t should decrease very slowly. Hence, we define the parameter t max, which may be
defined in terms of multiples of κ, that helps control the pace of decay.

Initially, and in the absence of any information, we say:

Pt0
n = Dt0

n (2.4)

where t0 ∈ T represents the initial time, or the time when node n joined the structural
graph.

2.3.2 Extrinsic Opinions

While intrinsic opinions are the result of either direct opinions or an aggregation of chil-
dren’s intrinsic opinions, extrinsic opinions are an aggregation of parents’ intrinsic opin-
ions. They represent the inheritance of parents’ intrinsic opinions. Furthermore, we say
an extrinsic opinion of a node is the default opinion that one may rely on in the absence
of an intrinsic one. And this default value is the distribution D that an intrinsic opinion
decays towards.

Similar to intrinsic opinions, Section 2.3.2 illustrates how parents’ intrinsic opinions
are aggregated in a similar manner, using the same reliability parameter π. This is fol-
lowed by Section 2.3.2, which explains how the value of the extrinsic opinion itself, which
the intrinsic opinion decays towards, also decays with time.

Aggregation of Parents’ Opinions

A child node’s extrinsic opinion is calculated by aggregating its parents’ intrinsic opinions
as follows:

Dt
n =

1

∑
∀p·(n,p)∈E

π
t
p
· ∑
∀p·(n,p)∈E

π
t
p ·Pt

p (2.5)

Note that similar to intrinsic opinions (Equation 2.2), extrinsic ones take into consid-
eration the π parameter in deciding the influence of a given parent node.

Decay of Extrinsic Opinions

The extrinsic opinion plays the role of the default opinion that a given opinion at a given
node decays towards. However, similar to intrinsic opinions or any other type of informa-
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tion, the integrity of extrinsic opinions also decreases with time, although presumably at a
much slower pace than the decay of intrinsic opinions towards extrinsic ones. Therefore,
we say:

Dt
n = Λe(F,Dtn

n ) (2.6)

where tn ∈ T represents the latest point in time when a value for D has been recorded
for node n, F represents the flat probability distribution that Dtn

n decays towards, and Λe
represents a decay function similar to Λi of equation 2.3 (although the decay rate should
be much slower; i.e. the ν, κ, or t max of Λe should be larger than those of Λi). In other
words, extrinsic opinions decay in a similar manner to intrinsic opinions. However, while
intrinsic opinions decay towards extrinsic ones, extrinsic opinions decay towards the flat
distribution F at a much slower pace.

Again, we say initially, and with the absence of any information, we have:

Dt0
n = F (2.7)

where t0 ∈ T represents the initial time, or the time node n joined the structural graph.

2.3.3 An Incremental Propagation Algorithm

Algorithm 1 illustrates how the addition of one opinion affects its neighbours’ intrinsic
and extrinsic opinions, resulting in a wave of modifications in the structural graph. The
basic idea is that the addition of a newly assigned opinion P to a node n and the modi-
fication of its π value would trigger the algorithm to send the new values of π and P to
node n’s neighbours (both parents and children), triggering an update of the neighbouring
nodes’ values, and so on.

Implementation wise, if we are interested in precise values, then each node needs to
maintain an up to date value for it π, P, and D. Moreover, P and D values are based on the
latest decayed values of all children and parent nodes, respectively. And each of those is,
in turn, based on the latest decayed values of their own children and parent nodes. In other
words, to obtain the precise values of a given node at a given point in time, one should
be recalculating every node’s π, P, and D values at every single step in time. Naturally,
this is a very demanding computational algorithm which consumes loads of memory and
time. For this reason, the algorithm we present (Algorithm 1) is an incremental algorithm
for propagation that replaces equations 2.1, 2.2, and 2.5 with the incremental equations
2.8, 2.9, and 2.10, respectively, which are discussed shortly.

Summarising Algorithm 1, every node reacts to any new information it receives and
updates its values accordingly, without having to keep track of the entire propagation
mechanism. All it has to do is to transmit its updates to neighbouring nodes. This is a
distributed approach which suits applications where nodes may be physically located in
different locations.
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There are three different cases of a node receiving new information. These are: (1)
when a node receives a directly assigned opinion, (2) when a node receives updated π and
P values from one of its children nodes, and (3) when a node receives updated π and P
values from one of its parents nodes.

In the first case, when a new opinion is assigned to a node n, its π is set to 1, and its P
takes the value of its newly assigned opinion. Node n then informs all its parent nodes of
its new values, keeping track of who was informed. This very last step is needed because
the node needs to receive the new π and P values from all its parents’ nodes before it
updates its own D value and propagate the new values to the children nodes.

In the second case, when a node n receives new π and P values from a child node
c, its own π and P are recalculated using this new information and following equations
2.8 and 2.9, which we discuss shortly. If the node n has parent nodes and the difference
between the old and newly calculated P values is considerable (i.e. if the difference
exceeds a predefined threshold ζ), then the newly calculated π and P values are sent to all
the parent nodes of n, and similar to the previous case, the node n keeps track of who was
informed of its latest update. However, if the new update is not propagated to any parent
node, then n updates its extrinsic opinion D by decaying it, and it then starts sending its
updated π and P values down the tree and to all its children. Note that in this case, there
is no need to keep track of which nodes the update have been sent to because the node is
not expecting any reply from its children.

In the third case, when a node n receives new π and P values from a parent node p,
its own D value is updated accordingly and following equation 2.10, which we discuss
shortly. Additionally, its P is updated by decaying it. If the node is still waiting for replies
from additional parent nodes, then nothing else is done. Otherwise, its latest π and P
values are sent down the tree to all of its children nodes.

In summary, these three cases state that when a new opinion is assigned to some node,
it propagates upwards until it hits root nodes (or nodes that decide to stop the propaga-
tion when the difference between old and new values are negligible), then the wave of
propagation would start moving back down the tree to hit leaf nodes. And it is during
these waves that nodes update their values. For this reason, there is a concern that some
sections of the structural graph might not be hit by any wave for a long period of time.
As a result, we introduce a fourth case that allows leaf nodes to decay their P values if
the latest update is considered old enough, and send their updated values to their parents,
triggering a new wave of opinion propagation in the structural graph. We call this the
house keeping action that tries to keep the values in the structural graph as up to date as
possible. We refer to the time interval that specifies how often a P value of a leaf node
should be updated as the HK interval.

We believe there is a correlation between the HK interval and the attention a given
node receives from a given reviewer agent. When the attention is low, then the HK value
should be relatively high, to keep things up to date. The HK values should then drop as
attention increases. However, if the attention reaches extreme high values, then the HK
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value should increase again to prevent huge changes in inferred opinions every time a new
opinion is assigned. Figure 2.1 describes this correlation.

HK
value

Attention
low

low
high

high

Figure 2.1: Correlation between attention & HK value

As mentioned earlier, this incremental algorithm allows a given node to consider its
neighbours’ updates one at a time, and deal with them as they are received. Hence, when
a node receives an updated π and P values from a parent/child node, it uses the equations
presented below by Sections 2.3.3, 2.3.3, and 2.3.3 for an incremental update of its own
π, P, and D values, respectively.

Incremental Update of π

Equation 2.8 is used to update the π value of node n by simply considering the new π

value of the child node c that triggered this update.

π
t
n = π

tn
n +

πt
c−πtc

c
|{c | (c,n) ∈ E}|

(2.8)

This equation simply replaces the old π of the child node c (πtc
c ) in equation 2.1 with

the newly received one (πt
c).

Incremental Update of P

Equation 2.9 is used to update the inferred intrinsic opinion P of node n by simply con-
sidering the new π and P values of the child node c that triggered this update. The basic
idea is that the old P value of node n (Ptn

n ) is now modified by taking into consideration
the new change in the π and P values of the child (πt

c and Pt
c). We remind the reader

that, ideally, one should recalculate Pt
n by taking into consideration all the decayed values

of the children, following Equation 2.2. In practice, this is computationally expensive.
Hence, we believe an approximate update that considers the new values of the child node
may be good enough. Of course, further experimentation may be needed to help choose
the exact weight that needs to be given for the new values.

Pt
n =

πtn
n Ptn

n +πt
cPt

c

π
tn
n +πt

c
(2.9)
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Incremental Update of D

Similar to Equation 2.9, Equation 2.10 is used to update the extrinsic opinion D of node
n by simply considering the new π and P of the parent node p that triggered this update.

Dt
n =

πtn
n Dtn

n +πt
pPt

p

π
tn
n +πt

p
(2.10)

2.4 Aggregation of Opinions

The previous section has illustrated how a single agent’s opinion on a node, and with
respect to a given attribute, propagates within a structural graph. However, our ultimate
goal is to be able to compute the reputation of a single node based on all the agents’
opinions, and possibly for all attributes. In what follows we illustrate how this may be
achieved. We note that the previous simplification of replacing P(ei|r,n,a, t) with Pt

n no
longer holds in this section, since the aggregation needs to be performed for all reviewer
agents and/or for all attributes.

1. Aggregating opinions for all attributes:
In this case, we aggregate the probability distributions of a single reviewer agent r’s
opinions on several attribute of a given node n. The aggregation is then carried out
as follows:

P(ei|r,n, , t) =

∑
∀a∈A ·P(ei |r,n,a,t)6=F

ρ(a) ·P(ei|r,n,a, t)

∑
∀a∈A ·P(ei |r,n,a,t)6=F

ρ(a)
(2.11)

Equation 2.11 states that the final opinion distribution of a reviewer agent r on node
n at time t is a distribution P(ei|r,n, , t), which aggregates the reviewer agent’s
opinions based on a preference value ρ(a), which specifies the preference of each
attribute a ∈ A. We assume that the agent computing the final opinion may specify
the preferences of the attributes. Alternatively, we say that a default distribution
may be provided with the set A by the responsible organisation, such as a conference
specification.Measures calculating the correlation between attributes, such as those
described by [?], may also contribute to the specification of the ρ(a) values. The
default case may assume an equal preference to each.

2. Aggregating opinions for all reviewers:
In this case, we aggregate the probability distributions of several reviewer agents
with respect to a given attribute a of a node n. The aggregation is then carried out
as follows:
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Algorithm 1 Propagation of opinions
Require: E ⊆ N×N represents the part of relations linking nodes from the set N together
Require: πt

n represents the portion of nodes of the sub graph, whose root node is n, that have received direct opinion by the time t;
Equation 2.1 provides a general definition of πt

n, while Equation 2.8 provides the incremental version used by this algorithm
Require: Pt

n represents the intrinsic opinion of node n at time t, and it is specified as a probability distribution; Equation 2.2 provides
a general definition of Pt

n, while Equation 2.9 provides the incremental version used by this algorithm
Require: Dt

n represents the extrinsic (or default) opinion of node n at time t, and it is also specified as a probability distribution;
Equation 2.5 provides a general definition of Dt

n, while Equation 2.10 provides the incremental version used by this algorithm
Require: F represents the flat probability distribution
Require: Λi and Λe represent the decay functions (e.g. Section 2.3.1)
Require: t, ts, tn,hn ∈ T represent calendar time; however, the representation t is used for current time, while ts represents a given

point in time, tn represents the latest time that a given value was saved for node n (for example, Ptn represents the last value P that
was save for the node x), and hn represents the last time node n performed its house keeping work

Require: HK represents the frequency of house keeping, which takes care of initiating waves of opinion updates every now and then
Require: Wn represents the set of messages that node n has sent out to neighbouring nodes and is waiting replies for
Require: ζ represents the threshold that decided whether a given change in a distribution is considered big enough to be propagated
Require: new opinion(Pt

n) represents the new addition of a direct opinion P for node n at time t
Require: send(m,N′) represents sending the message m to the set of nodes N′ ⊆ N
Require: receive(m,n) represents the receipt of the message m by node n

while > do
if new opinion(Pt

n) then
πt

n = 1
send([πt

n,Pt
n],{p | (n, p) ∈ E})

Wn = Wn ∪{[Pt
n,Pt

n,{p | (n, p) ∈ E}]}
end if
if receive([πts

c ,Pts
c ],n)∧ (c,n) ∈ E then

πt
n = πtn

n + πts
c −π

tc
c

|{ni | (ni ,n)∈E}|

Pt
n = π

tn
n Ptn

n +πt
cPt

c
π

tn
n +πt

c

if ∃ (n, p) ∈ E ∧ |Pt
n−Ptn

n |> ζ then
send([πt

n,Pt
n],{p | (n, p) ∈ E})

Wn = Wn ∪{[Pts
c ,Pt

n,{p | (n, p) ∈ E}]}
else

Dt
n = Λe(F,Dtn

n )
send([πt

n,Pt
n,Pts

c ],{c | (c,n) ∈ E})
end if

end if
if receive([πts

p ,Pts
p ,Pts′

m ], p)∧ (n, p) ∈ E then
Pt

n = Λi(Dtn
n ,Ptn

n )

Dt
n =

π
tn
n Λe(F,Dtn

n )+πt
pDt

p

π
tn
n +πt

p

if [ ,Pts′

m , ] 6∈Wn then
send([πtn

n ,Pt
n,null],{c | (c,n) ∈ E})

else if [Pts′′

k ,Pts′

m ,{p}] ∈Wn then

send([πtn
n ,Pt

n,Pts′′

k ],{c | (c,n) ∈ E})
Wn = Wn− [Pts′′

k ,Pts′

m ,{p}]
else

Wn = (Wn− [Pts′′

k ,Pts′

m ,N])∪{[Pts′′

k ,Pts′

m ,N−{p}]}
end if

end if
if (6 ∃c · (c,n) ∈ E) ∧ (t−hn ≥ HK) then

Pt
n = Λi(Dtn

n ,Ptn
n )

send([πt
n,Pt

n],{p | (n, p) ∈ E})
Wn = Wn ∪{[Pt

n,Pt
n,{p | (n, p) ∈ E}]}

hn = t
end if

end while
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P(ei| ,n,a, t) =

∑
∀r∈G ·P(ei |r,n,a,t)6=F

Ω(r,n) ·P(ei|r,n,a, t)

∑
∀r∈G ·P(ei |r,n,a,t)6=F

Ω(r,n)
(2.12)

Similar to Equation 2.11, which aggregates all opinions based on the preference
of each attribute, Equation 2.12 aggregates all reviewer agents’ opinions based on
the reliability Ω(r,n) of the reviewer agent r in rating node n. The definition of
Ω(r,n) is complex, as it is affected by the reviewer agent’s expertise in the field of
n, its history of being correct (in other terms, how close were its past reviews to the
final group opinion), its history of bias, the degree of collaborative or competitive
relationship between the reviewer and the author(s) agents, amongst other things.
These issues are outside the scope of this paper. However, for the time being, we
base Ω(r,n) on the reviewer’s h-index, which could be viewed as an indication of
its expertise.

3. Calculating a final reputation measure Rt
n∈ [0,1]:

When computing reputation, some users may be interested in calculating a single
numeric value R for node n at time t, as opposed to a probability distribution. If this
is the case, then the final probability distribution of node n at time t (P(ei| ,n, , t))
may be translated into a numeric value in the range [0,1] by calculating the cen-
ter of gravity of the probability distribution, following the transformation equation
of [PSMC07], which we present below:

Rt
n =

1
2 · |E| ∑

ei∈E
(2 ·υ(ei)−1) ·P(ei| ,n, , t) (2.13)

where P(ei| ,n, , t) represents the value of the distribution at the element ei of the
evaluation space E, and υ(ei) represents the position of ei. We note that given the
evaluation space is an ordered list, the function υ may be defined as a function that
numbers the elements of the evaluation space from 1 till |E| based on their order.
In other words, υ : E→ [1, |E|].
For translations to different types of measurements, we refer the interested reader
to [PSMC07, Section 4].

We note that when a user is interested in computing a final opinion measure of a node
n at time t, then the latest P values should be obtained for all reviewer agents on all at-
tributes. The user may choose to perform step (1) above for all reviewer agents before
aggregating all the reviewer agents’ opinions to obtain a final measure P(ei| ,n, , t), rep-
resenting the aggregated opinions for node n at time t. Alternatively, the user may choose
to perform step (2) for all attributes, and then aggregate opinions on all attributes follow-
ing step (1) above. One may even choose to focus on a single attribute only. In other
words, the order in which steps (1) and (2) above are performed is the choice of the user
calculating the final opinion.
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But what does ∑P mean? In other words, how are probability distributions aggregated
in Equations 2.11 and 2.12? One straight forward approach is to take the average distribu-
tion. Other more interesting approaches that we consider are those presented by [SD09].
These may be summarised as follows:

• The Dependent Method. This method assumes there are dependencies amongst
the distributions being aggregated. In case of aggregating distributions for differ-
ent attributes, then this may be applied when a correlation between attributes is
observed. For example, [?] provides a study on the correlation between attributes.
However, in the case of aggregating distributions of different reviewer agents, then
dependency may be noted if reviewers are from the same institute, on the same con-
ference board, one is the supervisor of another, etc. This requires social network
analysis for discovering the degree of dependency between the reviewer agents
r ∈ G.

• The Independent Method. If it is believed that there are no dependencies between
the distributions being aggregated, then the independent method is used, which has
the property of amplifying similar probability distributions.

• The ϒ Method. This method computes the probability distribution that maintains
a maximum relative entropy, and hence maximises certainty.

For the technical details of the three different aggregation mechanisms presented
above, we refer the interested reader to [SD09].

2.5 Results

To experiment with the paper’s proposed propagation algorithm we run a test that gen-
erates initial opinions based on the h-indexes [Hir05] of authors and propagates these
opinions according to Algorithm 1. The final goal of this experiment is to compare the
final deduced reputation of authors, which we assume is an aggregation of the propagated
opinions on the authors’ papers’, and compare it to the initial author reputation based on
their h-index. The following is an outline of our work.

Step 1: Generate the data Since access to real data has been difficult to obtain, there
was a need to generate our own data. For this, we first generated a graph representing
two conference proceeding of the same series: in other words, we generated a simple
3-level tree. The tree’s root node represents the conference series, its two middle level
nodes represent the conference’s two proceedings and its 60 children nodes represent
the 60 papers of the proceedings (30 papers per proceeding). We then created authors,
assigned authors to the conference papers, and generated an h-index for each of these
authors following the following constraints:
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• The average number of authors per paper is generated following a Gaussian func-
tion, whose expected value is µ = 3 and its standard deviation σ = 1.

• The number of papers per author is also generated following a Gaussian function,
whose expected value is µ = 1 and its standard deviation σ = 0.2.

• The h-indexes of authors are also generated following a Gaussian function, whose
expected value is µ = 8 and its standard deviation σ = 4.

Step 2: Generate initial opinions Each node’s initial opinion is considered to be an
aggregation of its authors’ initial reputation, which should be based on the authors’ h-
indexes. Hence, we transform an author α’s h-index into a probability distribution, fol-
lowing Equation 2.14:

Aα

h (ei) =
f (h,ei)

∑
∀ei∈E

f (h,ei)
(2.14)

where Aα

h (ei) is the value of the probability distribution at point ei ∈ E and f (h,ei) is
defined as:

f (h,ei) =
1

e
∣∣∣ h

max h−
υ(ei)
|E|

∣∣∣ (2.15)

where e represents Euler’s number, h represents the h-index of the author, max h rep-
resents the maximum h-index value, υ(ei) represents the position of the element ei of the
state space E (we note that this function has already been introduced by Equation 2.13).

Essentially, Equation 2.15 states that f (h,ei) should have a high value when h and
υ(ei) both have either high or low values, whereas it should have a low value when either
h or υ(ei) has a high value and the other a low one. This is because prestigious authors
(authors with high h-indexes) very probably write good papers (papers whose opinions
have high values for ei ∈ E, where υ(ei) has a high value, and lower values otherwise),
and unknown authors (authors with low h-indexes) very probably write not so good papers
(papers whose opinions have high values for ei ∈ E, where υ(ei) has a low value, and
lower values otherwise).

Equation 2.14 is then used to normalize the result of Equation 2.15 to ensure ∑
∀ei∈E

Aα

h (ei)=

1.

Finally, each paper’s initial opinion is an aggregation of all its authors’ probability dis-
tributions, obtained from Equation 2.14 above. The aggregation method used calculates
the average accordingly:

P0
n(ei) =

∑
∀α·{α |author(α,n)}

Aα

h (ei)

|{α |author(α,n)}|
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where author(α,n) specifies that α is an author of n, and P0
n(ei) represents the initial

opinion at node n.

Step 3: Propagate opinions In this step, each initial opinion is propagated to the rest
of the tree following the propagation algorithm presented in this paper and summarised
by Algorithm 1.4

Step 4: Analyse results Recall that the goal of the experiment is to verify that the prop-
agated opinions over the graph do not contradict with the authors’ initial h-index based
opinions that have been used to generate initial opinions on nodes. Hence, for each author
α, we compare the author’s h-index based opinion Aα

h (ei) generated from Equation 2.14 to
the new author’s opinion Aα

n (ei) resulting from the propagation algorithm, where Aα
n (ei)

is an aggregation of the author’s papers’ opinions obtained after the propagation. Again,
the aggregation method followed here calculates the average of an author’s papers’ opin-
ions Pt

n(ei) accordingly:

Aα
n (ei) =

∑
∀n∈{n |author(α,n)}

Pt
n(ei)

|{n |author(α,n)}|

where author(α,n) specifies that α is an author of n.

The difference between both opinions ∆Aα = |Aα
n (ei)−Aα

h (ei)| is calculated based on
the Earth’s movers distance [PWR89b]. Figure 2.2 presents the results by plotting ∆Aα

for all authors, where each author α is represented by its h-index, hα.
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Figure 2.2: Difference between initial & propagated opinions

The results show a small difference between initial opinions and those resulting from
the propagation algorithm, except for authors with high h-indexes. The difference is
expected, since author’s deduced opinions after propagation are influenced by their co-
authors. Moreover, we notice a correlation between the difference ∆Aα for a given h-
index and the percentage of authors with that h-index. Figure 2.3 provides the percentage

4We note that the opinions are added and propagated one by one. However, the order in which the
opinions are added is not very relevant since they are all added within a small interval of time. In other
words, the addition of one opinion before another cannot have a huge (or even any, due to the ‘grace’ period
determined by κ) effect on the default (extrinsic) opinion of another.
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of authors associated with a given h-index. For example, we note that the percentage is
minimum for the h-indexes 14, 17, 18, and 19 (1.6%, 0.8%, 1.6%, and 0.8%, respec-
tively). Hence, the probability for authors with these h-indexes to have co-authors with
considerably similar h-indexes is very low. For this reason, these authors have a larger
∆Aα than others.
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Figure 2.3: Percentage of authors for a given h-index

In summary, the results illustrate that the author’s deduced reputation, which is a result
of the propagation of opinions, remains consistent with their initial reputation.

2.6 Related Work

The advent of information society has generated in the last years a great interest for mech-
anisms that allow to calculate the trust of an entity considering how it is connected and
with whom in a network. There is an important pull of work to study the dynamics of
opinion formation[WH04, BGH+08, KLT08] as well as a set of algorithms to calculate
these opinions. From these algorithms, those closer to the algorithm presented in this
article are the web ranking algorithms [PBMW99, Kle99]. These algorithms, although
originally designed to calculate the relevance of web pages, have been used to evaluate
the relevance of any entity depending on its position in the network and how it links to
other entities.

Two examples of these kinds of algorithms that have been applied in the domain of
scientific credit attribution are SARA and CiteRank. SARA (Science Author Rank Algo-
rithm) [RFMV09] uses citations as the source for calculating an author credit. Citations
coming from more important authors have more relevance than those coming from less
important authors. Specifically, each author receives a portion of credit from each citing
author proportional to the weight of the direct link between the cited and the citing author
and the importance (credit) of the citing author. The weight of a direct link is 1/(n ∗m)
where n is the number of authors in the citing paper and m the number of authors in the
cited paper. The algorithm also distributes a small portion of credit to all authors in the
network as a form of “scientific debit since a general background is at the basis of the
knowledge of every scientist”. CiteRank [WXYM06] is an adaptation of the PageRank
algorithm to citation networks. In this algorithm the credit is associated to papers and
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not to authors like in SARA. The credit of a paper calculated using CiteRank represents
the “traffic” (possible readers) that a paper could receive. It is calculated as the proba-
bility of finding the paper via paths of any length starting from a random paper (where
recent papers have more probabilities to become the starting point). The way the credit is
calculated takes into account the popularity of the citing papers as well as the age of the
citations (more recent citations have more relevance).

In summary, research carried out by [WH04, BGH+08, KLT08] focuses on the ef-
fect of social relations on how peoples’ opinions may influence each other in a social
network. SARA and CiteRank, however, present algorithms on how reputation may prop-
agate based on who is citing who. This paper, on the other hand, focuses on the structural
composition of entities to specify how opinions may be inherited (or propagated). The
structural graph uses the “part of” relation as an indication to the flow of opinions from
one entity to another.

2.7 Conclusion

This paper has presented a novel approach for the propagation of reputation by making
use of the structural relation linking entities together. The propagated reputation has been
based on opinions, specified as probability distributions over an evaluation space.

To simplify things, the algorithm presented has focused on static graphs only. Nev-
ertheless, the switch to dynamic graphs is straight forward: one should only consider the
effects of adding or deleting a node or a link on the π, P, and D values of the node’s
neighbours.

The main focus of the propagation mechanism has currently been on the flow of opin-
ions along the “part of” relation. We also plan to consider the flow of opinions along
additional relations, such as “owner of node”. For this, we assume the reputation of the
owner to be an aggregation of its nodes’ reputation. This is similar to our running exam-
ple that computes authors’ reputation based on an aggregation of their nodes’ reputation.
However, for future work, such a computation should also take into consideration addi-
tional types of relations linking nodes together. For example, if some nodes are simply
a different version of another or an extension of another, then this should be considered
when computing the reputation of owners.

Finally, we note that the presented propagation algorithm may also be applied to dif-
ferent sources of reputation information. For example, instead of relying on direct opin-
ions only, we plan to test the same algorithm for the publications scenario on reputation
based on citations and its propagation in the structural graph. This would differ from
the algorithms of SARA and CiteRank by allowing citation based reputation to propagate
along structural relations, as opposed to deducing reputation from citation links.
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