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Preface

AAMAS is the leading scientific conference for research in autonomous agents and
multiagent systems, which is annually organized by the non-profit organisation
the International Foundation for Autonomous Agents and Multiagent Systems
(IFAAMAS). The AAMAS conference series was initiated in 2002 by merging three
highly respected meetings: the International Conference on Multi-Agent Systems
(ICMAS); the International Workshop on Agent Theories, Architectures, and
Languages (ATAL); and the International Conference on Autonomous Agents (AA).

Besides the main program, AAMAS hosts a number of workshops, which aim at
stimulating and facilitating discussion, interaction, and comparison of approaches,
methods, and ideas related to specific topics, both theoretical and applied, in the general
area of autonomous agents and multiagent systems. The AAMAS workshops provide
an informal setting where participants have the opportunity to discuss specific technical
topics in an atmosphere that fosters the active exchange of ideas.

This book compiles the best papers of the AAMAS 2016 workshops. In total,
AAMAS 2016 ran 16 workshops. To select the best papers, the organizers of each
workshop were asked to nominate two papers from their workshop and send those
papers, along with the reviews they received during their workshop’s review process, to
the AAMAS 2016 workshop co-chairs. The AAMAS 2016 workshop co-chairs then
studied each paper carefully, in order to assess its quality and whether it was suitable to
be selected for this book. One paper was selected from each workshop, although not all
workshops were able to contribute. The result is a compilation of 11 papers selected
from 11 workshops, which we list below.

– The 18th International Workshop on Trust in Agent Societies (Trust 2016)
– The 7th International Workshop on Optimization in Multiagent Systems (OptMAS

2016)
– The Third International Workshop on Exploring Beyond the Worst Case in Com-

putational Social Choice (EXPLORE 2016)
– The Second International Workshop on Issues with Deployment of Emerging

Agent-Based Systems (IDEAS 2016)
– The 17th International Workshop on Multi-Agent-Based Simulation (MABS 2016)
– The 4th International Workshop on Engineering Multiagent Systems (EMAS 2016)
– The 14th International Workshop on Adaptive Learning Agents (ALA 2016)
– The 9th International Workshop on Agent-Based Complex Automated Negotiations

(ACAN 2016)
– The First International Workshop on Agent-Based Modelling of Urban Systems

(ABMUS 2016)
– The 21st International Workshop on Coordination, Organization, Institutions and

Norms in Agent Systems (COIN 2016), with a special joint session with the 7th
International Workshop on Collaborative Agents Research and Development: CARE
for Digital Education (CARE 2016)



– The 15th International Workshop on Emergent Intelligence on Networked Agents
(WEIN 2016)

We note that a similar process was carried out to select the most visionary papers
of the AAMAS 2016 workshops. While best papers follow the style of more traditional
papers, visionary papers are papers with novel ideas that propose a change in the way
research is currently carried out. The selected visionary papers may be found in the
Springer LNAI 10003 book.

Revised and selected papers of the AAMAS workshops have been published in the
past (see Springer’s LNAI Vol. 7068 of the AAMAS 2011 workshops). Despite not
publishing such books regularly for the AAMAS workshops, there has been a clear and
strong interest on other occasions. For instance, publishing the “best of the rest”
AAMAS workshops volume has been discussed with Prof. Michael Luck, who was
enthusiastic concerning AAMAS 2014 in Paris. This book, along with Springer’s
LNAI 10003 volume, aims at presenting the best and most visionary papers of the
AAMAS 2016 workshops. The aim of publishing these books is essentially to better
disseminate the most notable results of the AAMAS workshops and encourage authors
to submit top-quality research work to the AAMAS workshops.

July 2016 Nardine Osman
Carles Sierra

VI Preface
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On the Trustworthy Fulfillment of Commitments

Edmund H. Durfee(B) and Satinder Singh

Computer Science and Engineering, University of Michigan, Ann Arbor, MI, USA
{durfee,baveja}@umich.edu

Abstract. An agent that adopts a commitment to another agent should
act so as to bring about a state of the world meeting the specifications of
the commitment. Thus, by faithfully pursuing a commitment, an agent
can be trusted to make sequential decisions that it believes can cause
an intended state to arise. In general, though, an agent’s actions will
have uncertain outcomes, and thus reaching an intended state cannot be
guaranteed. For such sequential decision settings with uncertainty, there-
fore, commitments can only be probabilistic. We propose a semantics for
the trustworthy fulfillment of a probabilistic commitment that hinges on
whether the agent followed a policy that would be expected to achieve
an intended state with sufficient likelihood, rather than on whether the
intended state was actually reached. We have developed and evaluated
algorithms that provably operationalize this semantics, with different
tradeoffs between responsiveness and computational overhead. We also
discuss opportunities and challenges in extending our proposed semantics
to richer forms of uncertainty, and to other agent architectures besides
the decision-theoretic agents that have been our initial focus of study.
Finally, we consider the implications of our semantics on how trust might
be established and confirmed in open agent systems.

1 Motivation

In open systems occupied by multiple (human and/or artificial) agents, where in
order to best achieve their goals the agents need to rely on each other, issues of
trust come to the fore. The many important challenges regarding trust include
how to build trust, how to maintain trust, how to utilize trust, how to detect
when trust is misplaced, how to propagate reputations about trustworthiness,
and how to incentivize trustworthiness. In this paper, we consider the case where
agents have incentive to be trustworthy, and where they will do everything in
their power to merit the trust of other agents, but where uncertainty inherent in
the environment, and the agents’ uncertainty about the environment, mean that
an agent sometimes cannot, or even should not, achieve outcomes that other
agents might be relying upon.

Specifically, we ask the question of whether an agent that has made a (social)
commitment to another agent, and has acted in good faith with respect to the
commitment, can be said to have fulfilled the commitment even if the outcomes of
its actions fail to reach a state that the commitment was intended to bring about.
By acting in good faith, has the agent earned trust despite not delivering the
c© Springer International Publishing AG 2016
N. Osman and C. Sierra (Eds.): AAMAS 2016 Ws Best Papers, LNAI 10002, pp. 1–13, 2016.
DOI: 10.1007/978-3-319-46882-2 1



2 E.H. Durfee and S. Singh

intended outcome? For instance, consider a physician who is treating a patient
for some condition: There is a (perhaps implicit) commitment by the doctor to
improve that condition, but the treatments administered might not be effective
for the patient, or the doctor might even abandon treatment of the condition to
address more consequential conditions instead. Has the doctor violated the trust
of the patient and failed to meet the commitment?

To answer such questions about what it means for a computational agent to
be trustworthy in its fulfillment of social commitments, we have been develop-
ing a decision-theoretic formulation for framing and studying the semantics of
commitments in settings where the agents’ environment, and/or what the agent
knows about the environment, can be uncertain. To jump to the punchline of this
paper, our investigations so far have led us to advocate a commitment semantics
that focuses on whether the agent’s choices of actions were consistent with the
trustworthy fulfillment of its commitments (e.g., whether the physician followed
proper standards of patient care), rather than on whether the state of the world
reached by the agent’s actions, coupled with the other partially-known ongo-
ing processes and factors in the environment, had the intended outcome (e.g.,
whether the patient’s condition was cured).

For reasons of publication restrictions we cannot here present a deeper tech-
nical treatment of our work, so our goal in this paper is to summarize the
background, context, justification, and implications of adopting our suggested
semantics for the trustworthy fulfillment of commitments, for consideration by
the community. In what follows, we first briefly examine some of the relevant
past literature on computational models of commitment, with a particular focus
on commitments in uncertain, probabilistic worlds.1 We then (Sect. 3) present
a decision-theoretic formulation of the problem, highlighting the representation
of the agent’s uncertainty about rewards, and how the fact that pursuing com-
mitments is a sequential process means that the agent might want to change its
course of actions sometime between when the commitment is made and when
the conditions it is trying to achieve could come about. This formulation then
allows us to more formally state the semantics for trustworthy commitment
achievement in the face of uncertain rewards that we advocate, and to summa-
rize computational strategies for realizing those semantics (Sect. 4) for reward
uncertainty and beyond. In Sect. 5, we speculate on how the semantics might
apply to other, non-decision-theoretic agent architectures, and in Sect. 6 we con-
sider the broader implications of our semantics on the problem of establishing
trust.

2 Computational Models of Commitment

Munindar Singh provides a comprehensive overview of computational research
into characterizing commitments using formal (modal and temporal) logic [17],
1 The material presented in Sects. 2 and 3 has appeared in similar form in an unpub-

lished symposium paper [7], and summaries of the algorithms presented in Sect. 4
appeared in an extended abstract at AAMAS12 [20].
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drawing on a broad literature (e.g., [2,4–6,11,16]). In brief, these formulations
support important objectives such as provable pursuit of mutually agreed-upon
goals, and verification of communication protocols associated with managing
commitments. When commitments are uncertain to be attained, they can have
associated conventions and protocols for managing such uncertainty (e.g., [8,19,
22]). For example, by convention an agent unable to keep a commitment must
inform dependent agents.

Dropping commitments too readily, however, obviates their predictive value
for coordination. The logical formulations above explicitly enumerate the condi-
tions under which an agent is permitted to drop a local component of a mutual
goal, where these conditions usually amount to either (1) when the agent believes
its local component is unachievable; (2) when the agent believes that the mutual
goal is not worth pursuing any longer; or (3) when the agent believes some other
agents have dropped their components of the mutual goal. However, while logi-
cally reasonable, these conditions do not impose a commitment semantics on an
agent’s local decisions. For example, to avoid the first condition, should an agent
never take an action that would risk rendering is local component unachievable?
What if every action it can take has some chance of rendering the local com-
ponent unachievable? For the second condition, should it really be allowed to
unilaterally abandon the mutual goal and renege on other agents just because it
has recognized it can achieve a slightly more preferred goal?

To tighten predictability, commitments can be paired with conditions under
which they are sure to hold [1,13,17,18]. For example, an agent could com-
mit to providing a good or service conditioned on first receiving payment. Of
course, this representation also admits to weakening commitments to the point
where they are worthless, such as committing to achieving a local component of a
mutual goal under the condition that no better local goal arises in the meantime!
Sandholm and Lesser [15] noted difficulties in enumerating such conditions, and
verifying they hold in decentralized settings. Their leveled-commitment con-
tracting framework associates a decommitment penalty with each commitment
to accommodate uncertainty but discourage frivolous decommitment. The recip-
ient of a commitment, however, will generally be unable to know the likelihood
that the commitment will be fulfilled, because it will lack knowledge of the inter-
nals of the agent making the commitment, including how likely it is that uncer-
tain action outcomes or evolving local goals will make paying the decommitment
penalty the only/better choice.

An alternative means to quantify uncertainty is to explicitly make proba-
bilistic commitments, where an agent provides a probability distribution over
possible outcomes of the commitment, including how well it will be fulfilled (if
at all) and when [3,21,23]. Xuan and Lesser [23] explain how probabilistic com-
mitments can improve joint planning by allowing agents to suitably hedge their
plans to anticipate possible contingencies, including anticipating even unlikely
outcomes and planning for consequent changes to probabilities of reaching com-
mitment outcomes. A more myopic (hence more tractable) variation on this app-
roach was developed for the DARPA Coordinators program [10], where only as
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circumstances unfolded would the agents update probabilistic predictions about
future outcomes, and then exchange updates and reactively compute new plans.
These prior approaches however treat commitment probabilities fundamentally
as predictions about how whatever plan an agent has chosen to follow will affect
other agents. In contrast, our treatment of commitments in uncertain settings
is not only to provide predictive information to the recipient of a commitment
about what might happen, but also to impose prescriptive semantics on the
provider of a commitment to guide its behavior into a good faith effort in mak-
ing those predictions come true.

3 Problem Formulation

Our initial strategy for capturing intuitive, everyday notions of commitment
semantics that account for and respond to model uncertainty is to map these
notions into a principled, decision-theoretic framework for agent use. Here, we
present a reward-uncertainty-centered formulation that we use most in this
paper, though later we briefly generalize this to other forms of model uncer-
tainty. In our initial formulation, we restrict our attention to the class of prob-
lems with the following properties. (1) A single intelligent agent interacts with
a single human user (operator). (2) The agent’s actions influence what is pos-
sible for the user to achieve but not vice-versa (though, because the user also
derives reward from the agent’s actions, the user’s preferences might influence
what the agent should do). (3) The agent has an accurate2 controlled Markov
process model of its environment dynamics defined by a multidimensional state
space, an action space, and a transition probability function. The state space
Φ = Φ1 × Φ1 × · · · × Φn is the cross product of n discrete-valued state variables.
The transition probability T (φ′|φ, a) is the probability of the next state being
φ′ given the agent took action a in state φ. (4) The agent has uncertainty over
its reward function expressed via a prior distribution μb

0 over possible built-in
reward functions Rb

1, R
b
2, . . . , R

b
n, where each Rb

i maps Φ → R. Each reward func-
tion Rb

i captures both the designed-rewards for the agent (e.g., a large negative
reward for exceeding power or memory constraints), and the uncertain rewards
that can arise over time in the environment. From the perspective of the single
human-user in this problem, these multiple sources of reward are “built-in” and
the uncertainty over them is summarized into the distribution over {Rb

i}. The
agent obtains samples of the true built-in reward-function as it acts in the world
and thus can update its distribution over {Rb

i} during execution.
Finally, (5) the user has her own goals and acts in the world, and the agent’s

actions may enable the user to obtain higher reward than she would without the
agent’s help. This is where the notions of commitment and trust come into play.

2 Because the model is assumed accurate, the agent can be assumed to only formulate
policies (and thus commitments) that it is capable of executing. Permitting inaccu-
rate models (where an agent might make a commitment it is inherently incapable of
fulfilling) is outside the scope of the focus of this paper on trustworthy fulfillment of
commitments.
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Consider an agent that could make either of two commitments to an operator:
commitment ξ, where it commits to producing an analysis within 2 min with
probability at least 0.95, and commitment ξ′ where it commits to producing
the analysis in 1 min but with probability only 0.5 (e.g., its faster analysis tool
works in fewer cases). Commitment ξ enables the operator’s optimal policy to
prepare for the analysis output with associated enablement-utility U(ξ), while
commitment ξ′ induces an optimal policy where the operator begins doing the
analysis herself (as a backup in case the agent fails) with lower utility U(ξ′).
Depending on the degree of cooperativeness of the agent, solving the agent’s
sequential decision problem might require taking into account these enablement-
utility (U) values to the user of candidate enablement-commitments. If the agent
adopts a commitment to the user, the user becomes a “trustor” of the agent and
the agent a “trustee” of the user.

Some special cases of this formulation help motivate our commitment seman-
tics:

Bayes-MDP. In this special case, the agent is not enabling user actions (no U ’s
and hence no need for commitments), but the agent is uncertain about which
of the built-in rewards {Rb

i} applies. The agent thus faces a standard Bayesian-
MDP problem (a particular kind of partially-observable MDP, or POMDP, where
partial observability is only with respect to the true reward function in {Rb

i}).
One can define an extended belief-state MDP in which the belief-state of the
agent at time t is the joint pair (φt, μ

b
t) where μb

t is the posterior belief of the
agent over {Rb

i} after the first t − 1 observations about reward as it acts in
the world. The Bayes-optimal policy is a mapping from belief-states to actions3

that maximizes the expected cumulative reward for the agent. Exact algorithms
(applicable only to small problems) and approximate algorithms (with increased
applicability) exist to solve the belief-state MDP for (near-Bayes-optimal) poli-
cies and we exploit them as one component in our research [12].

Commitment-Only. In this case, there are enablement-actions but the built-
in reward function is known to be Rb. Because of stochastic transitions, the
agent could find itself in unlikely states from which it cannot enable the user,
and thus commitments are in general only probabilistic. Because the agent can
only control its actions, and not their outcomes, we assert that, in uncertain
worlds, the decision-theoretic semantics of what it means for an agent to faith-
fully pursue a probabilistic commitment is that it adheres to a policy that meets
the commitment with a probability at least as high as the probability associated
with the commitment. Given that its rewards are fixed (in this special case) the
3 Recall that a policy is defined over all (belief) states, and so covers every possible

contingency that could arise during execution. We refer to a particular sequence
of states and (policy-dictated) actions that might be experienced as a trajectory.
Note that a policy thus differs from a plan, which is typically defined in terms of
a specific (nominal) trajectory. Hence, a plan can fail (stimulating plan repair or
replanning) when unintended action outcomes or external events cause a deviation
from the plan’s nominal trajectory. In contrast, a policy never “fails” because it
specifies actions for every state (and thus for every possible trajectory).
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agent will at the outset commit to a policy that maximizes some function of
its expected reward and the user’s enablement utility, and follow that policy
unswervingly. In a cooperative setting (including when a single agent is making
a commitment to another facet of itself), the function could simply sum these.
In a self-interested setting, the agent’s reward could predominate (the user is
helped only as a side-effect of the agent’s preferred policy), or in a setting where
the agent is subordinate the user’s utility could be preeminent.

Commitment in the face of Uncertain Rewards. This special case has
been the main focus of our work, where there is uncertainty over the agent’s
rewards ({Rb

i}), and there is the possibility of enablement (U). The departure
from the previous commitment-only case is that now the agent learns about
its built-in reward function as it acts in the world. As in the previous case, in
general commitments are only probabilistic because transitions are stochastic,
so the agent has limitations on its ability to help the user attain the enablement
utility U despite its best efforts. Compounding this problem, the evolving model
of the reward function might also tempt the agent toward redirecting its efforts
away from the enablement. What can we expect of an agent in terms of making
sequential decisions that live up to a commitment when it is faced with such
limitations and temptations? For example, perhaps the agent’s modified beliefs
about rewards would tempt it to change its behavior in a way that actually
improves the chances of achieving the intended conditions of the commitment,
in a “win-win” way. But would changing its policy even then violate the trust
of the user?

4 Commitment Semantics

We argue that a semantics for commitments in sequential-decision settings with
stochastic transitions, as was mentioned in the previous section, should be as
follows: The semantics of what it means for an agent to faithfully pursue a
probabilistic commitment is that it adheres to a policy that in expectation meets
the commitment. Remember that “in expectation” in this context means that
the probability of meeting the commitment is at least as high as the probability
specified by the probabilistic commitment. So, if the commitment was to reach
an intended state with probability 0.9, the agent would need to follow a policy
that in expectation would reach the state at least 90 % of the time, while if the
commitment probability was only 0.1 the agent could follow a policy that in
expectation would reach the state only 10 % of the time. Thus, “in expectation”
does not mean “as likely has possible.” Nor does it mean “more likely than not”
(better than a 50 % chance). Instead, it means “at least as likely as promised by
the commitment.”

This semantics sounds straightforward enough, though as the sections that
follow will show it is not always trivial to operationalize. Before considering
algorithms for implementing the semantics, however, we first briefly consider how
this semantics departs from prior semantics for computational commitments.
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4.1 Relationship to Other Commitment Semantics

Probably the most thorough and precise computational semantics for commit-
ments is that of Munindar Singh and his colleagues. In that vein of work, commit-
ments are expressed in terms of expressions over state variables, describing what
state(s) the agent(s) making the commitment promises to bring about, possibly
conditioned on other agents achieving other aspects of the state. However, as we
have discussed, in environments with stochastic transitions agents cannot commit
to assuredly achieving particular states because outcomes of actions are not fully
under their control. Agents however do have control over the actions they take, and
hence our semantics focuses not on states of the world but rather on the actions
agents have control over. Agents commit to acting in ways that, with sufficiently
high probability, will lead to outcomes that other agents care about.

In this regard, then, our commitment semantics shares similarities with work
on joint policies in cooperative sequential decision frameworks like Decentralized
(Partially-Observable) Markov Decision Processes. In Dec-(PO)MDP solutions,
agents’ joint policies dictate a particular policy for each agent to follow, where
the policy of each agent is (approximately) optimized with respect to the poli-
cies to be followed by the others. Thus, optimal joint behavior is achieved when
agents precisely execute their assigned policies. Our commitment semantics sim-
ilarly restrict agents’ policy choices, but differ from Dec-POMDPs in that our
semantics are agnostic about cooperation (we treat the reason why agents adopt
commitments as orthogonal to what the commitments that have been adopted
mean) and only require that an agent pursue a policy that in expectation will
achieve the commitment: If there are multiple such policies, then the agent is
free to select from among them. This is exactly the kind of flexibility that we
seek to exploit when an agent is acting sequentially under reward uncertainty.

Our commitment semantics also hearkens back to some of the earliest work
on agent commitments, which focused not on (social) commitments between
agents, but rather on commitments an agent makes to its internal behavior as
part of a meta-control strategy. The work by Kinny and Georgeff [9] considered
the degree to which an agent should question continuing to pursue a plan in
an uncertain world, where they explored strategies by which an agent might
be “cautious” (reconsidering what plan it should follow every step of the way)
or “bold” (pursuing its current plan until it is either finished, or is impossible
to continue). Like that work, our semantics for commitment concentrates on
commitments to action policies rather than outcomes, but unlike that work we
view a (in our case social) commitment as a constraint on possible physical action
policy choices rather than as a meta-construct for controlling reasoning effort.

4.2 Semantics-Respecting Algorithms

Of the algorithms we now summarize, the first can arguably be seen as being
“bold” because it presses on with a policy without being responsive to changing
circumstances, and thus avoids the overhead of questioning whether and how
to respond to circumstances every step of the way. The second is “cautious”
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because it preplans for every foreseeable change to circumstances. As a result, it
is extremely responsive, but incurs high reasoning costs. The third is a compro-
mise between the first two, striving to be responsive enough without incurring
excessive overhead.

Mean Reward (MR). This algorithm most simply and directly implements
our commitment semantics so that an agent can be trustworthy in fulfilling
the commitment. Given a commitment and a distribution over the true reward
function, the agent finds its Bayes-optimal policy that meets the probabilistic
commitment. Specifically, at the outset, the agent formulates a commitment-
constrained policy that is optimal for its initial reward belief-state, which equates
[14] to an optimal policy for the distribution’s Mean Reward (MR). The agent
then pursues this policy without deviation, ignoring temptations and oppor-
tunities that arise during execution as it improves its understanding of the
true reward function in its environment. Thus, the MR algorithm implements
a “bold” strategy for commitment attainment using our semantics: The agent
adheres to a policy that meets the commitment, and never reconsiders it. This
satisfies our commitment semantics, and incurs computational cost only for com-
puting an optimal policy given a single (mean) reward function; its downside
is that it will not take advantage of serendipity, when new information about
rewards would have allowed it to achieve higher reward while still meeting (or
even exceeding) the probabilistic expectations of the commitment.

Extended Belief State (EBS). This algorithm implements the most “cau-
tious” of strategies by modeling all possible ways in which the agent’s beliefs about
the reward might change over its sequential actions, and developing a policy that
accounts for every single one of them (while still meeting or exceeding the prob-
abilistic commitment). The Extended Belief State approach adds directly into
the state model a representation of the agent’s beliefs about the reward function.
Thus, as the agent models possible trajectories, it considers not only its choices
of actions and their stochastic outcomes on the physical state, but also the possi-
ble reward observations it might make and the consequent posterior beliefs about
the reward function it might have. The branching associated with action choices,
action outcome stochasticity, and uncertainty over reward observations exponen-
tially enlarges the number of trajectories the agent needs to explore, incurring
high computational overhead. However, once the EBS policy has been derived,
it is guaranteed to be optimal, not only being responsive to all possible evolving
models of the environment’s rewards, but even leading the agent to acting in ways
that anticipate and exploit expected future reward observations.

Commitment-Constrained Iterative Mean Reward (CCIMR). This
algorithm is a compromise between the previous algorithms, seeking to gain some
of the computational benefits of MR while permitting some degree of respon-
siveness like EBS, all while being trustworthy in adhering to the commitment
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semantics. Conceptually, the algorithm works with a space of policies Πξ that
all satisfy the commitment ξ. If this space is empty, then the agent cannot make
a commitment, but otherwise our commitment semantics allow the agent to
commit to following any of these policies, as they are all equally satisfactory
given commitment ξ. The crux of our Commitment-Constrained Iterative Mean
Reward (CCIMR) algorithm, then, is to use a reward observation reactively
(unlike EBS that proactively anticipates them) to compute a new posterior mean
reward. It then selects from the current Πξ the policy that optimizes expected
reward under the new reward beliefs and pursues that one. Note, though, that
Πξ will shrink over time: as a particular policy has been followed to the current
time, policies that would have chosen different actions in the states up until that
time must be removed from Πξ. (A policy that appends the first half of one
element of Πξ with the second half of another element might not itself be an
element of Πξ, and so mustn’t be allowed.)

While this gives the conceptual basis of our CCIMR algorithm, a key aspect
of this algorithm is that it does not explicitly enumerate and manipulate the
commitment-constrained set of policies Πξ, as this set can be exceedingly large.
Instead, we have developed a linear programming approach that explicitly cap-
tures constraints, including not just those associated with the commitment(s)
but also those associated with the policy pursued so far, so that the agent can
construct, at any given time, only the optimal element of the (possibly shrunken)
space of policies Πξ. This means CCIMR is solving a number of optimal pol-
icy calculations that is linear in time (one for each new mean reward, which
at most happens once per time step), whereas MR only performs one optimal
policy calculation (the initial MR policy), and EBS computes one optimal pol-
icy but for an exponentially-larger (belief) state space. CCIMR thus represents
a compromise in terms of computation. Meanwhile, because it is responsive to
changing reward beliefs, it is guaranteed to achieve rewards no worse than MR,
while achieving rewards no better than EBS (because EBS is not only responsive
but proactive).

Evaluation. Again, the technical details of the algorithms just described,
including formal proofs about CCIMR being lower-bounded by MR and upper-
bounded by EBS, and a proof that CCIMR conforms to our commitment seman-
tics, are excluded from this paper due to publication restrictions. Similarly, we
cannot present detailed empirical results for these algorithms. In brief, though,
our experiments have shown that CCIMR can often allow an agent to achieve
rewards close to what EBS permits (and significantly better than MR), and that
scaling a problem to more states and longer time horizons can cause the time
needs of EBS to explode while CCIMR’s time needs increase more manageably.

4.3 Semantics with Other Kinds of Uncertainty

The work we’ve done so far has emphasized the need to account for and respond
to an agent’s uncertain rewards. However, uncertainty can arise in other deci-
sion model components too. For example, an agent can apply machine learning



10 E.H. Durfee and S. Singh

techniques to resolve uncertainty about its transition model: by maintaining
statistics about the effects of actions in various states, it improves its ability to
predict the probabilities of action outcomes and thus to formulate good poli-
cies. Making commitments in the face of transition uncertainty unfortunately
appears to be qualitatively different from the reward uncertainty case. A key
observation is that, when uncertainty is only over rewards, then the agent can
always faithfully pursue its commitment by, in the worst case, turning a blind
eye to what it learns about rewards and simply following its initial commitment-
fulfilling policy throughout. That is, what it learns about rewards has no effect
on what states of the world it can probabilistically reach, but just in how happy
it is to reach them. In contrast, an agent with transition uncertainty can learn,
during execution, that states it thought likely to be reached when it made its
commitment are in fact unlikely, and vice versa. Hence, in contrast to reward
uncertainty where a committed agent was obligated to pursue one of the ini-
tial commitment-constrained policies (limiting its later choices), with transition
uncertainty it could be argued that a faithful agent might be required to shift
to a policy outside this initial set under some changes to its updated beliefs. If
unchecked, this latitude renders commitment semantics meaningless. The ques-
tion of what constitutes trustworthy pursuit of a commitment by a decision-
theoretic agent, in the face of transition uncertainty, is an open problem that we
are starting to tackle.

5 Implications for Non-Decision-Theoretic Agents

By framing the question of trustworthy pursuit of commitments despite uncer-
tainty in a decision-theoretic setting, we have been able to exploit useful aspects
of a decision-theoretic framework, such as explicit models of rewards and transi-
tions, and of uncertainty over these. However, decision-theoretic approaches have
weaknesses too, and in particular the power of these approaches generally comes
at a steep computational cost. As a result, these techniques are often applied to
only small problems, or (for particular classes of problems) approximation tech-
niques are used to find good, but not necessarily optimal, solutions. Other agent
architectures, such as those based on Belief-Desire-Intention concepts, can often
be fruitfully applied to problems where the richness of the decision-theoretic
approach is not needed and where the computational costs cannot be afforded.
The question then arises as to whether our proposed semantics generalizes to
other architectures based on more classical notions of plans and goals. While at
this point we can only speculate about this, our initial thinking is that they can,
and we now delve briefly into initial thoughts as to how.

In essence, mapping our commitment semantics to an agent using classical
plans and goals would mean that such an agent is committing not to achieving
particular goals (conditions in the world) but rather it is committing to exe-
cuting one out of a set of plans. Therefore, before making a commitment, the
agent would need to have identified a non-empty set of plans to commit to. Com-
pared to the decision-theoretic setting, where we could summarize the space of
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commitment-satisfying policies based on a small number of parameters, it is less
clear how (without incorporating new annotations to elements of a plan library)
we could do the same in a more classical setting, but assuming such a set is
specified (through enumeration if in no other way) then an agent can commit
to executing one of the plans in that space, where each plan is executable when
particular preconditions it depends upon are met.

The operational semantics for pursuing other goals that could conflict
(depending on how they are pursued) with the goal(s) of the committed-to
plans could then be patterned after the semantics we’ve outlined. For exam-
ple, the semantics could dictate that an agent is not allowed pursue a plan for
another goal if that plan would violate the preconditions for the element of the
space of committed-to plans that is currently being followed. This would be like
MR: the agent commits to a particular plan for the commitment, and it must fol-
low that plan (in that it cannot take actions that preclude following the plan).
The exception, however, is whereas the MR policy would associate an action
for all eventualities that could arise, a typical plan will have a single nominal
trajectory. If the world state deviates from this trajectory then the plan fails,
triggering possible repairs or adoption of alternative plans. It is possible, how-
ever, that no recourse is possible. Again, based on our semantics, the agent still
met its commitment because it followed the plan as promised.

It could be that, during pursuit of its plan, the agent acquires new or different
goals, whose satisfaction would be incompatible with a plan it had committed
to. The challenge then is determining whether it is possible to change its com-
mitment plan so that it can pursue its new goal(s), while still being trustworthy
regarding its commitment. Like CCIMR, the agent could instead commit to pur-
suing one plan out of a set of plans, and as its goals change could dynamically
select from among the subset whose preconditions are still met. If the different
plans are differentially susceptible to failure, then a commitment to the set of
plans is only as strong as the most failure-prone of the set. This in turn sug-
gests the need for some sort of “reliability” ordering over plans. Strategies for
determining such orderings could be based on probabilistic knowledge (gravi-
tating back towards decision-theoretic ideas), or could be based on a form of
adversarial analysis to find the worst-case outcome of a plan given a purposely
adversarial environment.

6 Conclusions

In this paper, we argue in favor of an operational semantics for commitments
based on what an agent can control—its own actions. Thus, fulfilling a com-
mitment corresponds to pursuing an action policy, beginning at the time the
commitment was made, that has sufficient likelihood of coercing the world into
an intended state. In this semantics, by “acting in good faith” an agent ful-
fills its commitment even if the intended state is not reached. We have sum-
marized algorithms, based on these semantics, that operationalize foundational
concepts about when an agent is permitted to drop a committed-to goal, and
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more importantly that guide agents’ decisions to act in good faith until such a
goal is met or dropped. These algorithms represent potential starting points in
a broader exploration of the semantics and utilization of commitments to coor-
dinate sequential decision-making agents in highly-uncertain environments, and
we have speculated as to the transferability of these notions to agents other than
decision-theoretic agents.

As advertised at the beginning of this paper, our emphasis has been on how
an agent that is abiding by its commitments should constrain its behaviors (the
space of action policies it considers) to act in good faith on the commitment. If
we connect back to a human example of this, where a doctor is trustworthy if
she follows standards of care even if a particular patient does not do well, then
interesting questions arise as to how external parties, rather than the agent itself,
can actually confirm trustworthiness. In the US, questions of medical trust often
rely on an unbiased expert stepping through the decision making of a doctor to
assess that appropriate sequential decisions were being made. In open systems
where trust needs to be earned, interesting questions arise as to how easy it
would be to know whether to bestow trust on an agent, where the outcomes of
the decisions are observable but the decisions, and the processes used to reach
the decisions, are not. Perhaps notions of certification play a more significant role
for this form of trust, where a certifying body has evaluated and approved the
decision-making processes of an agent. These are potentially interesting topics
for future consideration.
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Abstract. Selecting a minimal-cost team from a set of agents, with
associated costs, to complete a given set of tasks is a common and impor-
tant multiagent systems problem. Some degree of fault-tolerance in such
teams is often required which enables the team to continue to complete
all tasks even if a subset of the agents are incapacitated. A k-robust
team is one that is capable of completing all assigned tasks when any k
team members are not available. The corresponding decision problem of
selecting a k-robust team that costs no more than a desired cost thresh-
old has been shown to be NP-Complete. We present and experimentally
evaluate, for varying problem sizes and characteristics, heuristic and evo-
lutionary approximation approaches to find optimal-cost k-robust teams
which can be used for large problems. We present a Linear Programming
approximation algorithm that produces optimal results for small problem
sizes and prove that it is a 2 ln(m+k)+O(ln m)-factor approximation of
the optimal solution, where m is the number of tasks to be completed.
We also present three heuristic algorithms and an evolutionary compu-
tation approach which scales up to larger problems. Another advantage
of the evolutionary scheme is that it can approximate the Pareto-frontier
of teams trading off robustness and cost.

Keywords: Robust teams · Approximation algorithms · Weighted set
multicover

1 Introduction

Team formation is a critical activity in multiagent systems, particularly in coop-
erative settings. Teams are often formed in a distributed setting where demands
of the situation necessitates otherwise self-interested agents to join together in
cooperative teams or coalitions [19]. A significant amount of work in the coop-
erative game theory and in the multiagent systems community on coalition for-
mation addresses this scenario. These approaches seek fair payoff distribution
schemes between team members to incentivize agents joining and staying in
stable coalitions.

Teams can be also formed in a centralized manner with prior knowledge of
the capabilities and expertise requirement in the domain as well as the price
or cost of including each agent in the team. A centralized decision maker is
c© Springer International Publishing AG 2016
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provided requirements for fulfilling a set of tasks in a domain, where each task has
certain resource and/or capability requirements, using a set of available agents
with given capabilities and resource capacities. Typically the emphasis in such
a scenario (e.g., forming a team of robots to explore inhospitable environments)
is to guarantee a degree of certainty of outcomes while minimizing cost. Many
real life scenarios can be framed as an instance of this team formation problem,
e.g., choosing team of first responders, surveillance and reconnaissance missions
with unmanned vehicles, robotics assembly tasks, assisting disabled patients with
chores at their homes, etc.

The problem of selecting a minimal cost team of agents with the necessary
capabilities to achieve a given set of tasks can be posed as an optimization
problem. Recently, a variant of this problem has been studied which exam-
ines the robustness of such teams. Robustness is defined by the number of
team members, k, that may be lost without compromising the ability of the
rest of the team members achieving all tasks [17]. The loss of team members
is prevalent particularly with robot teams, where robots may become physi-
cally incapacitated or isolated, lose power or connectivity, get disoriented, or
be impaired by software errors. Such incapacitated members can no longer con-
tribute to completing team tasks and can therefore limit the effectiveness of
the team. The corresponding Task-Oriented Robust Team Formation (TORTF)
optimization problem can have variants: (A) given a cost budget, finding the
team which is robust against the loss of the largest number of agents, i.e., a
k-robust team with the maximal k value, (B) given a desired robustness level k,
finding a k-robust team of minimal cost, and (C) a dual-objective constraint opti-
mization problem with a pareto-frontier of solutions trading off team cost and
team robustness. Though the corresponding decision problems are NP-complete,
Okimoto et al. present an exact algorithm for solving variant C and evaluates
it on small problem sizes [17]. The TORTF problem can be mapped into the
Weighted Set Multicover (SMC) problem, which has been widely studied in the
theoretical computer science literature. A variety of exact algorithms have been
proposed for the SMC [15], all of which understandably are of exponential com-
plexity and hence cannot be used for large problem sizes.

In this paper we present our work on developing and evaluating approxima-
tion algorithms for variation B of the TORTF optimization problem, i.e., the
problem of generating the minimal-cost k-robust team. We present a suite of
approximation algorithms for this problem: three greedy heuristic algorithms, a
genetic algorithm based optimization approach and a Linear Programming based
approximation for the SMC problem and prove that it is a 2 ln(m+k)+O(ln m)-
factor approximation. The genetic algorithm variant, NSGA-II [3], is designed to
solve Multi-Objective Optimization problems and hence can be used to address
variant C of the TORTF problem. We evaluate the relative efficiencies of these
optimization techniques on a testbed of TORTF problems, varying the number
of agents, the number of tasks, the tasks/agent ratio, the cost distributions of the
agents, etc. We present an in-depth analysis of the experimental results, includ-
ing scalability considerations, and present guidelines for choosing an algorithm
given problem characteristics.
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2 Problem Definition

Each agent in a TORTF scenario is capable of doing a subset of the needed
tasks. A team is a set of agents that can complete a task iff any of its members
can complete it. Each agent has an associated cost for adding that agent to the
team. The goal of TORTF is to find a team of minimal cost such that even
if any k agents are removed from the team, the team retains the capability of
completing all assigned tasks. In practical team formation scenarios, there are
often cases where some members may be incapacitated and may not be able to
complete some or many of the tasks required of them. In those scenarios, other
agents are expected to step up and complete the tasks in their place.

A TORTF problem can be specified as the tuple (A, T , c, α, k), where
A = {a1, . . . , an} is a set of agents, T = {t1, . . . tm} is a set of tasks, c : A → R

+

is the cost function assigning a cost to each agent, and α : A → 2T is the function
that lists the subset of tasks that an agent can complete. Unlike some other task
assignment problems, there are no time/resource constraints, and hence an agent
is expected to complete all tasks that it is capable of doing.

Furthermore, if S ⊆ A is a team of agents, then the total cost of forming the
team is c(S) =

∑
a∈S c(a).

Definition 1 (Efficiency). [17] defines a team S ⊆ A to be efficient if and
only if the team members as a group can complete all tasks:

⋃

a∈S

α(a) = T .

We will prefer to use the term robust or effective to describe this property, since
we are also interested in the efficiency of the algorithms in this paper.

Definition 2 (k-robustness). A team, S ⊆ A, is k-robust, where k ∈
{0, . . . , n − 1}, if and only if it is efficient when any k agents are removed from
the team:

∀S′ ⊆ S, |S′| ≤ k ⇒ S − S′is efficient.

Furthermore,
k-robust(S) = max{k|S is k-robust}

is robustness of a team – the maximum number of agents which can be removed
from the team without violating efficiency. We define the robustness of a team
for a single task to be the number of team members that can perform the task:

k-robustj(S) = |{ai ∈ S|tj ∈ α(ai)}|
Computing k-robust(S) can be done in O(n) time, as explained in [17]. The

procedure computes the number of agents that can complete each task in T ;
the k-robustness is then the minimum number of agents assigned to some task
minus 1. We examine two optimization problems: (a) Find the least-cost k-
robust team, and (b) compute the Pareto frontier of teams that minimize cost
and maximize k.
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3 Related Work

Team formation is a critical problem for multiagent domains that require agent
cooperation. Research on team formation has been focused on applications such
as robotics [6], engineering projects [20] or business projects [22]. Deciding an
optimal team for a project can also have different types of constraints, for exam-
ple, social ties or compatibility between pairs of agents [7]. Another approach
by [10] examines teams that collaborate to vote to make decisions. They com-
pare teams of informed but not diverse voters with more uninformed but diverse
voters and found that diverse teams are more effective. Optimal voting rules
for selecting a diverse team are proposed in [10] which can overcome a uniform
team of well-informed agents. One factor that needs to be accounted for in team
formation is the possibility that some agents will not be able to contribute to
the group after the team is selected due to unforeseen circumstances.

Several papers focus on coalitional skill games, for example, Bachrach and
Rosenschein [11] uses a simple model of cooperation among agents. Each agent
has skills and each task requires a set of skills; it is only possible to complete the
tasks if the coalition’s agents cover the set of required skills for the task. Bachrach
et al. [9] focuses on Coalition Structure Generation (CSG), which partitions a
set of agents into groups to maximize the sum of the values of all coalitions.
Finding an optimal coalition structure is NP-hard.

The k-robustness problem is an agent-based formulation of the weighted set
multicover problem. The set cover problem was one of the original 21 problems
to be proven NP-complete by Karp [5], and the natural greedy approximation
was proven to be within a factor of Hn (the partial sum of the first n terms of
the Harmonic series) for the unweighted problem in [4,8] and for the weighted
problem in [2]. Furthermore, it has been proven that there cannot exist an effi-
cient approximation better than lnn for the set cover [12] (the aforementioned
greedy mechanism has this factor since Hn = lnn + O(1)). The weighted set
multicover problem is proven to be NP-hard [17,21].

A number of exact algorithms have been developed to solve the weighted set
multi-cover problem [13–15,17]. The algorithm developed in [17] calculates the
entire Pareto frontier of solutions using a branch-and-bound approach. However,
this algorithm is unusable for even moderately large number of agents or tasks.
The fastest exact algorithm discussed in [15] uses a dynamic programming app-
roach to build multiset covers that builds up a solution from combinations of
multisets. This algorithm runs in O((k + 2)n) time, which is the fastest known
optimal algorithm that we know of.

The natural greedy algorithm for weighted set cover yields an Hn-
factor approximation. Similar approximations have been found for the
unweighted/weighted set multicover problems [21]. The approximation factor
is derived by showing that the “prices” assigned to tasks by the greedy algo-
rithm satisfy the dual of the integer programming formulation of the problem,
where the dual represents feasible lower bounds on the true cost of the optimal
allocation. Since the greedy approximation satisfies the dual and since the dual



18 C. Crawford et al.

of the LP relaxation is within a factor of Hn of the integer solution, the greedy
approximation is also within a factor of Hn.

4 Approximations of the TORTF Problem

We now present the approximation approaches for the TORTF problem that we
evaluate in this paper. We assume that for each of these algorithms, for the given
k, a k-robust team exists. It is simple to verify existence: since a k robust team
will also be L-robust for any L ≤ k, then a k-robust team exists if and only if
k-robust(A) ≥ k.

4.1 Greedy Algorithms

We first describe a set of greedy approaches to approximate solutions to a
TORTF problem.

Greedy Heuristic 1: We present (see Algorithm 1) the naive greedy approach
as one method for selecting a robust team G. This algorithm has been studied
extensively for the weighted set multi-cover problem, and has been proven to be
an Hn-factor approximation of the optimal solution [21]. This algorithm and its
derivative, Heuristic 2, run in O(n2) time.

Heuristic 1 selects the agent with minimum price, which is the cost of the
agent per needed task it can complete. In other words, the greedy algorithm
iteratively selects the cheapest agent given the number of additional tasks that
they can do and will help the team achieve the specified level of robustness. This
process is repeated until the team is k-robust.

Algorithm 1. Greedy Heuristic 1
1: procedure Agent-team(A, T , c, α, k)
2: G ← ∅
3: while k-robust(G) < k do
4: C ← {tj ∈ T | k-robustj(G) < k}
5: Choose a∗ ← arg min

a∈A
c(a)

|α(a)∩C|

6: G ← G ∪ {a∗}
7: return G

Greedy Heuristic 2: This modification of the first greedy approach focuses on
tasks which can be completed by the fewest number of agents. Unlike the last
method, which considered the entire set A when choosing the best agent, this
mechanism only considers agents that can perform the task t∗, which corresponds
to the task with the fewest number of unselected agents that can complete it.
Our motivation behind this approach is to minimize losses on the most restrictive
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choices. As the first greedy heuristic progresses, it will need to find k agents to
complete t∗. However, as more and more agents are selected, the number of
unselected agents capable of completing t∗ becomes smaller. To alleviate this
issue, this variation of the greedy heuristic selects t∗ to cover immediately and
continues to make similarly greedy choices subsequently (see Algorithm 2 for the
complete algorithm).

Algorithm 2. Greedy Heuristic 2
1: procedure Agent-team(A, T , c, α, k)
2: G ← ∅
3: while k-robust(G) < k do
4: C ← {tj ∈ T | k-robustj(G) < k}
5: t∗ ← arg min

t∈C
|a ∈ A \ G : t ∈ α(a)|

6: TA ← {a ∈ A \ G : t∗ ∈ α(a)}
7: Choose a∗ ← arg min

a∈TA

c(a)
|α(a)∩C|

8: G ← G ∪ {a∗}
9: return G

Greedy Heuristic 3: In this heuristic, agents are selected based on their
marginal utility. The marginal utility is the difference between the benefit
of a team with that agent and without the agent. The algorithm (see Algo-
rithm 3) greedily selects agents at each turn, always choosing the agent that
maximizes marginal utility given the previously selected set of agents. Let
τ(G) = {tj ∈ T : k-robustj(G) < k} is the set of uncovered tasks not k-covered
by the already selected set of agents G. The marginal utility for a not yet selected
agent a, given the currently selected set of team members G, is approximated as

u(a,G) =
∑

t∈α(a)

(
zt(A \ G) − 1

rt(G)

)

· ct(G ∪ {a})

−
⎛

⎝c(a) +
∑

t∈α(a)

(
zt(A \ G) − 1

rt(G) − 1

)

· ct(G ∪ {a}),

⎞

⎠ (1)

where zt is the number of agents available to complete an uncovered task t and
rt is the additional robustness needed for that task (k − k-robustt(G)) given the
set of agents G chosen so far. The function c is the sum of the average costs per
uncovered task of agents that can complete t:

ct(G) =
∑

a:a∈A\G and t∈α(a)

c(a)
|α(a) ∩ τ(G)| . (2)

The first term in the expression for u is the average potential cost when a is
not added to the team with respect to task t, i.e., it is the “average” cost of rt



20 C. Crawford et al.

Algorithm 3. Greedy Heuristic 3
1: procedure Agent-team(A, T , c, α, k)
2: G ← ∅
3: while k-robust(G) < k do
4: Choose a∗ ← arg max

ai∈A\G

u(ai, G)

5: G ← G ∪ {a∗}
6: return G

randomly selected agents who can complete the task. The second term computes
how much potential cost is added if we first select a and then select the rest of
the team. The marginal utility of adding the agent to the team is then the sum of
the difference between these two terms, over all the tasks that this agent can do.

4.2 Genetic Algorithm

The team formation problem can be framed as a multiple-objective optimization
problem: maximizing k and minimizing cost. While previous algorithms compute
the solution for only one k, knowing solutions for other k might help find better
teams at k-robustness. We apply a multi-objective genetic algorithm to compute
the entire Pareto frontier of solutions to the TORTF problem. That is, this GA
will not be given a single k value to optimize, but will instead attempt to learn
team allocations to ensure k-robustness for any k.

We adapt the implementation of the Nondominated Sorting Genetic Algo-
rithm (NSGA-II) [3]. The NSGA-II algorithm tracks both a parent and child
population. To optimize solutions on the Pareto frontier, NSGA-II adds a pre-
processing step to each generation: the population is broken into non-dominating
fronts, sorted by the domination relation. Another metric further sorts the solu-
tions inside each front based on their diversity; this encourages the GA to select
solutions across the entire Pareto frontier. The first N solutions among this
group are put inside the parent population. The following M solutions compose
the child population, and are generated using GA operators on the parent popula-
tion. We are interested in solving the general optimization problem, but solutions
for one k value may help inform solutions for other k values, assuming that the
best teams with varying robustness would share some overlap in members. The
NSGA-II algorithm is ideal since it is designed to find diverse solutions across
the Pareto frontier.

NSGA-II is much slower than the heuristic and linear programming
approaches. The time complexity of the preprocessing step is O(2N3), where
N is the size of the chromosome pool. While this is faster than the naive app-
roach to sorting the pool by multiple objectives, it runs significantly longer than
the other algorithms presented.

Chromosomes in our GA are represented as bitstrings; if b = b1, . . . , bn is a
bitstring, then agent ai ∈ A belongs to the corresponding team iff bi = 1. Our
algorithm uses Tournament selection with p = 0.65: when generating the pool
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of chromosomes for crossover, it randomly selects two chromosomes from the
parent pool and places the better chromosome in the new pool with probability
p, otherwise it adds the worse chromosome. Crossover is uniform: each bit has
an equally likely probability of being copied from the first or second parent. The
probability of crossover occuring is 95%, otherwise a parent is copied directly
to the child pool. Bitwise mutation is performed next: a randomly chosen bit
is flipped with a mutation probability of 10% per chromosome in the newly
generated child pool. We use a parent pool size of 150 and a child pool size of
200, and run experiments for 1500 generations.

4.3 Linear Programming Approach

The team formation problem can be formulated as an integer programming
problem as follows:

minimize
n∑

i=1

c(ai) · xi

subject to
∑

i:tj∈α(ai)

xi ≥ k + 1 j = 1, . . . ,m

xi ∈ {0, 1}

The variable vector x represents our choice of including agents in the team;
if xi = 1, then agent ai ∈ A belongs to our team, and otherwise they do not.
In the LP relaxation of the integer program, we allow the integral vector x to
assume real values with 0 ≤ xi ≤ 1. This is an exact solution to the fractional
weighted set multicover; that is, if we could choose “fractions” of agents to solve
some tasks, then this would be an optimal team. To compute the solution to the
LP relaxation, we use the linear programming package PuLP [16]. As algorithm
times are not compared in this paper (since we implemented NSGA-II in a
different language from the others) there was no difference in choosing PuLP
over other state-of-the-art LP solvers.

To translate the LP relaxation into a team formation solution, we order
agents by a(1), . . . , a(n) such that x(1) ≥ · · · ≥ x(n). The team chosen is the
smallest cutoff point c such that the team {a(1), . . . , a(c)} is k-robust. However
there is no guarantee that this ordering may provide an optimal solution. We
are interested in finding an approximation bound on this method, and use a
randomized rounding mechanism which has been used for a similar proof to
the set cover problem [18,24]. Consider the random algorithm for solving the
team formation problem that performs the following during each iteration of
the algorithm: For each agent ai that does not yet belong to our team, place
ai in the team with probability xi, where x is the solution vector to the linear
relaxation of the integer program. Our method will perform about as well as
this random algorithm, since it selects the most likely agents to be chosen in the
random method.
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Theorem 1. The randomized rounding method is a 2 ln(m+k)+O(ln m)-factor
approximation of the TORTF problem with probability (m−1)k

mk .

Proof. Let OPTf to be the optimal cost of the fractional set k-cover, and OPT to
be the optimal cost of the integral set k-cover. Our proof will show the random-
ized rounding algorithm produces a probably approximate factor approximation
of the integral cover by showing that it will have an expected upper bound cost
and a high probability of being completed within a certain number of steps of
the randomized rounding algorithm.

Let x be the solution vector to the linear relaxation. The randomized round
algorithm constructs a team in an iterative manner: for each iteration, we add
agent ai to our team with probability xi where xi is the value found via the LP
relaxation method. The expected upper bound on the cost of members added in
a team for a single iteration of the algorithm is

E[c(new members)] =
n∑

i=1

P (ai added to team) c(ai) =
n∑

i=1

xi c(ai) = OPTf .

Hence, at each iteration, the expected cost of the team being formed increases
by OPTf . After T iterations, the expected cost of the constructed team will be
T · OPTf . Since OPTf ≤ OPT , T · OPTf ≤ T · OPT ; if the team produced
is k-robust, then it would be a T -factor approximation. We choose a T relative
to m that is large enough such that the approximation factor is (relatively)
competitive and the likelihood of the team being k-robust is also high.

The probability of a t ∈ T not being 1-robust after the first iteration, given
that the associated probabilities of adding one of the p agents that can complete
t is x1, . . . , xp is expressed as:

P (robustness of t does not increase) = (1 − x1) · · · (1 − xp). (3)

An upper bound on this probability can be found using the constraint x1 + · · ·+
xp ≥ k + 1:

(1 − x1) · · · (1 − xp) ≥ e−x1 · · · e−xp = e−x1−···−xp ≥ e−k. (4)

Suppose q agents in our team cover t; let the probabilities of the uncovered
agents being selected by x1, . . . , xp−q (we arbitrarily reorder x for simplicity).
Since each xi ≤ 1,

k − 1 ≤ x1 + · · · + xp − 1 ≤ x1 + · · · + xp − xi

Therefore, removing any arbitrary q agents will guarantee that x1 + · · ·+xp−q ≥
k − q, and the associated probability of a team increasing robustness for t when
already q-robust is e−k+q.

Now, suppose that we run this greedy method for 2
k ln m rounds; then, the

likelihood of not covering task t is (e−k)2/k lnm = 1
m2 . The probability of any

task being uncovered is m · 1
m2 = 1

m . Furthermore, suppose that when a team
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reaches (q − 1)-robustness, we run the algorithm for 2
k−q lnn iterations. Then,

the probability of a task being uncovered during this series of iterations is
n(e−k+q)2/(k−q) lnm = 1

m . Run this algorithm for q = 0, 1, . . . , k; the probability
of having any tasks uncovered during any of these steps becomes

k−1∏

q=0

m − 1
m

=
(

m − 1
m

)k

. (5)

The total number of iterations is

k−1∑

q=0

2
k − q

ln m = 2
(

1 +
1
2

+ · · · +
1
k

)

ln m (6)

= 2Hk ln m. (7)

Since Hk = ln k + O(1), the total number of iterations for this algorithm is
approximately 2 ln(m + k) + O(ln m). Therefore, with probability (m−1)k

mk , this
algorithm will approximately be a factor 2 ln(m + k) + O(ln m) of OPTf .

The likelihood of the randomized rounding algorithm being within this factor
is largest for large m and small k. These cases are more relevant to our interests,
since we usually do not a huge robustness when forming teams, but we are
interested in cases when dealing with a large number of tasks. ��

5 Results and Discussion

To test our approximation algorithms, we compare their average cost perfor-
mance on varying datasets. These datasets are constructed to reflect realistic
scenarios in selecting a robust team. As we will show, each algorithm is able to
perform marginally better than the others in different scenarios.

5.1 Datasets

We constructed several sample datasets to represent realistic team formation
scenarios.

Uniform Cost, Uniform Tasks: Agent cost is uniformly distributed from 1 to
1000, and the number of tasks an agent can do are uniformly distributed from
1 to m. This dataset is similar to that used in [17].

We consider other datasets where the number of tasks are normally distrib-
uted. For the following three datasets, the number of tasks is normally distrib-
uted on N(18m

n , 5). The mean was chosen because the systems using this value
would have a maximal k-robustness of 5 to 14, depending on the configuration.
A high maximal robustness guarantees that there are a large number of k-robust
teams for sufficiently small k.
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Uniform Cost, Normal Tasks: In this dataset, cost is uniformly distributed from
1 to 1000. It considers the scenario in which each agent can perform approxi-
mately the same number of tasks, but their costs may vary widely. For example,
a business hiring contract workers to complete a project will select from a pool
of workers that can complete approximately the same number of tasks. However,
the amount that each worker wants to be paid may not be a function of how
many tasks they can complete, so there may be no correlation between the two.

Constant Cost, Normal Tasks: The cost is kept constant at c(a) = 1. This is
equivalent to the unweighted variant of the set multicover problem. The cost of
hiring different team members may not be roughly the same in certain scenarios.
Therefore, it is more important to minimize the size of the team required to
achieve robustness rather than reducing cost.

Proportional Cost, Normal Task: The cost for each agent is determined by the
number of tasks they can perform. Let T (a) = |α(a)|; the cost for each agent is
sampled uniformly from N(2·T (a), 2). This corresponds to many scenarios where
agents are valued based on how many tasks they can complete. For example,
when forming a team of robots, the cost of adding a member would depend
on what tasks they complete. If each task is equally challenging to complete,
then the cost of an agent should be directly proportional to the number of
tasks they can complete. The challenge of this problem is that forming teams is
“approximately additive;” that is, the cost of hiring 4 agents to perform n tasks is
approximately equal to the cost of hiring one agent to do those tasks. Therefore,
teams with the same k-robustness should have approximately the same cost. The
optimization problem will be taking advantage of the noise factor that appears
in sampling an agent’s cost from a normal distribution.

5.2 Results

We compare the algorithms across multiple metrics. Since we are not aware
of any other state-of-the-art approximation algorithms for solving the TORTF
problem or set multicover, we only compare the algorithms presented in this
paper. Figure 1 compares the average costs of teams computed by each algorithm
for each dataset and for varying numbers of agents. The cost of teams increases
with the number of agents available for the three normally distributed datasets,
since the number of tasks assigned to each agent is inversely proportional to the
number of agents in the system. The maximimal k-robustness of teams in these
datasets stays approximately the same regardless of the number of agents or
tasks, and the number of teams with a particular k-robustness should stay the
same as well. Therefore, the relative performances of each algorithm for an agent
population size reveal how each algorithm performs with more agents available
in situations where the number of teams avaiable is approximately equally dense.
When the number of tasks is uniformly distributed, the average cost decreases
since agents that can perform more tasks are more likely to appear. The average
cost of the best teams found by each algorithm does not change as significantly
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Fig. 1. Distribution of costs per algorithm performed on 60 instances (for each number
of agents) on multiple datasets with m = 110 and k = 4.

for the proportional cost dataset. Since every k-robust team should have similar
cost, the small decrease is understandable. What decrease does occur is due to
having more cost-efficient agents to choose from.

Surprisingly, the performance of the heuristic algorithms for different k val-
ues is not significantly different, as shown in Fig. 2. One point to note is that the
variance in performance of the algorithms decrease, i.e., they perform more con-
sistently, for larger values of k. This is because the number of at least k-robust
teams decreases as the value of k increases. Table 1 compares the performances of
the algorithms presented in this paper against that of an integer program solver
in the PuLP package [16], which we were able to run only on very small problem
sizes, on the proportional cost/normal task dataset for few agents and tasks.
Average error is the average difference between the algorithmic solution and
percent correct is the percentage of solutions that achieved optimal cost. This
comparison measures the approximation quality of the algorithms for smaller
problem sizes. While the linear program and heuristic algorithms achieve the
highest percentage of optimal teams, NSGA-II consistently finds teams with
near-optimal cost.

Greedy Heuristic 1 selects the agent with minimum cost per task. As Fig. 1
shows, Heuristic 1 performs well in all datasets and over all agent sizes. The
greedy decisions made by Heuristic 1 makes it likely to choose some optimal
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Table 1. Algorithm cost performance against the optimal solution, computed on 60
instances of the proportional cost/normal task dataset with 30 agents, 20 tasks and
k = 2.

Algorithm Avg. error % Correct

Heuristic 1 7.12 21.67

Heuristic 2 7.05 26.67

Heuristic 3 4.36 28.33

Linear program 4.76 36.67

NSGA-II 0.03 5.00
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Fig. 2. Distribution of costs per algorithm performed on 60 instances (for each number
of agents) of the proportional cost/normal task dataset for varying k.

agents, and it has the strictest known approximation bound on the heuristics we
compare. For smaller number of agents, its performance was not optimal, but it
outperforms all other algorithms for larger agent sizes. In particular, Heuristic 1
generates the most cost-effective team on average when there are a large number
of agents, since it is guaranteed to generate at most a Hn-factor approximation.
In comparison to NSGA-II, Heuristic 1 found optimal-cost teams at a much
higher rate. This is due to the construction of the proportional cost dataset and
the fact that the heuristics we implemented choose agents with minimum cost
per task. For example, if costs were exactly equal to the number of tasks that an
agent can perform, then Heuristic 1 will always assign certain optimal agents the
minimum price. Let O ⊆ A be the optimal team, and let C be the set of tasks
that are not k-covered by the current greedy team G. If there is an agent a∗ ∈ O
such that α(a∗) ⊆ C, then its cost will be c(a∗)/|α(a∗)| = 1, the minimum cost
possible. Therefore, the greedy algorithm will always have a preference towards
choosing optimal teams.

Like Heuristic 1, Heuristic 2 performs moderately well on all datasets. For
a smaller number of agents, heuristic 2 performs better than Heuristic 1. In
cases with constant or proportional cost, Heuristic 3 performs competitively
with the other greedy heuristics. Among the heuristics and linear program
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performances, Heuristic 3 has the minimum cost difference with the optimal
solution (see Table 1). On datasets using uniform cost, Heuristic 3 vastly under-
performs the other algorithms, which suggests that marginal utility calculations
fail to work when agent costs have high variance or are uncorrelated with the
number of tasks the agent performs.

The linear programming approach that we use is the most consistent in its
performance: when compared against the other algorithms presented, it often
performs among the top 3. Table 1 also shows that this approach can often find
optimal solutions in a dataset where there are many near-optimal teams. Since
the approximation factor on the linear program is similar to that of the greedy
algorithm, it is not surprising that their performances are similar.

The NSGA-II algorithm performed best with a smaller number of agents
across all datasets, as indicated in Fig. 1. We observed that its relative perfor-
mance was not affected by the number of tasks. Since the size of the search
space for the GA increases exponentially only with the number of agents in the
problem increasing, this is not a surprising trend. Moreover, since GAs search
locally about existing solutions to make improvements, NSGA-II often finds
near-optimal results, as shown in Table 1. Since the NSGA-II algorithm com-
putes the entire Pareto frontier of solutions, it runs much slower than the greedy
approximation and the linear program. Therefore, NSGA-II should be used in
scenarios with fewer agents or when multiple values of k need to be computed.

6 Conclusions

We present and experimentally compare a number of approximation algorithms
for producing efficient k-robust team for the team formation problem. Our
heuristic methods are based on a naive greedy algorithm that is proven to be a
Hn-factor of the optimal solution. We also present a linear programming relax-
ation of the optimal, but costly, integer programming formulation, which has
approximately the same approximation factor as Heuristic 1. These methods are
compared to an NSGA-II based genetic algorithm approach that approximates
the Pareto frontier of solutions to the team formation problem instead of finding
only an optimal team for a single k value.

Results indicate that the NSGA-II method performs near-optimally for
smaller number of agents, but the heuristic and linear programming mechanisms
scale up better in terms of cost-effectiveness. The NSGA-II method takes much
longer to run compared to the other heuristics but its run time does not depend
on the number of tasks, so it is best to use with a large number of tasks or when
multiple robustness levels need to be compared. Heuristic and linear program-
ming techniques are a better fit for large problems involving many agents and
tasks.

The team formation problem is a re-expression of the weighted set multi-cover
problem, which has been studied extensively in literature. This formulation is
applicable to scenarios where team members are at risk of not completing tasks,
but does not account for time or resource constraints. To study more realistic



28 C. Crawford et al.

scenarios, we may want to examine cases where an agent can only complete a
fraction of a task, or have an associated probability of being able to complete
a task. Another possible extension would be to restrict the number of tasks
that an agent can be assigned to complete. This would map to real-life scenarios
where team members may be capable of completing many tasks, but time and/or
resource constraints restrict them from completing all of them.
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Abstract. We study the Price of Anarchy of mechanisms for the well-
known problem of one-sided matching, or house allocation, with respect
to the social welfare objective. We consider both ordinal mechanisms,
where agents submit preference lists over the items, and cardinal mech-
anisms, where agents may submit numerical values for the items being
allocated. We present a general lower bound of Ω(

√
n) on the Price of

Anarchy, which applies to all mechanisms. We show that two well-known
mechanisms, Probabilistic Serial, and Random Priority, achieve a match-
ing upper bound. We extend our lower bound to the Price of Stability
of a large class of mechanisms that satisfy a common proportionality
property, and show stronger bounds on the Price of Anarchy of all deter-
ministic mechanisms.

1 Introduction

One-sided matching (also called the house allocation problem) is the fundamental
problem of assigning items to agents, such that each agent receives exactly one
item. It has numerous applications, such as assigning workers to shifts, students
to courses or patients to doctor appointments. In this setting, agents are often
asked to provide ordinal preferences, i.e. preference lists, or rankings of the items.
We assume that underlying these ordinal preferences, agents have numerical
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values specifying how much they value each item [18]. In game-theoretic terms,
these are the agents’ von Neumann-Morgenstern utility functions [27] and the
associated preferences are often referred to as cardinal preferences.

A mechanism is a function that maps agents’ valuations to matchings. How-
ever, agents are rational strategic entities that might not always report their
valuations truthfully; they may misreport their values if that results in a better
matching (from their own perspective). Assuming the agents report their valua-
tions strategically to maximize their utilities, it is of interest to study the Nash
equilibria of the induced game, i.e. strategy profiles from which no agent wishes
to unilaterally deviate.

A natural objective for the designer is to choose the matching that maxi-
mizes the social welfare, i.e. the sum of agents’ valuations for the items they are
matched with, which is the most prominent measure of aggregate utility in the
literature. Given the strategic nature of the agents, we are interested in mecha-
nisms that maximize the social welfare in the equilibrium. We use the standard
measure of equilibrium inefficiency, the Price of Anarchy [22], that compares the
maximum social welfare attainable in any matching with the worst-case social
welfare that can be achieved in an equilibrium.

We evaluate the efficiency of a mechanism with respect to the Price of Anar-
chy of the induced game. We study both deterministic and randomized mech-
anisms: in the latter case the output is a probability mixture over matchings,
instead of a single matching. We are interested in the class of cardinal mecha-
nisms, which use cardinal preferences, and generalize the ordinal mechanisms.

Note that our setting involves no monetary transfers and generally falls under
the umbrella of approximate mechanism design without money [24]. In general
settings without money, one has to fix a canonical representation of the valu-
ations. A common approach in the literature is to consider the unit-sum nor-
malization, i.e. each agent has a total value of 1 for all the items. We obtain
results for unit-sum valuations, and extend most of these to another common
normalization, unit-range.

1.1 Our Results

In Sect. 3 we bound the inefficiency of the two best-known mechanisms in the
matching literature, Probabilistic Serial and Random Priority. In particular, for
n agents and n items, the Price of Anarchy is O(

√
n). In Sect. 4 we comple-

ment this with a matching lower bound (i.e. Ω(
√

n)) that applies to all cardinal
(randomized) mechanisms. As a result, we conclude that these two ordinal mech-
anisms (ones that compute matchings that only depend on preference orderings)
are optimal. These results suggest that it does not help a welfare maximizer to
ask agents to report more than the ordinal preferences.

We separately consider deterministic mechanisms and in Sect. 4 prove that
their Price of Anarchy is Ω(n2), even for cardinal mechanisms. This shows that
randomization is necessary for non-trivial worst-case efficiency guarantees.

In Sect. 5, we extend our results to more general solutions concepts as well
as the case of incomplete information. Finally, in Sect. 6, we prove that under a
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mild “proportionality” property, our lower bound of Ω(
√

n) extends to the Price
of Stability, a more optimistic measure of efficiency [3], which strengthens the
negative results even further. Additionally, we discuss how our results extend to
the other common normalization in the literature, unit-range [2,15,28].

1.2 Discussion and Related Work

The one-sided matching problem was introduced in [18] and has been studied
extensively ever since (see [1] for a recent overview). Over the years, several dif-
ferent mechanisms have been proposed with various desirable properties related
to truthfulness, fairness and economic efficiency with Probabilistic Serial [1,7–9]
and Random Priority [1,2,4,9,15,23] being the two prominent examples.

As mentioned earlier, in settings without money, one needs to represent the
valuations in some canonical way. A common approach is the unit-sum nor-
malization, i.e. each agent has a total value of 1 for all the items. Intuitively,
this normalization means that each agent has equal influence within the mecha-
nism and her values can be interpreted as “scrip money” that she uses to acquire
items. The unit-sum representation is standard for social welfare maximization in
many settings without money including fair division, cake cutting and resource
allocation [10,11,15,16] among others. Moreover, without any normalization,
non-trivial Price of Anarchy bounds cannot be achieved by any mechanism.

The objective of social welfare maximization for one-sided matching problems
has been studied before in the literature, but mainly for truthful mechanisms [2,
15]. Our lower bounds are more general, since they apply to all mechanisms,
not just truthful ones. In particular, our lower bound on the Price of Anarchy of
all mechanisms generalizes the corresponding bound for truthful mechanisms in
[15]. Note that Random Priority is truthful (truth-telling is a dominant strategy
equilibrium) but it has other equilibria as well; we observe that the welfare
guarantees of the mechanism hold for all equilibria, not just the truthtelling ones.
Similar approaches have been made for truthful mechanisms like the second price
auction in settings with money.

While given our general lower bound, proving a matching upper bound for
Random Priority is enough to establish tightness, it is still important to know
what the welfare guarantees of Probabilistic Serial are, given that it is arguably
the most popular one-sided matching mechanism. The mechanism was intro-
duced by [9] and since then, it has been in the center of attention of the match-
ing literature, with related work on characterizations [17,20], extensions [19],
strategic aspects [21] and hardness of manipulation [6]. Somewhat surprisingly,
the Nash equilibria of the mechanism were only recently studied. Aziz et al.
[5] prove that the mechanism has pure Nash equilibria while Ekici and Kesten
[14] study the ordinal equilibria of the mechanism and prove that the desirable
properties of the mechanism are not necessarily satisfied for those profiles.

Another, somewhat different recent branch of study considers ordinal mea-
sures of efficiency instead of social welfare maximization, under the assumption
that agents’ preferences are only expressed through preference orderings over
items. Bhalgat et al. [8] study the approximation ratio of matching mechanisms,
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when the objective is maximization of ordinal social welfare, a notion of efficiency
that they define based solely on ordinal information. Other measures of efficiency
for one-sided matchings were also studied in Krysta et al. [23], where the authors
design truthful mechanisms to approximate the size of a maximum cardinally
(or maximum agent weight) Pareto-optimal matching and in Chakrabarty and
Swamy [12] where the authors consider the rank approximation as the measure of
efficiency. While interesting, these measures of efficiency do not accurately encap-
sulate the socially desired outcome the way that social welfare does, especially
since an underlying cardinal utility structure is part of the setting [9,18,27,28].
Our results actually suggest that in order to achieve the optimal welfare guar-
antees, one does not even need to elicit this utility structure; agents can only be
asked to report preference orderings, which is arguably more appealing.

Finally, we point out that our work is in a sense analogous to the literature
that studies the Price of Anarchy in item-bidding auctions (e.g. see [13,26] and
references therein) for settings without money. Furthermore, the extension of our
results to very general solution concepts (coarse correlated equilibria) and set-
tings of incomplete information (Bayes-Nash equilibria) is somehow reminiscent
of the smoothness framework [25] for games. While our results are not proven
using the smoothness condition, our extension technique is similar in spirit.

2 Preliminaries

Let N = {1, . . . , n} be a finite set of agents and A = {1, . . . , n} be a finite
set of indivisible items. An allocation is a matching of agents to items, that
is, an assignment of items to agents where each agent gets assigned exactly
one item. We can view an allocation μ as a permutation vector (μ1, μ2 . . . , μn)
where μi is the unique item matched with agent i. Let O be the set of all
allocations. Each agent i has a valuation function ui : A → R mapping items
to real numbers. Valuation functions are considered to be well-defined modulo
positive affine transformations, that is, for item j : j → αui(j) + β is considered
to be an alternative representation of the same valuation function ui. Given this,
we fix the canonical representation of ui to be unit-sum, that is

∑
j ui(j) = 1,

with ui(j) ≥ 0 for all i, j. Equivalently, we can consider valuation functions as
valuation vectors ui = (ui1, ui2, . . . , uin) and let V be the set of all valuation
vectors of an agent. Let u = (u1, u2, . . . , un) denote a typical valuation profile
and let V n be the set of all valuation profiles with n agents.

We consider strategic agents who might have incentives to misreport their
valuations. We define s = (s1, s2, . . . , sn) to be a pure strategy profile, where si

is the reported valuation vector of agent i. We will use s−i to denote the strategy
profile without the ith coordinate and hence s = (si, s−i) is an alternative way
to denote a strategy profile. A direct revelation mechanism without money is a
function M : V n → O mapping reported valuation profiles to matchings. For a
randomized mechanism, we define M to be a random map M : V n → O. Let
Mi(s) denote the restriction of the outcome of the mechanism to the i’th coor-
dinate, which is the item assigned to agent i by the mechanism. For randomized
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mechanisms, we let pM,s
ij = Pr[Mi(s) = j] and pM,s

i = (pM,s
i1 , . . . , pM,s

in ). When it
is clear from the context, we drop one or both of the superscripts from the terms
pM,s

ij . The utility of an agent from the outcome of a deterministic mechanism M
on input strategy profile s is simply ui(Mi(s)). For randomized mechanisms, an
agent’s utility is E[ui(Mi(s))] =

∑n
j=1 pM,s

ij uij .
A subclass of mechanisms that are of particular interest is that of ordinal

mechanisms. Informally, ordinal mechanisms operate solely based on the order-
ing of items induced by the valuation functions and not the actual numerical
values themselves, while cardinal mechanisms take those numerical values into
account. Formally, a mechanism M is ordinal if for any strategy profiles s, s′

such that for all agents i and for all items j, �, sij < si� ⇔ s′
ij < s′

i�, it holds that
M(s) = M(s′). A mechanism for which the above does not necessarily hold is
cardinal. Equivalently, the strategy space of ordinal mechanisms is the set of all
permutations of n items instead of the space of valuation functions V n. A strat-
egy si of agent i is a preference ordering of items (a1, a2, . . . , an) where a� � ak

for � < k. We will write j �i j′ to denote that agent i prefers item j to item j′

according to her true valuation function and j �si
j′ to denote that she prefers

item j to item j′ according to her strategy si. When it is clear from the con-
text, we abuse the notation slightly and let ui denote the truthtelling strategy of
agent i, even when the mechanism is ordinal. Note that agents can be indifferent
between items and hence the preference order can be a weak ordering.

Two properties of interest are anonymity and neutrality. A mechanism is
anonymous if the output is invariant under renamings of the agents and neutral
if the output is invariant under relabeling of the objects.

An equilibrium is a strategy profile in which no agent has an incentive to
deviate to a different strategy. First, we will focus on the concept of pure Nash
equilibrium, formally

Definition 1. A strategy profile s is a pure Nash equilibrium if ui(Mi(s)) ≥
ui(Mi(s′

i, s−i)) for all agents i, and pure deviating strategies s′
i.

In Sect. 5, we extend our results to more general equilibrium notions as well
as the setting of incomplete information, where agents’ values are drawn from
known distributions.

Let SM
u denote the set of all pure Nash equilibria of mechanism M under

truthful valuation profile u. The measure of efficiency that we will use is the
pure Price of Anarchy,

PoA(M) = sup
u∈V n

SWOPT (u)
mins∈SM

u
SWM (u, s)

where SWM (u, s) =
∑n

i=1 E[ui(Mi(s))] is the expected social welfare of mecha-
nism M on strategy profile s under true valuation profile u, and SWOPT (u) =
maxμ∈O

∑n
i=1 ui(μi) is the social welfare of the optimal matching. Let OPT (u)

be the optimal matching on profile u and let OPTi(u) be the restriction to the
ith coordinate.
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3 Price of Anarchy Guarantees

In this section, we prove the (pure) Price of Anarchy guarantees of Probabilistic
Serial and Random Priority. Together with our lower bound in the next section,
the results establish that both mechanisms are optimal among all mechanisms
for the problem.

Probabilistic Serial. First, we consider Probabilistic Serial, which we abbrevi-
ate to PS. Informally, the mechanism is the following. Each item can be viewed
as an infinitely divisible good that all agents can consume at unit speed during
the unit time interval [0, 1]. Initially each agent consumes her most preferred
item (or one of her most preferred items in case of ties) until the item is entirely
consumed. Then, the agent moves on to consume the item on top of her prefer-
ence list, among items that have not yet been entirely consumed. The mechanism
terminates when all items have been entirely consumed. The fraction pij of item
j consumed by agent i is then interpreted as the probability that agent i will be
matched with item j under the mechanism.

We prove that the Price of Anarchy of PS is O(
√

n). Aziz et al. [5] proved
that PS has pure Nash equilibria, so it makes sense to consider the pure Price
of Anarchy; we will extend the result to the coarse correlated Price of Anarchy
and the Bayesian Price of Anarchy in Sect. 5.

We start with the following two lemmas, which prove that in a pure Nash
equilibrium of the mechanism an agent’s utility cannot be much worse than what
her utility would be if she were consuming the item she is matched with in the
optimal allocation from the beginning of the mechanism until the item is entirely
consumed. Let tj(s) be the time when item j is entirely consumed on profile s
under PS(s).

Lemma 1. Let s be any strategy profile and let s∗
i be any strategy such that

j �s∗
i

� for all items � �= j, i.e. agent i places item j on top of her preference
list. Then it holds that tj(s∗

i , s−i) ≥ 1
4 · tj(s).

Proof. For ease of notation, let s∗ = (s∗
i , s−i). Obviously, if j �si

� for all � �= j
and since all other agents’ reports are fixed, tj(s∗) = tj(s) and the statement of
the lemma holds. Hence, we will assume that there exists some item j′ �= j such
that j′ �si

j.
First, note that if agent i is the only one consuming item j for the duration

of the mechanism, then tj(s∗) = 1 and we are done. Hence, assume that at least
one other agent consumes item j at some point, and let τ be the time when the
first agent besides agent i starts consuming item j in s∗. Obviously, tj(s∗) > τ ,
therefore if τ ≥ 1

4 · tj(s) then tj(s∗) ≥ 1
4 · tj(s) and we are done. So assume that

τ < 1
4 · tj(s). Next observe that in the interval [τ, tj(s∗)], agent i can consume at

most half of what remains of item i because there exists at least one other agent
consuming the item for the same duration. Overall, agent i’s consumption is at
most 1

2 + 1
4 tj(s) so at least 1

2 − 1
4 tj(s) of the item will be consumed by the rest

of the agents.
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Now consider all agents other than i in profile s and let α be the amount of
item j that they have consumed by time tj(s). Notice that the total consumption
speed of an item is non-decreasing in time which means in particular that for
any 0 ≤ β ≤ 1, agents other than i need at least βtj(s) time to consume α · β in
profile s. Next, notice that since agent i starts consuming item j at time 0 in s∗

and all other agents use the same strategies in s and s∗, it holds that every agent
k �= i starts consuming item j in s∗ no sooner than she does in s. This means
that in profile s∗, agents other than i will need more time to consume β · α; in
particular they will need at least βtj(s) time, so tj(s∗) ≥ βtj(s). However, from
the previous paragraph we know that they will consume at least 1

2 − 1
4 tj(s), so

letting β = 1
α

(
1
2 − 1

4 tj(s)
)

we get

tj(s∗) ≥ βtj(s) ≥ tj(s)
(

1
2

− 1
4

· tj(s)
)

1
α

≥ tj(s)
(

1
2

− 1
4

· tj(s)
)

≥ 1
4

· tj(s) 	

Now we can lower bound the utility of an agent at any pure Nash equilibrium.

Lemma 2. Let u be the profile of true agent valuations and let s be a pure Nash
equilibrium. For any agent i and any item j it holds that the utility of agent i at
s is at least 1

4 · tj(s) · uij.

Proof. Let s′ = (s′
i, s−i) be the strategy profile obtained from s when agent

i deviates to the strategy s′
i where s′

i is some strategy such that j �s′
i

� for
all items � �= j. Since s is a pure Nash equilibrium, it holds that ui(PSi(s)) ≥
ui(PSi(s′)) ≥ tj(s′) ·uij , where the last inequality holds since the utility of agent
i is at least as much as the utility she obtains from the consumption of item j.
By Lemma 1, it holds that tj(s′) ≥ 1

4 · tj(s) and hence ui(PSi(s)) ≥ 1
4 · tj(s) ·uij .

	

We can now prove the pure Price of Anarchy guarantee of the mechanism.

Theorem 1. The pure Price of Anarchy of Probabilistic Serial is O(
√

n).

Proof. Let u be any profile of true agents’ valuations and let s be any pure Nash
equilibrium. First, note that by reporting truthfully, every agent i can get an
allocation that is at least as good as (1/n, . . . , 1/n), regardless of other agents’
strategies. To see this, first consider time t = 1/n and observe that during
the interval [0, 1/n], agent i is consuming her favorite item (say a1) and hence
pia1 ≥ 1/n. Next, consider time τ = 2/n and observe that during the interval
[0, 2/n], agent i is consuming one or both of her two favorite items (a1 and a2)
and hence pia1 + pia2 ≥ 2/n. By a similar argument, for any k, it holds that∑n

j=1 piaj
≥ k/n. This implies that regardless of other agents’ strategies, agent

i can achieve a utility of at least 1
n

∑n
j=1 uij . Since s is a pure Nash equilibrium,

it holds that ui(PSi(s)) ≥ (1/n)
∑n

j=1 uij as well. Summing over all agents, we
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get that SWPS(u, s) ≥ (1/n)
∑n

i=1

∑n
j=1 uij = 1. If SWOPT (u) ≤ √

n then we
are done, so assume SWOPT (u) >

√
n.

Because PS is neutral we can assume tj(s) ≤ tj′(s) for j < j′ without loss
of generality. Observe that for all j = 1, . . . , n, it holds that tj(s) ≥ j/n. This
is true because for any t ∈ [0, 1], by time t, exactly tn mass of items must have
been consumed by the agents. Since j is the jth item that is entirely consumed,
by time tj(s), the mass of items that must have been consumed is at least j. By
this, we get that tj(s) · n ≥ j, which implies tj(s) ≥ j/n.

For each j let ij be the agent that gets item j in the optimal allocation and
for ease of notation, let wij be her valuation for the item. Now by Lemma 2, it
holds that

uij (PS(s)) ≥ 1
4

j

n
wij and SWPS(u, s) ≥ 1

4

n∑

j=1

j

n
wij .

The Price of Anarchy is then at most

4
∑n

j=1 wij
∑n

j=1 j · wij/n
.

Consider the case when the above ratio is maximized and let k be an integer such
that k ≤ ∑n

j=1 wij ≤ k + 1. Then it must be that wij = 1 for j = 1, . . . , k and
wij = 0, for k+2 ≤ ij ≤ n. Hence the maximum ratio is (k+wik+1)/(awik+1 +b),
for some a, b > 0, which is monotone for wik+1 in [0, 1]. Therefore, the maximum
value of (k +wik+1)/(awik+1 + b) is achieved when either wik+1 = 0 or wik+1 = 1.
As a result, the maximum value of the ratio is obtained when

∑
i=1n wik+1 = k

for some k. By simple calculations, the Price of Anarchy should be at most:

4k
∑k

j=1
j
n

≤ 4k
k(k−1)

2n

=
8n

k − 1
,

so the Price of Anarchy is maximized when k is minimized. By the argument
earlier, k >

√
n and hence the ratio is O(

√
n). 	


In Sect. 5, we extend Theorem 1 to broader solution concepts and the incomplete
information setting.

Random Priority. We also consider another very well-known mechanism, Ran-
dom Priority, often referred to as Random Serial Dictatorship. The mechanism
first fixes an ordering of the agents uniformly at random and then according
to that ordering, it sequentially matches them with their most preferred item
that is still available. Filos-Ratsikas et al. [15] proved that the welfare in any
truthtelling equilibrium is an Ω(1/

√
n)-fraction of the maximum social welfare.

While Random Priority has other equilibria as well, to establish the Price of
Anarchy bound, it suffices to observe that at least for distinct valuations, any
strategy other than truthtelling does not affect the allocation and hence it does
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not affect the social welfare. Intuitively, since agents pick their most preferred
items, any equilibrium strategy would place the most preferred available items
on top of the preference list, while the ordering of the items that are not picked
does not affect the allocation of other agents. For valuations that are not distinct,
the argument can be adapted using small perturbations of the values, losing only
a small fraction of welfare.

We first we prove the following lemma.

Lemma 3. If valuations are distinct, the social welfare is the same in all mixed
Nash equilibria of Random Priority.

Proof. Let i be an agent, and let B be a subset of the items. Let s be a mixed
Nash equilibrium with the property that with positive probability, i will be
chosen to select an item at a point when B is the set of remaining items. In that
case (by distinctness of i’s values), i’s strategy should place agent i’s favourite
item in B on the top of the preference list among items in B. Suppose that for
items j and j′, there is no set of items B that may be offered to i with positive
probability, in which either j or j′ is optimal. Then i may rank them either way,
i.e. can announce j �i j′ or j′ �i j. However, that choice has no effect on the
other agents, in particular it cannot affect their social welfare. 	


Given the main theorem in [15], Lemma 3 implies the following.

Corollary 1. If valuations are distinct, the Price of Anarchy of Random Pri-
ority is Θ(

√
n).

The same guarantee on the Price of Anarchy holds even when the true valu-
ations of agents are not necessarily distinct.

Theorem 2. The Price of Anarchy of Random Priority is O(
√

n).

Proof. We know from [15] that the social welfare of Random Priority given
truthful reports, is within O(

√
n) of the social optimum. The social welfare of a

(mixed) Nash equilibrium q cannot be worse than the worst pure profile from q
that occurs with positive probability, so let s be such a pure profile. We will say
that agent i misranks items j and j′ if j �i j′, but j′ �si

j.
If an agent misranks two items for which she has distinct values, it is because

she has 0 probability in s to receive either item. So we can change s so that no
items are misranked, without affecting the social welfare or the allocation. For
items that the agent values equally (which are then not misranked) we can apply
arbitrarily small perturbations to make them distinct. Profile s is thus consistent
with rankings of items according to perturbed values and is truthful with respect
to these values, which, being arbitrarily close to the true ones, have optimum
social welfare arbitrarily close to the true optimal social welfare. 	


Theorem 2 can be extended to solution concepts more general than the mixed
Nash equilibrium. Again, the details are included in Sect. 5.
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4 Lower Bounds

In this section, we prove our main lower bound. Note that the result holds for
any mechanism, including randomized and cardinal mechanisms. Since we are
interested in mechanisms with good properties, it is natural to consider those
mechanisms that have pure Nash equilibria.

Theorem 3. The pure Price of Anarchy of any mechanism is Ω(
√

n).

Proof. Let n = k2 for some k ∈ N. Let M be a mechanism and consider the
following valuation profile u. There are

√
n sets of agents and let Gj denote the

j-th set. For every j ∈ {1, . . . ,
√

n} and every agent i ∈ Gj , let uij = 1/n + α
and uik = 1/n − α/(n − 1), for k �= j, where α is sufficiently small. Let s be
a pure Nash equilibrium and for every set Gj , let ij = arg mini∈Gj

pM,s
ij (break

ties arbitrarily). Observe that for all j = 1, . . . ,
√

n, it holds that pM,s
ijj ≤ 1/

√
n

and let I = {i1, i2, . . . , i√n}. Now consider the valuation profile u′ where:

– For every agent i /∈ I, u′
i = ui.

– For every agent ij ∈ I, let u′
ijj = 1 and u′

ijk = 0 for all k �= j.

We claim that s is a pure Nash equilibrium under u′ as well. For agents not in
I, the valuations have not changed and hence they have no incentive to deviate.
Assume now for contradiction that some agent i ∈ I whose most preferred item
is item j could deviate to some beneficial strategy s′

i. Since agent i only values
item j, this would imply that p

M,(s′
i,s−i)

ij > pM,s
ij . However, since agent i values

all items other than j equally under ui and her most preferred item is item j,
such a deviation would also be beneficial under profile u, contradicting the fact
that s is a pure Nash equilibrium.

Now consider the expected social welfare of M under valuation profile u′ at
the pure Nash equilibrium s. For agents not in I and taking α to be less than
1/n3, the contribution to the social welfare is at most 1. For agents in I, the
contribution to the welfare is then at most (1/

√
n)

√
n+1 and hence the expected

social welfare of M is at most 3. As the optimal social welfare is at least
√

n,
the bound follows. 	

Interestingly, if we restrict our attention to deterministic mechanisms, then we
can prove that only trivial pure Price of Anarchy guarantees are achievable.

Theorem 4. The pure Price of Anarchy of any deterministic mechanism is
Ω(n2).

Proof. Let M be a deterministic mechanism that always has a pure Nash equi-
librium. Let u be a valuation profile such that for all agents i and i′, it holds
that ui = ui′ , ui1 = 1/n + 1/n3 and uij > uik for j < k. Let s be a pure Nash
equilibrium for this profile and assume without loss of generality that Mi(s) = i.

Now fix another true valuation profile u′ such that u′
1 = u1 and for agents

i = 2, . . . , n, u′
i,i−1 = 1− ε′

i,i−1 and uij = ε′
ij for j �= i− 1, where 0 ≤ ε′

ij ≤ 1/n3,
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∑
j �=i−1 ε′

ij = ε′
i,i−1 and ε′

ij > ε′
ik if j < k when j, k �= i− 1. Intuitively, in profile

u′, each agent i ∈ {2, . . . , n} has valuation close to 1 for item i − 1 and small
valuations for all other items. Futhermore, she prefers items with smaller indices,
except for item i − 1.

We claim that s is a pure Nash equilibrium under true valuation profile u
as well. Assume for contradiction that some agent i has a benefiting deviation,
which matches her with an item that she prefers more than i. But then, since
the set of items that she prefers more than i in both u and u′ is {1, . . . , i},
the same deviation would match her with a more preferred item under u as
well, contradicting the fact that s is a pure Nash equilibrium. It holds that
SWOPT (u′) ≥ n − 2 whereas the social welfare of M is at most 2/n and the
theorem follows. 	


The mechanism that naively maximizes the sum of the reported valuations
with no regard to incentives, when equipped with a lexicographic tie-breaking
rule has pure Nash equilibria and also achieves the above ratio in the worst-case,
which means that the bounds are tight.

5 General Solution Concepts

In the previous sections, we employed the pure Nash equilibrium as the solu-
tion concept for bounding the inefficiency of mechanisms, mainly because of its
simplicity. Here, we describe how to extend our results to broader well-known
equilibrium concepts in the literature. Due to lack of space, we will only dis-
cuss the two most general solution concepts, the coarse correlated equilibrium
for complete information and the Bayes-Nash equilibrium for incomplete infor-
mation. Since other concepts (like the mixed-Nash equilibrium for instance) are
special cases of those two, it suffices to use those for our extensions.

Definition 2. Given a mechanism M , let q be a distribution over strategies.
Also, for any distribution Δ let Δ−i denote the marginal distribution without
the ith index. Then a strategy profile q is called a

1. coarse correlated equilibrium if

E
s∼q

[ui(Mi(s))] ≥ E
s∼q

[ui(Mi((s′
i, s−i)))],

2. Bayes-Nash equilibrium for a distribution Δu where each (Δu)i is indepen-
dent, if when u ∼ Δu then q(u) = ×iqi(ui) and for all ui in the support of
(Δu)i,

E
u−i,s∼q(u)

[ui(Mi(s))] ≥ E
u−i,s−i∼q−i(u−i)

[ui(Mi(s
′
i, s−i))]

where the given inequalities hold for all agents i, and (pure) deviating strategies
s′

i. Also notice that for randomized mechanisms definitions are with respect to
an expectation over the random choices of the mechanism.
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The coarse correlated and the Bayesian Price of Anarchy are defined similarly
to the pure Price of Anarchy.

Again, first we mention that we can obtain the extensions to Random Priority
rather straightforwardly, based on the fact that even when using probability
mixtures over strategies, an agent will always (in every realization) pick her
most preferred item among the set of available items when she is chosen. In
other words, any pure strategy in the support of the distribution will rank the
most preferred available item first, and the ordering of the remaining items does
not affect the distribution.

Theorem 5. The coarse correlated Price of Anarchy of Random Priority is
O(

√
n). The Bayesian Price of Anarchy of Random Priority is O(

√
n).

Proof. For the correlated Price of Anarchy, the argument is very similar to the
one used in the proof of Theorem2. Again, if any strategy in the support of a
correlated equilibrium q misranks two items j and j′ for any agent i, it can only
be because agent i has 0 probability of receiving those items, otherwise agent i
would deviate to truthtelling, violating the equilibrium condition. The remaining
steps are exactly the same as in the proof of Theorem 2.

For the incomplete information case, consider any Bayes-Nash equilibrium
q(u) and let u be a any sampled valuation profile. The expected social welfare
of the Random Priority can be written as Eu

[
Es∼q(u) [ui(s)]

]
. Using the same

argument as the one in the proof of Theorem2, we can lower bound the quantity
Es∼q(u) [ui(s)] by Ω

(
SWOPT (u)√

n

)
and the bound follows. 	


Next, we turn to Probabilistic Serial and prove the Price of Anarchy guar-
antees, with respect to coarse correlated equilibria and Bayes-Nash equilibria.
Before we state our theorems however, we will briefly discuss the connection of
those extensions with the smoothness framework of Roughgarden [25]. Accord-
ing to the definition in [25], a game is (λ, μ)-smooth if it satisfies the following
condition

n∑

i=1

ui(s∗
i , s−i) ≥ λSW (s∗) − μSW (s), (1)

where s∗ is a pure strategy profile that corresponds to the optimal allocation and
s is any pure strategy profile. It is not hard to see that a (λ, μ)-smooth game
has a Price of Anarchy bounded by (μ + 1)/λ.

Since establishing that a game is smooth also implies a pure Price of Anarchy
bound, an alternative way of attempting to prove Theorem1 would be to try to
show smoothness of the game induced by PS, for μ/λ =

√
n. However, this seems

to be a harder task than what we actually do, since in such a proof, one would
have to argue about the utilities of agents and possibly reason about the relative
preferences for other items, other than the item they are matched with in the
optimal allocation. Our approach only needs to consider those items, and hence
it seems to be simpler.

An added benefit to the smoothness framework is the existence of the exten-
sion theorem in [25], which states that for a (λ, μ)-smooth game, the Price of
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Anarchy guarantee extends to broader solution concepts verbatim, without any
extra work. At first glance, one might think that proving smoothness for the game
induced by PS might be worth the extra effort, since we would get the extensions
“for free”. A closer look at our proofs however shows that our approach is very
similar to the proof of the extension theorem but using an alternative, simpler
condition.

Specifically, the analysis in [25] uses Inequality 1 as a building block and
substitutes the inequality into the expectations that naturally appear when con-
sidering randomized strategies. This can be done because the condition applies to
all strategy profiles s, when s∗ is an optimal strategy profile. This is exactly what
we do as well, but we use the inequality tj(s∗

i , s−i) ≥ 1
4 · tj(s) instead, which is

simpler but sufficient since it only applies to the game at hand. If OPTi(u) = j,
which is what we use in the proof of Theorem1, then (s∗

i , s−i) can be thought
of as a profile where an agent deviates to her strategy in the optimal profile and
hence the left-hand side of the inequality is analogous to the left-hand side of
Inequality 1. In a sense, the inequality tj(s∗

i , s−i) ≥ 1
4 · tj(s), can be viewed as

a “smoothness equivalent” for the game induced by PS, which then allows us to
extend the results to broader solution concepts.

First, we extend Theorem 1 to the case where the solution concept is the
coarse correlated equilibrium.

Theorem 6. The coarse correlated Price of Anarchy of Probabilistic Serial is
O(

√
n).

Proof. Let u be any valuation profile and let i be any agent. Furthermore, let
j = OPTi(u) and let s′

i be the pure strategy that places item j on top of agent
i’s preference list. By Lemma 1, the inequality tj(s′

i, s−i) ≥ 1
4 tj(s) holds for every

strategy profile s. In particular, it holds for any pure strategy profile s where si

is in the support of the distribution of the mixed strategy qi of agent i, for any
coarse correlated equilibrium q. This implies that

E
s∼q

[ui(PSi(s))] ≥ E
s∼q

[ui(PSi(s′
i, s−i))]

≥ E
s∼q

[uijtj(s′
i, s−i))] ≥ 1

4
uijtj(s).

where the last inequality holds by Lemma 1. Using this, we can use very sim-
ilar arguments to the arguments of the proof of Theorem1 and obtain the
bound. 	


For the incomplete information setting, when valuations are drawn from
some publically known distributions, we can prove the same upper bound on
the Bayesian Price of Anarchy of the mechanism.

Theorem 7. The Bayesian Price of Anarchy of Probabilistic Serial is O(
√

n).

Proof. The proof is again similar to the proof of Theorem1. Let u be a valuation
profile drawn from some distribution satisfying the unit-sum constraint. Let i
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be any agent and let ju = OPTi(u), i ∈ [n]. Note that by a similar argument
as the one used in the proof of Theorem1, the expected social welfare of PS is
at least 1 and hence we can assume that Eu[SWOPT (u)] ≥ 2

√
2n + 1. Observe

that in any Bayes-Nash equilibrium q(u) it holds that

E
u

s∼q(u)

[ui(s)] = E
ui

⎡

⎣ E
u−i

s∼q(u)

[ui(s)]

⎤

⎦

≥ E
ui

⎡

⎣ E
u−i

s−i∼q−i(u−i)

[ui(s′
i, s−i)]

⎤

⎦

≥ E
ui

⎡

⎣ E
u−i

s−i∼q−i(u−i)

[uijutju(s′
i, s−i)]

⎤

⎦

≥ E
ui

⎡

⎣ E
u−i

s∼q(u)

[
1
4
uijutju(s)

]
⎤

⎦

=
1
4

E
u

s∼q(u)

[uijutju(s)]

where the last inequality holds by Lemma 1 since s′
i denotes the strategy that

puts item ju on top of agent i’s preference list. Note that this can be a different
strategy for every different u that we sample. For notational convenience, we use
s′

i to denote every such strategy. The expected social welfare at the Bayes-Nash
equilibrium is then at least

n∑

i=1

E
u,s∼q(u)

[ui(s)] ≥ 1

4

∑

i∈[n]

E
u

s∼q(u)

[uijutju(s)]

≥ E
u

s∼q(u)

⎡

⎣
∑

i∈[n]

i

4n
uiju

⎤

⎦

≥ E
u

s∼q(u)

[
SWOPT (u)(SWOPT (u) − 1)

8n

]

= E
u

[
SWOPT (u)(SWOPT (u) − 1)

8n

]

≥
Eu

[
(SWOPT (u))2

]
− Eu [SWOPT (u)]

8n

≥ Eu[SWOPT (u)]

2
√

2n
,

and the bound follows. 	
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6 Extensions

6.1 Price of Stability

Theorem 3 bounds the Price of Anarchy of all mechanisms. A more optimistic
(and hence stronger when proving lower bounds) measure of efficiency is the
Price of Stability, i.e. the worst-case ratio over all valuation profiles of the optimal
social welfare over the welfare attained at the best equilibrium.

We extend Theorem 3 to the Price of Stability of all mechanisms that satisfy
a “proportionality” property.

Let a1 �i a2 �i · · · �i an be the (possibly weak) preference ordering of
agent i. A random assignment vector pi for agent i stochastically dominates
another random assignment vector qi if

∑k
j=1 piaj

≥ ∑k
j=1 qiaj

, for all k =
1, 2, · · · , n. The notation that we will use for this relation is pi �sd

i qi.

Definition 3 (Safe Strategy). Let M be a mechanism. A strategy si is a
safe strategy if for any strategy profile s−i of the other players, it holds that
Mi(si, s−i) �sd

i

(
1
n , 1

n , . . . , 1
n

)
.

We will say that a mechanism M has a safe strategy if every agent i has a safe
strategy si in M . We now state our lower bound.

Theorem 8. The pure Price of Stability of any mechanism that has a safe strat-
egy is Ω(

√
n).

Proof. Let M be a mechanism and let I = {k + 1, . . . , n} be a subset of agents.
Let u be the following valuation profile.

– For all agents i ∈ I, let uij = 1
k for j = 1, · · · , k and uij = 0 otherwise.

– For all agents i /∈ I, let uii = 1 and uij = 0, j �= i.

Now let s be a pure Nash equilibrium on profile u and let s′
i be a safe

strategy of agent i. The expected utility of each agent i ∈ I in the pure Nash
equilibrium s is

E[ui(s)] =
∑

j∈[n]

pij(si, s−i)vij ≥
∑

j∈[n]

pij(s′
i, s−i)vij

≥ 1
n

∑

j∈[n]

vij =
1
n

,

due to the fact that s is pure Nash equilibrium and s′
i is a safe strategy of agent

i. On the other hand, the utility of agent i ∈ I can be calculated by E[ui(s)] =
∑

j∈[n] pij(si, s−i)vij = (
∑k

j=1 pij)/k. Because s is a pure Nash equilibrium, it

holds that E[ui] ≥ 1/n, so we get that
∑k

j=1 pij ≥ k/n for all i ∈ I. As for the
rest of the agents,

∑

i∈N\I

k∑

j=1

pij = k −
∑

i∈I

k∑

j=1

pij ≤ k − (n − k)
k

n
=

k2

n
.
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This implies that the contribution to the social welfare from agents not in I is
at most k2/n and the expected social welfare of M will be at most 1 + (k2/n).
It holds that SWOPT (u) ≥ k and the bound follows by letting k =

√
n. 	


Due to Theorem 8, in order to obtain an Ω(
√

n) bound for a mechanism M , it
suffices to prove that M has a safe strategy. In fact, most reasonable mechanisms,
including Random Priority and Probabilistic Serial, as well as all ordinal envy-
free mechanisms satisfy this property.

Definition 4 (Envy-freeness). A mechanism M is (ex-ante) envy-free if for
all agents i and r and all profiles s, it holds that

∑n
j=1 pijsij ≥ ∑n

j=1 prjsrj.
Furthermore, if M is ordinal, then this implies pM,s

i �sd
si

pM,s
r .

Given the interpretation of a truth-telling safe strategy as a “proportionality”
property, the next lemma is not surprising.

Lemma 4. Let M be an ordinal, envy-free mechanism. Then for any agent i,
the truth-telling strategy ui is a safe strategy.

Proof. Let s = (ui, s−i) be the strategy profile in which agent i is truth-telling
and the rest of the agents are playing some strategies s−i. Since M is envy-free
and ordinal, it holds that

∑�
j=1 psij ≥ ∑�

j=1 psrj for all agents r ∈ {1, . . . , n} and
all � ∈ {1, . . . , n}. Summing up these inequalities for agents r = 1, 2, . . . , n we
obtain

n

�∑

j=1

psij ≥
�∑

j=1

n∑

r=1

psrj = �,

which implies that
∑�

j=1 psij ≥ �
n , for all i ∈ {1, . . . , n}, and for all � ∈ {1, . . . , n}.

	

Note that since Probabilistic Serial is ordinal and envy-free [9], by Lemma 4,
it has a safe strategy and hence Theorem 8 applies. It is not hard to see that
Random Priority has a safe strategy too.

Lemma 5. Random Priority has a safe strategy.

Proof. Since Random Priority first fixes an ordering of agents uniformly at ran-
dom, every agent i has a probability of 1/n to be selected first to choose an item,
a probability of 2/n to be selected first or second and so on. If the agent ranks
her items truthfully, then for every � = 1, . . . , n, it holds that

∑�
i=1 pij ≥ �/n. 	


In a sense, the safe strategy property is essential for the bound to hold; one
can show that the randomly dictatorial mechanism, that matches a uniformly
chosen agent with her most preferred item and the rest of the agents with items
based solely on that agent’s reports achieves a constant Price of Stability. On
the other hand, the Price of Anarchy of the mechanism is Ω(n). It would be
interesting to show whether Price of Anarchy guarantees imply Price of Stability
lower bounds in general.
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6.2 Unit-Range Representation

Our second extension is concerned with the other normalization that is also
common in the literature [2,15,28], the unit-range representation, that is,
maxj ui(j) = 1 and minj ui(j) = 0. First, the Price of Anarchy guarantees from
Sect. 3 extend directly to the unit-range case. For Random Priority, since the
results in [15] hold for this normalization as well, we can apply the same tech-
niques to prove the bounds. For Probabilistic Serial, first, observe that Lemma 2
holds independently of the representation. Secondly, in the proof of Theorem 1,
it now holds that

SWPS(u, s) ≥ 1
n

n∑

i=1

n∑

j=1

uij ≥ 1,

which is sufficient for bounding the Price of Anarchy when SWOPT (u) ≤ √
n.

Finally, the arguments for the case when SWOPT (u) ≤ √
n hold for both repre-

sentations.
Next, we present a Price of Anarchy lower bound for deterministic mech-

anisms. First, we prove the following lemma about the structure of equilibria
of deterministic mechanisms. Note that the lemma holds independently of the
choice of representation.

Lemma 6. The set of pure Nash equilibria of any deterministic mechanism is
the same for all valuation profiles that induce the same preference orderings of
valuations.

Proof. Let u and u′ be two different valuation profiles that induce the same
preference ordering. Let s be a pure Nash equilibrium under true valuation
profile u and assume for contradiction that it is not a pure Nash equilibrium
under u′. Then, there exists an agent i who by deviating from s is matched to
a more preferred item according to u′

i. But that item would also be more pre-
ferred according to ui and hence she would have an incentive to deviate from
s under true valuation profile u, contradicting the fact that s is a pure Nash
equilibrium. 	


Using Lemma 6, we can then prove the following theorem.

Theorem 9. The Price of Anarchy of any deterministic mechanism that always
has pure Nash equilibria is Ω(n) for the unit-range representation.

Proof. Let M be a deterministic mechanism that always has a pure Nash equil-
brium and let u be a valuation profile such that for all agents i and i′, it holds
that ui = ui′ and uij > uik, for all items i < k. Let s be a pure Nash equilib-
rium for this profile and assume without loss of generality that Mi(s) = i. By
Lemma 6, s is a pure Nash equilibrium for any profile u that induces the above
ordering of valuations. In particular, it is a pure Nash equilibrium for a valuation
profile satisfying
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– For agents i = 1, . . . , n
2 , ui1 = 1 and uij < 1

n3 , for j > 1.

– For agents i = n
2 + 1, . . . , n, uij > 1 − 1

n3 for j = 1, . . . , n/2 and uij < 1
n3 for

j = n
2 + 1, . . . , n.

It holds that OPT (u) ≥ n
2 , whereas the social welfare of M is at most 2 and the

theorem follows. 	

Again, similarly to the corresponding bound in Sect. 4, the mechanism that

naively maximizes the sum of the reported valuations has pure Nash equilibria
and achieves the above bound.

More importantly, it is not clear whether the general lower bound on the
Price of Anarchy of all mechanisms that we proved in Theorem 3 extends to
the unit-range representation as well. In fact, we do not know of any bound
for the unit-range case and proving one seems to be a quite complicated task.
As a first step in that direction, the following theorem obtains a lower bound
for ε-approximate (pure) Nash equilibria. A strategy profile is an ε-approximate
pure Nash equilibrium if no agent can deviate to another strategy and improve
her utility by more than ε. While the following result applies for any positive ε,
it is weaker than a corresponding result for exact equilibria.

Theorem 10. Let M be a mechanism and let ε ∈ (0, 1). The ε–approximate
Price of Anarchy of M is Ω(n1/4) for the unit-range representation.

Proof. Assume n = k2, where k ∈ N will be the size of a subset I of “important”
agents. We consider valuation profiles where, for some parameter δ ∈ (0, 1),

– all agents have value 1 for item 1,
– there is a subset I of agents with |I| = k for which any agent i ∈ I has value

δ2 for any item j ∈ {2, . . . , k + 1} and 0 for all other items,
– for agent i �∈ I, i has value δ3 for items j ∈ {2, . . . , k + 1} and 0 for all other

items.

Let u be such a valuation profile and let s be a Nash equilibrium. In the optimal
allocation members of I receive items {2, . . . , k + 1} and such an allocation has
social welfare kδ2 + 1.

First, we claim that there are k(1 − 2δ) members of I whose payoffs in s are
at most δ; call this set X. If that were false, then there would be more than
2kδ members of I whose payoffs in s were more than δ. That would imply that
the social welfare of s was more than 2kδ2, which would contradict the optimal
social welfare attainable, for large enough n (specifically, n > 1/δ4).

Next, we claim that there are at least k(1 − 2δ) non-members of I whose
probability (in s) to receive any item in {1, . . . , k +1} is at most 4(k +1)/n; call
this set Y . To see this, observe that there are at least 3

4n agents who all have
probability ≤4/n to receive item 1. Furthermore, there are at least 3n/4 agents
who all have probability ≤ 4k/n to receive an item from the set 2, . . . , k + 1.
Hence there are at least n/2 agents whose probabilities to obtain these items
satisfy both properties.
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We now consider the operation of swapping the valuations of the agents in
sets X and Y so that the members of I from X become non-members, and vice
versa. We will argue that given that they were best-responding beforehand, they
are δ-best-responding afterwards. Consequently s is an δ-NE of the modified set
of agents. The optimum social welfare is unchanged by this operation since it
only involves exchanging the payoff functions of pairs of agents. We show that
the social welfare of s is some fraction of the optimal social welfare, that goes to
0 as n increases and δ decreases.

Let I ′ be the set of agents who, after the swap, have the higher utility of
δ2 for getting items from {2, . . . , k + 1}. That is, I ′ is the set of agents in Y ,
together with I minus the agents in X.

Following the above valuation swap, the agents in X are δ-best responding.
To see this, note that these agents have had a reduction to their utilities for
the outcome of receiving items from {2, . . . , k +1}. This means that a profitable
deviation for such agents should result in them being more likely to obtain item
1, in return for them being less likely to obtain an item from {2, . . . , k + 1}.
However they cannot have probability more than δ to receive item 1, since that
would contradict the property that their expected payoff was at most δ.

After the swap, the agents in Y are also δ-best responding. Again, these
agents have had their utilities increased from δ3 to δ2 for the outcome of receiving
an item from {2, . . . , k + 1}. Hence any profitable deviation for such an agent
would involve a reduction in the probability to get item 1 in return for an
increased probability to get an item from {2, . . . , k + 1}. However, since the
payoff for any item from {2, . . . , k + 1} is only δ2, such a deviation pays less
than δ.

Finally, observe that the social welfare of s under the new profile (after the
swap) is at most 1+3kδ3. To see this, note that (by an earlier argument and the
definition of I ′) k(1 − 2δ) members of I ′ have probability at most 4(k + 1)/n to
receive any item from {1, . . . , k+1}. To upper bound the expected social welfare,
note that item 1 contributes 1 to the social welfare. Items in {2, . . . , k + 1}
contribute in total, δ2 times the expected number of members of I ′ who get
them, plus δ3 times the expected number of non-members of I ′ who get them,
which is at most δ2k2δ + δ3k(1 − 2δ) which is less than 3kδ3.

Overall, the price of anarchy is at least (kδ2 + 1)/3kδ3, which is more than
1/δ. The statement of the theorem is obtained by choosing δ to be less than ε,
n large enough for the arguments to hold for the chosen δ, i.e. n > 1/δ4. 	


7 Conclusion and Future Work

Our results are rather negative: we identify a non-constant lower bound on the
Price of Anarchy for one-sided matching, and find a matching upper bound
achieved by well-known ordinal mechanisms. However, such negative results are
important to understand the challenge faced by a social-welfare maximizer: for
example, we establish that it is not enough to elicit cardinal valuations, in order
to obtain good social welfare. It may be that better welfare guarantees should
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use some assumption of truth-bias, or some assumption of additional structure
in agents’ preferences.

An interesting direction of research would be to identify conditions on the
valuation space that allow for constant values of the Price of Anarchy or impose
some distributional assumption on the inputs and quantify the average loss in
welfare due to selfish behavior. For the general, worst-case setting, one question
raised is whether one can obtain Price of Anarchy or Price of Stability bounds
that match our upper bounds for the unit-range representation as well.

Acknowledgements. The authors would like to thank Piotr Krysta for useful
discussion.
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Abstract. The operations of water resources infrastructures, such as
dams and diversions, often involve multiple conflicting interests and
stakeholders. Among the approaches that have been proposed to design
optimal operating policies for these systems, those based on agents have
recently attracted an increasing attention. The different stakeholders are
represented as different agents and their interactions are usually mod-
eled as distributed constraint optimization problems. Those few works
that have attempted to model the interactions between stakeholders as
negotiations present some significant limitations, like the necessity for
each agent to know the preferences of all other agents. To overcome
this drawback, in this paper we contribute a general monotonic conces-
sion protocol that allows the stakeholders-agents of a regulated lake to
periodically reach agreements on the amount of water to release daily,
trying to control lake floods and to supply water to agricultural districts
downstream. In particular, we study two specific instances of the gen-
eral protocol according to their ability to converge, reach Pareto optimal
agreements, limit complexity, and show good experimental performance.

1 Introduction

The operations of water resources infrastructures, such as dams and diversions,
often involve multiple stakeholders with conflicting interests. However, the tra-
ditional approach assumes a centralized perspective, studying large and dis-
puted transnational river basins with the aim of exploring efficient water man-
agement policies at a systemwide scale [26]. Recently, agent-based approaches
have been proposed to better represent the variety of stakeholders and deci-
sion makers [16,27]. To better capture the conflicting nature of the stakeholders’
interactions, few works have attempted to model such interactions as negotia-
tions [1,24]. Yet, they introduce strong and somehow unrealistic assumptions,
like the necessity for each agent to know the preferences of all other agents.

In this paper, we propose a model based on a general monotonic concession
negotiation framework that allows the stakeholders-agents of a regulated lake

A summary of this work appears, as extended abstract, in the Proceedings of the
Autonomous Agents and Multiagent Systems Conference (AAMAS) 2016.
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to periodically reach agreements on the lake operating policy that determines
the amount of water to release daily, trying to control lake floods and to reliably
supply water to agricultural districts downstream. The agreement reached by the
negotiation process mimics the outcome of the decision-making process of the
lake regulator, who has to balance different goals. In our framework, a mediator
coordinates the negotiation process, without the need for agents (including the
mediator) to know all their preferences. This aspect is important, for example,
for transboundary basins, in which information sharing is rarely documented
in the literature [15]. Little willingness to share information can also be found
at smaller scales, in river basins that we consider in our work. In particular,
we define two specific protocols as instances of the general framework, which
are inspired to those introduced in [4,6], respectively. We evaluate these two
protocols both theoretically and empirically (using synthetic but realistic data),
according to their convergence, Pareto optimality, complexity, and experimental
performance.

The main original contributions of this paper are the application of a negoti-
ation framework that does not require agents to know each other’s preferences to
the operations of water resources systems, the study of the Pareto optimality of
the agreements found by the protocols introduced in [4,6], and the demonstra-
tion of the flexibility of the proposed model to account for behaviors observed
in actual regulators of lake basins.

2 Related Work

Most of the world’s largest and disputed transnational river basins, such as
the Nile [8], the Zambezi [25], or the Euphrates-Tigris [2], have been studied
from a centralized perspective, exploring the potential for more efficient water
management policies at a systemwide scale. However, there is growing consensus
that the solutions found by centralized approaches, often assuming both full
knowledge and perfect application of the generated policy by all actors, are
not adequate for real world situations characterized by private knowledge and
individual decision-making [28].

To overcome these limitations, the use of agent-based modeling is recently
expanding in the water resources planning and management literature (for a
review, see [7] and references therein), particularly to study the value of coor-
dination in large-scale systems [15,19]. Usually, agent-based approaches provide
sub-optimal solutions that are nevertheless more acceptable to the stakeholders
than the optimal solutions provided by the centralized approaches [16].

In [27], each agent represents a stakeholder of a shared water resources sys-
tem. A decentralized optimization process is proposed in which each agent opti-
mizes a local cost function that balances the local goals of the agent and the
global goals of the system, according to a behavioral parameter determining the
more individualistic or the more cooperative nature of the agent. The approach
is extended in [16] by casting the problem in the well-known frameworks of Dis-
tributed Constraint Satisfaction Problems (DCSPs) and Distributed Constraint
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Optimization Problems (DCOPs). The results of [16] show that the quality of the
solutions obtained with DCSP/DCOP is between that of the solutions found with
a centralized approach and that of the solutions returned by a completely unco-
ordinated approach in which agents are fully selfish. A further multi-objective
extension that looks for Pareto optimal solutions is presented in [3].

Distributed constraint reasoning, however, does not fully capture the com-
petitive nature of most interactions between stakeholders of water resources
systems. In this sense, modeling these interactions as negotiations appears as an
interesting approach. To the best of our knowledge, [1,24] are the only works
that use negotiation to find optimal policies for shared water resources systems.
In both works, the negotiation protocol employed is that defined in [21], in which
each agent has an individual preference about the policy to be adopted and full
knowledge about the preferences of the other agents. The negotiation proceeds
in rounds, with a fixed maximum number of rounds T known by the agents.
At each round, an agent i is selected with probability βi, calculates a policy pi

using backward induction, and proposes it to the other agents in order to reach
an agreement as soon as possible.

In this paper, we adopt the idea of using negotiation to model the trade-
off between different interests in the decision-making process relative to a lake
basin, by proposing a monotonic concession negotiation approach that, differ-
ently from [1,24], does not require agents to know the preferences of each other
to converge to an agreement.

3 The Case Study

We consider a realistic test case inspired by a real world context, the Lake
Como system, in Northern Italy. Lake Como is a regulated lake, i.e., a formerly
natural lake dammed on the outlet. The lake dam is operated to supply water
downstream mostly for irrigation and to control floods on the lake shores. In
our simplified case study, we consider the same operating objectives of the Lake
Como operator, i.e., flood control and water supply, but a simplified model of
the reservoir (linear shape and outlet) and of the feeding watershed (stationary)
to derive a more tractable model [20].

The lake storage dynamics is described through a mass balance equation on
a daily time step τ :

sτ+1 = sτ + qτ+1 − rτ+1

where sτ and sτ+1 are the volumes of water stored in the reservoir at days τ and
τ + 1, respectively (both expressed in m3); qτ+1 is the net inflow (i.e., including
evaporation and direct precipitation, and expressed in m3/day) flowing into the
lake between τ and τ +1; and rτ+1 is the release between τ and τ +1 (expressed
in m3/day), which is to be controlled.

Assuming the lake as a perfect cylinder (i.e., the lake surface is perfectly
horizontal and the shape is invariant wrt the level), the storage sτ can be related
to the area of the lake S and to the level hτ of the water measured at day τ : sτ =
S · hτ . We call h̄ the flooding threshold above which the shores are inundated.
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In our numerical experiments, we assume conventional values S = 1 × 108 m2

and h̄ = 50 m.
The inflow qτ+1 is stochastically generated from a normal distribution qτ ∼

N(μq, σq) with μq = 40 m3/day and σq = 10 m3/day. These data do not show
the periodicity of real inflow data (e.g., due to seasons) in order to consider the
water requested for irrigation ω̄ (see below) constant at every day. However, our
data realistically trigger the conflicts between floods and water demand that
are observed in real systems and are thus adequate for testing our negotiation
approach. We generate time series of 5, 000 samples (one sample per day) and
divide them in blocks B1, B2, . . . , Bj , . . . of b = 90 days each.

The release rτ+1 depends on the release decision uτ and on the physical
constraints over the actuation (see Fig. 1). The maximum water volume that can
be released, Vmax, depends on the lake storage, i.e., Vmax = sτ . The minimum
release is equal to zero if the lake level is below 100 m. When the lake level
reaches the critical threshold of 100 m, the dam’s spillways are activated so that
the water does not overtop the dam, which may produce structural damages
or even destroy the dam. The minimum release vmin is hence defined as vmin =
max(sτ/S−100, 0). The dam is operated with a feedback control law π() mapping
the lake storage sτ into the release decision uτ , i.e., uτ = π(sτ ). When actuated,
uτ produces rτ+1 according to the above constraints (green region of Fig. 1). As
a control law π(), we consider the piecewise linear function reported in Fig. 1,
known in the water science literature as the Standard Operating Policy [10],
which depends on three parameters: x1, x2, and x3, from which the coordinates
of the relevant points can be calculated:

A =
(
0, 0

)
C =

( ω̄

tan(x1)
+ x2, ω̄

)

B =
( ω̄

tan(x1)
, ω̄

)
D =

(
Smax, tan(x3) · (Smax − x2) + ω̄

)

where ω̄ is the (constant) water request for irrigation and Smax is the maximum
possible level the lake can reach in our synthetic case study, given the linear
discharge function and the other constraints.

Parameters x1, x2, and x3 determine the shape of the release policy and are
traded-off among the conflicting agents via negotiations, which occur every b
days.

We consider the conflicting interests of the lake regulator who operates the
dam as two agents. The city agent represents the communities living on the
lake shores, who are worried about floods that happen when the water level is
above the threshold h̄. The irr agent represents the farmers in the downstream
irrigation districts that need water supply to grow their crops. According to
previous studies [5,9], the cost functions of the city agent J city

Bj
and of the irr

agent J irr
Bj

over a block Bj of b days are formulated as follows:

J city
Bj

=
1
b

∑

τ∈Bj

(max(hτ − h̄, 0)), (1)
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Fig. 1. The control law rule used for the lake operations within the feasible regulation
region (in green). (Color figure online)

J irr
Bj

=
1
b

∑

τ∈Bj

(max(ω̄ − rτ+1, 0))2. (2)

The quadratic formulation of (2) aims to penalize severe deficits in a single
day, which are extremely dangerous for crops, while allowing for more frequent,
small shortages [17]. The cost functions have been identified interacting with the
stakeholders [23].

Different agents have different preferences on the values of the parameters
x1, x2, and x3 of the release policy. While the city agent prefers to maximize the
release at every water level, the irr agent wants the release to satisfy the fixed
demand and to not waste water that can be used in the future. Hence, values of
x1, x2, and x3 are the issues that are negotiated with the protocols illustrated
in the next section. Note that the negotiated issue is the operating policy, not
the water resource.

4 The Negotiation Protocols

In this paper, we consider two negotiation protocols that belong to the family of
monotonic concession protocols [22]. In particular, according to the taxonomy
of [12], they belong to egocentric concession protocols in which each agent makes
new proposals that are worse for itself.

We assume, in general, the presence of n agents that are negotiating over m
variables that can take real values belonging to some domain (in our application,
n = 2 and m = 3). As in [4,6], we suppose the presence of a mediator to reduce
the number of messages that agents exchange and to facilitate coordination.
The negotiation process evolves in steps (rounds). At each step, first, the agents
send their proposals to the mediator and, then, the mediator sends its counter-
proposal (current agreement) to the agents.
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The negotiation process is performed every b days to decide the release policy.
More precisely, at the end of block Bj , the release policy for block Bj+1 is
negotiated. In the following, we consider a generic negotiation, so we omit the
block Bj at which it is performed. The algorithm for an agent i is reported as
Algorithm 1. In the algorithm, Ui is the utility function of agent i1; p0i , pt

i, and
pt+1

i are the proposals of agent i at steps 0, t, and t + 1, respectively; at is the
counter-proposal of mediator at time t; and Fi(pt

i, a
t) is the strategy function

of agent i. The rationale is that agent i makes its best proposal at the first
negotiation step t = 0 and then revises it at later steps to take into account the
proposals of other agents.

Algorithm 1. Agent i

1: Ui ← CalculateMyUtilityFunction()
2: p0

i ← Maximize(Ui)
3: SendToMediator(p0

i )
4: loop
5: at ← WaitForMediatorAnswer()
6: if at.status = agreement found then return at.values
7: else
8: pt+1

i ← Fi(p
t
i, a

t)
9: SendToMediator(pt+1

i )
10: t ← t + 1
11: end if
12: end loop

The algorithm for the mediator is shown as Algorithm 2, where A({pt
1, p

t
2, . . . ,

pt
n}) is the agreement function calculating the current agreement between agents

proposals.

Algorithm 2. Mediator
1: repeat
2: {pt

1, p
t
2, . . . , p

t
n} ← CollectAllProposalsFromAgents()

3: at ← A({pt
1, p

t
2, . . . , p

t
n})

4: SendToAgents(at)
5: until at.status = agreement found

The negotiation process can terminate with an agreement over the values of
the m variables or with a conflict deal, which means that no agreement has been
found. In the following, this general monotonic concession protocol is instantiated
in two specific protocols by specifying how pt

i, at, Fi(), and A() are implemented.
1 Note that the negotiation protocols are presented referring to utility functions Ui for

uniformity with relevant literature, but in our application we consider cost functions
J i

Bj
. The two representations are related by: Ui = 1/J i

Bj
.
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We call set of interest for agent i the set Ii = {x ∈ �m | Ui(x) ≥ 0}
of individually rational options. Namely, Ii represents the portion of the space
of the m variables in which agent i is interested in negotiating (i.e., it does
not receive a negative utility). We call negotiation space the set Ia =

⋂n
i=1 Ii,

which is the portion of the space of the m variables in which all agents are
interested to negotiate. Any final agreement must belong to Ia. If Ia = ∅, then
no agreement can be found. However, unless agents explicitly communicate their
sets of interests Ii, there is in general no way for the mediator to discover a priori
that a negotiation will end with the conflict deal. In general, we assume that the
agents are self-interested, but have a cooperative and truthful attitude in order to
reach an agreement. Agents can thus implement their private strategy functions
Fi(). The protocol would still work without the mediator: all agents broadcast
proposals and calculate the current agreement and the new proposals.

4.1 Point-Based Protocol

The first protocol is called point-based and has been originally presented in [4].
A variant of the protocol that is able to find approximate Pareto optimal agree-
ments has been proposed in [14]. The point-based protocol is obtained from the
general monotonic concession protocol described above by considering proposals
as vectors of m elements:

pt
i = [x1, x2, . . . , xm] ∈ �m

with the meaning that pt
i contains the values that agent i would like to assign

to the m variables at step t (in our application, a proposal is the release policy
that agent i would like to adopt for the next block).

The strategy function of agent i is:

pt+1
i = Fi(pt

i, a
t) = pt

i + αi · (at − pt
i) (3)

where αi ∈ (0, 1] is called concession coefficient and represents the rigidity of
agent i to move toward the counter-proposal received from the mediator (αi → 0
means that agent i is rigid, αi → 1 means that it is concessive).

The agreement function A({pt
1, p

t
2, . . . , p

t
n}) averages the proposals pt

i of the
n agents:

at.values =
∑n

i=1 pt
i

n
(4)

and, in a way, expresses the aggregated preferences of all agents. When, at some
t, all pt

i are equal to the same value p̄, then the final agreement is reached, and
the negotiation process ends. In this case, at.status = agreement found and
at.values = p̄.

Under conditions satisfied by (3) and basically related to the fact that all
αi �= 0, the point-based protocol is guaranteed to eventually converge to an
agreement by Theorem 5.9 of [4].
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About optimality, namely the ability of the point-based protocol to always
end with a Pareto-optimal agreement2, no general guarantee is provided in [4,14].
However, in our application, to guarantee their efficiency at the systemwide scale,
it is important to ensure that the final agreements are Pareto optimal. We thus
study this issue in more detail. We first note that the strategy function (3) of
an agent i returns incremental variations of the initial optimal proposal p0i and
that the entity of these variations depends on the sequence of agreements at

and, in a intertwined way, on the sequence of proposals of the other agents. As a
consequence, an agent i has no “control” on the value of its utility function Ui at
the final agreement. If we consider the single variable case, m = 1, it is possible to
find examples in which a Pareto optimal agreement is not reached. For instance,
consider the case of n = 2 agents with the utility functions3 reported in Fig. 2,
with I1 = I2 = [0, 3]. The final agreement p̄ to which the protocol converges
is not Pareto optimal, because there are other solutions more convenient for
both agents (e.g., x = 0.5). A sufficient condition for having a Pareto optimal
agreement in the single variable case follows (proof is trivial and not reported).

Proposition 1. A point-based negotiation with m = 1 is guaranteed to converge
to a Pareto optimal agreement if Ia is limited and, for each agent i, Ui has at
most one local maximum.

Utility functions of Fig. 2 clearly do not satisfy the above condition and so
Pareto optimality of the final agreement is not guaranteed (and, as we have seen,
the final agreement is actually not Pareto optimal). This is related to the fact
that, in the point-based protocol, the concession is actually on issues values and
it is a monotonic egocentric concession [12] on utility values if the conditions of
Proposition 1 hold.

When considering the general case of more variables, conditions of Propo-
sition 1 are not enough to guarantee that a Pareto optimal agreement will be
reached. For example, consider Fig. 3 that refers to m = 2 and n = 2 and
in which, although the utility functions of the agents are monotonic in both
variables, the final agreement p̄ is not Pareto optimal, since the point D (for
example) dominates it. The reason is that agents negotiate not over the entire
Ia, but only along the line connecting their initial offers p01 and p02 (because of
the linearity of (3) and of (4)). More in general, with m > 2 variables, the pro-
posals of the agents are confined in a sub-region κ of Ia, that is defined by the
initial proposals p0i of the agents. When, as in the case of Fig. 3, Pareto optimal
agreements are outside κ, then the point-based protocol cannot reach them.

Let now analyze the complexity of the point-based protocol. In our appli-
cation, utility functions of the agents are not calculated analytically, but are
stored in tabular form (because values are obtained via simulation, see Sect. 5).

2 An agreement x ∈ �m is Pareto optimal if it is not dominated by any other x′ ∈ �m;
where x′ dominates x when, for all i, Ui(x

′) ≥ Ui(x) and, for at least a ī, Uī(x
′) >

Uī(x).
3 All the utilities functions reported in this section are not related to our application,

but have been built manually for illustration purposes.
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Fig. 2. Point-based negotiation with m = 1 and n = 2.

Continuous domains of the variables are thus discretized in finite domains. Since
different domains are discretized with different granularities, let call G the num-
ber of elements in the largest discrete domain. Then, the space complexity of the
point-based protocol is O(Gm) for a generic agent i (to store its utility function)
and O(n × m) for the mediator (to store all the proposals received at a step).
The temporal complexity of the point-based protocol for a generic agent i is
O(Zi +T ), due to the optimization of the utility function (performed only once,
in O(Zi), Maximize(Ui) of Algorithm 1) and, for each one of the T iterations of
the negotiation, to the constant-time update of the proposal (3). The mediator
has only to calculate the current agreement (4), that can be done in O(n).

4.2 Set-Based Protocol

The second protocol is called set-based and has been originally introduced in [6]
(but, to the best of our knowledge, never applied to any practical setting). Let
call Pi(Γ t

i ) = {x ∈ Ii | Ui(x) ≥ Γ t
i } the set of proposals that agent i accepts

given an acceptability threshold Γ t
i . Namely, Pi(Γ t

i ) contains all the combinations
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Fig. 3. Point-based negotiation with m = 2 and n = 2.

of values for the m variables that give agent i an utility that is at least Γ t
i . The

set-based protocol is an instance of the general monotonic concession protocol
illustrated above in which the proposals are:

pt
i = Pi(Γ t

i )

namely agent i, at each step t of the negotiation, proposes the set of all the
combinations of values for the m variables that it can accept (in our application,
a proposal is the set of release policies that agent i can adopt for the next block).
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The strategy function of agent i is based on updating the acceptability thresh-
old Γ t

i in order to concede, namely in order to have Γ t+1
i < Γ t

i . A possible update
rule is:

Γ t+1
i = Γ t

i − ci (5)

where ci > 0 is called concession step. For values of ci close to 0, agent i is
rigid in conceding, while, for larger values of ci, agent i is more cooperative and
willing to concede.

The agreement function A({pt
1, p

t
2, . . . , p

t
n}) used by the mediator is:

at.values =
n⋂

i=1

pt
i =

n⋂

i=1

Pi(Γ t
i ) = At

If, at some step t, At �= ∅, then an agreement is found. Namely, at least a
combination of values for the m variables that is currently acceptable by all
agents is found. In this case, the agreement at sent to the agents has at.status =
agreement found and at.values = an element of At.

Figure 4 shows an example of a negotiation with the set-based protocol
between two agents on a single variable. The graphs show the evolution of the
acceptability thresholds and the corresponding evolution of the proposals of the
agents, represented as intervals. The black interval at the bottom is the non-
empty set At=4.

Considering the strategy functions of the agents, it is easy to show the fol-
lowing property.

Proposition 2. Given a set-based negotiation, an agent i, and two steps t and
t′ such that t′ > t, then Γ t′

i < Γ t
i and Pi(Γ t′

i ) ⊇ Pi(Γ t
i ).

The above property highlights the egocentric concessions made by agent i over
steps. The rate at which the set Pi(Γ t

i ) grows depends on the concession step ci.
The convergence of a set-based negotiation defined as above to a final agreement
is thus guaranteed, provided that Ii are limited for all agents i and Ia �= ∅ (as also
stated in Proposition 1 of [6]). Note that the termination without an agreement
can be detected by the mediator if we allow agents to communicate when their
proposals Pi(Γ t

i ) are equal to Ii (i.e., when they cannot offer any more). If, at
some step t, the mediator discovers that At = ∅ and that, for at least two agents,
Pi(Γ t

i ) = Ii, then there is no solution and the negotiation ends with the conflict
deal.

To investigate the Pareto optimality of the set-based protocol (which is not
studied in [6]), it is convenient to consider first the case in which all ci are infin-
itesimal positive quantities. Assuming no degenerate cases in which the utility
functions have horizontal portions, at the first step t at which it is non-empty,
At contains a single agreement that is Pareto optimal. Indeed, if an agreement
dominating that in At existed, it would have been found in a previous step. In
the general case of finite ci > 0, we can guarantee that at least an agreement in
At �= ∅ is Pareto optimal and state a related bound.
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Proposition 3. Given a set-based negotiation, if, at some step t, At �= ∅, then
At contains at least a Pareto optimal agreement.

Proposition 4. Given a set-based negotiation and the first step t at which At �=
∅, call x∗ a Pareto optimal agreement in At, then, considering any agreement
x ∈ At, |Ui(x∗) − Ui(x)| ≤ ci, for all agents i.

(Proofs are not reported, but are straightforward.) Thus, differently from the
point-based protocol, the set-based protocol is always able to find a set of agree-
ments At containing at least a Pareto optimal agreement, with the guarantee
that any agreement in At differs from a Pareto optimal agreement for no more
than ci.

Given that At can contain multiple agreements, there is the problem to select
one of them. We resort to selecting the Nash bargaining solution that maximizes
the product of agents’ utilities: x̄ = argmaxx∈At

(∏
i Ui(x)

)
. In this case, the

selected agreement is guaranteed to be Pareto optimal [13].
The space complexity of the set-based protocol is O(Gm) for an agent i, as

in the case of the point-based protocol. For the mediator, instead, the space
complexity now becomes O(n × Gm) since, in the worst case, it has to store
the entire utility functions of all the agents. According to Proposition 2, the
amount of memory the mediator requires to store the proposals of the agents is
not decreasing over the negotiation steps. The temporal complexity for agent i is
O(Zi+T ×Gm) and involves the initial optimization (O(Zi)) and the determina-
tion of the new proposal, which is performed in O(Gm) with a naive algorithm.
The duration T of the negotiation depends on the concession steps ci. The time
complexity for the mediator is related to finding common elements in the propos-
als pt

i, namely O(n×G2) (using a naive algorithm). Thus, the set-based protocol
has higher space and time (worst case) complexity than the point-based protocol.

5 Simulations

We have implemented the two protocols described in the previous section in
Matlab. Values for qτ generated as illustrated in Sect. 3 are called the basic
inflow data.

For the negotiation relative to block Bj+1, the cost function J i
Bj

(x1, x2, x3)
of each agent i ∈ {city, irr} is calculated (see CalculateMyUtilityFunction()
of Algorithm 1) by considering all the combinations of values of x1, x2, and
x3 (whose domains and discretization steps are reported in Table 1) and, for
each combination, by evaluating (1) and (2) over block Bj . This approach is
appropriate with our stochastically generated data because they are stationary.
(Removing the stationarity assumption, in principle, there could be a different
operating policy (with a different shape) per each day, dramatically increasing
the number of variables over which the agents negotiate, but without changing
the nature of the negotiation problem.) If real inflow data are considered, then
periodic patterns (like seasons) should be taken into account too. For example, if
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Fig. 5. Actual costs incurred by the agents. (Color figure online)

blocks correspond to seasons and block Bj+1 spans over summer days, functions
J i

Bj+1
for block Bj+1 should be calculated considering last summer block Bj−3

and not Bj .

Table 1. Domains, discretization steps, and initial values for the three variables.

x1 x2 x3

Domain [0, π/4] [0, 100] [0, π/2]

Discretization steps 0.05 5 0.07

Initial value 0.6 5 0.6

Experiments confirm that a Pareto optimal agreement is not reached in many
cases when using the point-based protocol. This does not happen when using the
set-based protocol, in accordance with the theoretical analysis of the previous
section. Figure 5 shows the actual costs (1) and (2), incurred by the two agents
for the policies corresponding to the agreements found over all the blocks with
the point-based (green) and the set-based (orange) protocols. Agreements rela-
tive to the same block are connected with a line segment that is orange if the
policy found by the set-based protocol dominates that found by the point-based
protocol, green if the opposite happens, and grey if the two policies are not
dominated. Beyond the theoretical result for which the policies for block Bj+1

found by the set-based protocol are Pareto optimal when applied to block Bj

(remember that cost functions J i
Bj+1

are calculated on Bj), the figure shows
also that these policies almost always dominate those found by the point-based
protocol when actually applied to (unseen data of) block Bj+1.

Given its ability to find Pareto optimal agreements, in the following we focus
only on the set-based protocol. In particular, we use it for investigating how the
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Fig. 6. Values of the variables at the final agreements reached by the set-based nego-
tiation.

results of the negotiation, and the corresponding release policy, can be altered
in response to dynamic changes in asset thresholds [18]. It has been observed
that, after having experienced a flood, a regulator tends to favor the city agent
over the irr agent and that, after a shortage of water for irrigation, the regulator
tends to do the opposite. This behavior can be naturally captured in our model
by considering the values of concession steps ccity and cirr connected to the
previous performance of city and irr agents, respectively (namely by looking at
the history for deciding the degree of concession). We calculate the concession
step as: ci = αi · Pi

base, where αi ∈ (0, 1] is the concession coefficient of (3) and
Pi

base is:
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Fig. 7. Actual costs of the agents with set-based negotiation for the basic inflow.

Pi
base =

max(J i
Bj

) − min(J i
Bj

)

C
where C is fixed and represents the maximum number of updates (5) (con-
sequently, C influences the maximum number of proposals and the maximum
number of steps of the negotiation). Pi

base normalizes the concessions to the
ranges of the cost functions of the agents, which are in general different. We call
satisfaction of agent i in block Bj the value:

γi
Bj

=

⎧
⎪⎨

⎪⎩

J i
rif − J i

Bj

∗

J i
rif − min(J i

Bj
)

if J i
Bj

∗
< J i

rif

0 otherwise
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that measures how far is the cost J i
Bj

∗ actually experienced by agent i in block
Bj (using the negotiated policy) from the worst cost J i

rif experienced by agent
i over blocks B0, B1, . . . , Bj . This difference is normalized over the best possible
cost min(J i

Bj
) obtainable with the optimal policy on block Bj (that corresponds

to the first proposal of agent i in the negotiation for deciding the policy of block
Bj+1). Values of γi

Bj
close to 0 mean that agent i is unsatisfied, while values

close to 1 mean that agent i is satisfied.
To relate αi to γi

Bj
, we consider two approaches.

– Markovian. The value of αi in negotiating the policy for block Bj+1 depends
only on the satisfaction of agent i in the last block: αi = γi

Bj
+ ε (the small

positive quantity ε is added to avoid to have αi = 0, which can prevent con-
vergence).

– Autoregressive. The value of αi in negotiating the policy for block Bj+1

depends on the satisfaction of agent i in the last z blocks:

αi =
w1γ

i
Bj

+ w2γ
i
Bj−1

+ · · · + wzγ
i
Bj−(z−1)∑z

k=1 wk
+ ε

with w1 > w2 > . . . > wz. In our experiments, z = 4 and w1 = 1, w2 = 0.6,
w3 = 0.4, and w4 = 0.2.

Figure 6 shows the values for x1, x2, and x3, as resulting from the set-based
negotiations with the basic inflow data, using the Markovian and the autoregres-
sive updates. The autoregressive approach is more “stable” in assigning values,
especially for x1 and, partially, for x3, leading to more “stable” release policies
that are clearly preferred from an applicative point of view. For the above rea-
son, in the following we consider only the autoregressive approach to calculate
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Fig. 9. Actual costs of the agents with set-based negotiation for a decreasing average
inflow.

ci. Figure 7 reports the cost functions of the city and irr agents compared with
those relative to a non-regulated policy (in which the water is free to flow out
of the lake, line Vmax of Fig. 1). As expected, with respect to the non-regulated
policy, costs are smaller for the irrigation district with an increase in the costs for
the inhabitants of the city. This is the result of the trade-off between conflicting
objectives reached via negotiation.

We now study how our model behaves under different inflow data streams.
We consider the case of a decreasing average inflow data stream, which repre-
sents a frequent situation due to climate change. Values for qτ are generated
as in Sect. 3, but with μq = 40 − (τ/250) m3/day, where τ = 0 is the first



Using Multiagent Negotiation to Model Water Resources Systems 69

day τ
0 1000 2000 3000 4000

s τ

0

20

40

60

80

regulated policy
non-regulated policy
trend

Fig. 10. Evolution of the volume of water stored in the lake sτ with set-based negoti-
ation for a decreasing average inflow.

day of the simulation. In this case, the regulator should prevent water shortages
that become more and more severe as the simulation goes on. Figure 8 shows
the release functions (policies) that are found by negotiation. It is evident how,
after the first 10 blocks, the regulator tends to adopt protectionist policies and
to limit the release (curves are moving down as they change from blue, corre-
sponding to B1, to green, corresponding to B54) in the attempt to save the water
resource. Figure 9 shows that the costs for the city agent decrease and, corre-
spondingly, its satisfaction and concession coefficients increase, while for the irr
agent the opposite trends are observed. However, the cost for the irr agent is less
than that relative to the non-regulated policy. Figure 10 reports the evolution of
the volume of water in the lake sτ over the 5, 000 days of the simulation with
decreasing average inflow data, showing that the regulation policy provided by
our negotiation better exploits the possibility of storing water in the reservoir
to ensure availability to irrigation districts when compared to the non-regulated
policy. Similar qualitatively sound results have been obtained also for increasing
and sinusoidal average μq and for decreasing, increasing, and sinusoidal stan-
dard deviation σq of the inflow data (results are not reported here due to space
constraints).

Finally, we present some results on the computing effort of the negotiation
protocols. Figure 11 displays the time required by negotiations (including the
initial optimization of cost functions) for different precisions (precision 3× cor-
responds to the discretization steps reported in Table 1 and, for example, preci-
sion 6× corresponds to the same discretization steps divided by 2). The number
of variables m has a larger impact than the precision on the time complexity
of the negotiations, confirming that the time complexity is related to O(Gm)
(see Sect. 4). As expected, the point-based protocol is less demanding than the
set-based protocol.
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6 Conclusions

In this paper, we have proposed to use a monotonic concession negotiation app-
roach to model the interaction between agents representing different stakehold-
ers of water resources systems. Differently from previous negotiation approaches
to water resources systems operations, our mediator-based proposal does not
require that agents know each other’s preferences. We have defined two specific
protocols as instances of the general negotiation framework, in which proposals
are single policies and sets of policies, respectively. We have assessed the conver-
gence and Pareto optimality properties of the two protocols and we have tested
them experimentally with simulated realistic data and shown that they are able
to capture some behaviors observed in the actual regulation of lake basins. In
particular, the application of the set-based protocol to a real case study has been
found to be promising.

Future work includes the application of our approach to real data relative to
Lake Como. Moreover, compact ways to represent cost functions and to express
proposals for the set-based protocol (for example inspired to those used in coali-
tional games [11]) could be investigated. Also other properties of the two pro-
tocols could be studied, like the distance between agreements and the initial
proposals of the agents. More generally, use of agent-based approaches for water
resources systems will be further explored.
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Abstract. The Churchillian quote “Never, in the field of human conflict,
was so much owed by so many to so few” [3], encapsulates perfectly the
heroics of Royal Air Force (RAF) Fighter Command (FC) during the
Battle of Britain. Despite the undoubted heroics, questions remain about
how FC employed the ‘so few’. In particular, the question as to whether
FC should have employed the ‘Big Wing’ tactics, as per 12 Group, or
implement the smaller wings as per 11 Group, remains a source of much
debate. In this paper, I create an agent based model (ABM) simulation
of the Battle of Britain, which provides valuable insight into the key
components that influenced the loss rates of both sides. It provides mixed
support for the tactics employed by 11 Group, as the model identified
numerous variables that impacted the success or otherwise of the British.

1 Introduction

1.1 The Battle of Britain

The air war that raged over Britain between the 10th of July and 31st of October
1940 is colloquially known as the Battle of Britain. The battle’s significance
comes from the fact that not only did the Germans fail to achieve either of their
objectives, but it is seen as the first major campaign to be fought entirely by air
forces [2]. The initial phase of the battle revolved around the German’s attempt
to gain air superiority prior to their planned invasion of England – Operation Sea
Lion. After September 6th, the Germans shifted to bombing civilian targets, a
period that has become known as the ‘Blitz’, as they attempted to force Britain
into surrender.

At the commencement of the battle, the RAF was at a numerical disadvan-
tage having only 754 front line fighters spread across the entire country to com-
bat the combined Luftwaffe force of 2,288 (1,029 fighters and 1,259 bombers) [2].
Despite this numerical disadvantage, the RAF managed to match or exceed the
daily sortie rate of the Luftwaffe [5], achieved with some pilots flying up to four
sorties a day. The cost of the battle was high for both sides, with FC losing
over 1,000 aircraft and 544 of the approximate 3,000 aircrew that participated.
Luftwaffe losses totaled nearly 1,900 aircraft and more than 2,600 of their airmen
killed [2].
c© Springer International Publishing AG 2016
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Prior to World War II (WWII) the RAF developed its fighter defense strat-
egy in line with the principles of concentration [7], which stemmed from the
Lanchester equation [6] of aimed fire. When it came time to defend Britain,
there were two implementations of the FC doctrine. Air Vice Marshall Keith
Park, who controlled 11 Group, the Group which bore the brunt of the action in
the Battle of Britain, tended to send single or pairs of squadrons (12 aircraft per
squadron) to intercept the enemy. This allowed Park to confront the enemy while
denying the Luftwaffe a major engagement. Air Vice Marshall Leigh-Mallory who
controlled 12 Group, which was typically held in reserve, preferred to form a ‘Big
Wing’ of 5 or more squadrons before engaging [7]. The main issue with this tac-
tic was the time it took to arrange the ‘Big Wing’, which in turn limited the
time the wing had to search for the enemy, and ultimately engage it. Another
negative of the tactic for the RAF was that a larger formation was what the
Luftwaffe was seeking, as it improved its chances of inflicting greater losses [5].

1.2 The Lanchester Model

The advent of air warfare during the First World War (WWI) necessitated a
rethink of existing military doctrine. One such attempt was provided in [6],
where Lanchester developed a mathematical model addressing the implications
of various combat scenarios, including directed fire. Equation 1 illustrates the
general form of the model, where a force’s loss rate

(
dB
dt or dG

dt

)
is dependent on

g(b), the kill rate/effectiveness of the opposition, the strengthen of the opposition
as given by G(B), raised to a particular power g1(b2), and the strengthen of your
force B(G), raised to a particular power b1(g2)1.

dB

dt
= −gGg1Bb1,

dG

dt
= −bBb2Gg2. (1)

One particular form of the model is the aimed fire model, where g1 = b2 = 1
and b1 = g2 = 0. These values allow Eq. 1 to be simplified and after setting the
conditions by which both forces suffer the same proportional losses

(
dB
dt

)
/B =

(
dG
dt

)
/G, the following equation is derived:

gG2 = bB2. (2)

The importance of Eq. 2 is that when forces are using aimed fire; their fight-
ing strength becomes proportional to a weapon’s effectiveness multiplied by the
square of the number of weapons employed. The implication being, the concen-
tration of force becomes a vital consideration in military strategy [5].

An analysis of the Battle of Britain utilizing the Lanchester model was under-
taken by [5] in an attempt to understand whether the ‘Big Wing’ approach was
the correct approach. The conclusion of [5] was that the model was right about
British losses, a large German force meant greater losses, but not about Ger-
man losses. Therefore, the ‘Big Wing’ appeared to fail as massed battles weakly
favored the Germans [5].
1 [5] make the point that the g1, b1, g2 and b2 have no justification and are used solely

to facilitate modeling.
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1.3 Agent Based Models

The evidence provided by [5] in support of the strategy employed by Park and 11
Group came from fitting the actual daily data from the Battle of Britain to the
Lanchester model via regression analysis. While this provided insight in terms
of the relevance of the Lanchester model, the results do not provide insight into
the dynamics that produced the result. In particular, there is no insight into how
Park achieved the ‘defender’s advantage’. A source of this problem, as [5] points
out, is that “the Lanchester models are spatially and temporally homogenous,
allowing for no variation in unit type, terrain or tactics, command or control,
skill or doctrine”. These assumptions appear inconsistent with modern warfare,
which is ultimately dynamic and heterogeneous.

The approach utilized by [5] saw the force size estimated by the number of
sorties flown by each side on a particular day. [5] indicates that ideally the data
would be per raid. However, this was not possible due to the lack of records2.
While the data shows the proportional loss rate of both sides, importantly it
does not convene the loss rate per battle contact, as many sorties did not engage
the enemy for a variety of reasons. Therefore, the true performance of the RAF
against the Luftwaffe is lost.

An alternate approach is to implement an ABM that is capable of creating
a virtual Battle of Britain. The model can be designed to explore the various
tactics, and in particular whether the tactics of Park were indeed more effective
than those of Leigh-Mallory. Agent-based models (ABMs) allow for the interac-
tion of individual agents (aircraft/pilots in the proposed model), who undertake
actions based on the context of their environment using basic rules. [4] success-
fully demonstrated the ability of an ABM to analyze air combat by creating a
model of the Falklands War air battle. The model produced results consistent
with what was observed in the conflict and tested various scenarios by varying
the capabilities of both the U.K. and Argentinean forces.

For this paper certain abstractions were made to ensure that the research
questions could be addressed in a timely manner. To achieve this, agents perform
simplified actions that are supportable by fact or theory. The justification for
the abstractions is that the aim of the model was to better understand the
consequences of changing the number of squadrons per wing while removing
noise from other factors. While this approach may not be fully authentic, it is
more realistic than the Lanchester model and further iterations of the model can
enhance the level of authenticity.

The level of abstraction means the model is not a one for one simulation,
with a tick accounting for approximately 30 s. Determining the actions of each
plane within a 30 s window is all but impossible, hence the simplifications and
assumptions. Other abstractions include the weather having no impact, there

2 While [5] were able to provide supporting evidence that binning data by day rather
than raid did not invalidate the approach, this author feels an alternative approach
is warranted.
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being a 100 % chance of the RAF making contact with an incoming raid3, and the
dogfight algorithm being simplified with concepts such as the role of a wingman
removed.

The level of abstraction and available data did present a problem in terms
of calibrating the model. Using the data from [5], the Luftwaffe and RAF losses
and the number of sorties for each day are known. However, the actual loss rates
per combat interactions are not known, which is what the model is actually
simulating. An alternate approach was to review the diaries of the individual
RAF squadrons. However, these tended to overstate the success rate of the pilots.

2 Model Design

2.1 RAF Forces

The objective of the implemented model was to have two forces; the RAF and
the Luftwaffe, engage in an aerial battle over the English Channel, with the
RAF fighters defending and trying to disrupt the incoming Luftwaffe attack.
The various variables and agents associated with the RAF are summarized in
Table 1. To allow altitude to be a consideration, the model was implemented in
the 3D version of Netlogo [11].

2.2 German Forces

Table 2 summarizes the variables and agents associated with the Luftwaffe.

2.3 Model Functionality

The model’s objective, and therefore its functionality, is centered around being
able to answer the question of how the RAF could best arrange their forces
to maximize the damage to the Luftwaffe, while minimizing their own damage.
Therefore, at a high level the model must account for a defending force finding
and then engaging the enemy, plus an offensive force that moves towards their
assigned targets, that also has the ability to defend itself. In addition, the out-
put of the model needs to provide key insights into the dynamics involved in
producing the results in a more meaningful manner than the Lanchester model.

The RAF fighters’ role was to intercept the incoming Luftwaffe wave(s) and
destroy as many aircraft as possible, while avoiding being shot down, before
returning to base. Figure 1 provides a flow chart of how the behavior of the RAF
fighters was designed to meet this requirement along with other considerations
of air combat.

3 In reality, this was not the case, as some RAF sorties were patrols that did not make
contact with the enemy or were scrambled to meet a raid but failed to make contact.
However, given the intent was to analyze actual combat performance the decision
was made to ensure contact was made between the two forces.
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Table 1. RAF variables and agents.

Variable Purpose

Variables

number of wings

(wings)

The user selects the number of wings, between 1 and 5, that
the FC scrambles. Each wing is assigned to a rally point
and then has the fighters of a squadron(s) deployed to it. As
per RAF standards, a squadron consists of 12 aircraft.

squadrons per

wing (sPW)

The user decides how many squadrons are assigned to each
wing, as determined above. The option is again between 1
and 5. Therefore, the user can test Leigh-Mallory’s single
‘Big Wing’ (5 squadrons per wing, which means scrambling
60 fighters) compared to Park’s smaller multiple wings (1–2
squadrons per wing or 12–24 fighters per wing).

number of home

bases

The user sets the number of home bases that the FC forces are
spread across. This allows the model to test for the
implications of forming a large wing with fighters from
multiple bases. This was a key consideration of the ‘Big
Wing’ approach [10]. In the actual battle, 11 Group had 27
squadrons who had access to 25 airfields, while 12 Group
had 15 squadrons spread across 12 bases [2].

Agents

Rally points When initializing the RAF force, rally points are created first
being spread evenly across the y axis (longitude) while
having the same x (latitude) and z coordinates (altitude).
These settings are independent from the coordinates of the
incoming raid. As part of their initialization, RAF fighters
are “hatched” by their rally point and allocated to a home
base. Fighters form up at their rally point coordinates via
the scramble routine. Rally points act as radar stations and
direct their aircraft towards the enemy via the search
routine, which covers 40 patches in a 360-degree arc.

Home bases Home bases are spread evenly across the y axis within the
British mainland. RAF fighters are assigned to a home
base(s) nearest to their rally point. All fighters start a
simulation at their home base.

Hurricanes The RAF has two classes of fighters. Hurricanes attack
incoming bombers while Spitfires attack enemy fighters.
This is consistent with the tactics of 11 Group [5]. Two key
variables the fighters own are status and evading? The
combination of these two determines the actions of a fighter.
evading? has the value of true or false, while status can
take the following values: scramble, formation, engaged,
searching, homebound or shot down.

Spitfires Spitfires pursue enemy fighters. Note in this version of the
model the different performance characteristics of the two
fighters was not included



78 M. Oldham

Table 2. Luftwaffe variables and agents.

Variable Purpose

Variables

ratio to RAF

(r2RAF)

The size of the Luftwaffe force is set as a ratio to the RAF
force that has been scrambled to meet the incoming raid. In
reality, the reverse would be true, but it ultimately makes
no difference to the model. The ratio varied greatly
throughout the battle as both sides altered tactics [1].

ration fighters

bombers

(rationGFGB)

The composition of a raid can be varied by the ratio of enemy
fighters to enemy bombers. During the battle this ratio
ranged from 3 fighters per bomber up to 5 [1].

number of waves

(waves)

Sets the number of waves that the Luftwaffe is sending during
a particular raid. [2] provides support for this value ranging
between 1 and 3.

number of

targets

(targets)

This sets the number of targets that the Luftwaffe pursue. The
combination of targets and waves influences how compact
or otherwise the raid is.

Agents

Targets Targets are initialized with randomly created x and y
coordinates within Britain. The coordinates are then
assigned to the Luftwaffe force who track towards their
allocated target.

Waves The initial class created for the Luftwaffe is a wave. Based on
waves, their coordinates are set evenly along the y axis.
Next aircraft are created for each of the waves. The number
per wave is based firstly on the ratio of the Luftwaffe forces
to the RAF (r2RAF), and then the number of waves. The
aircraft’s x and y coordinates are spread out in a formation
around their wave’s coordinates, while the fighters have a
higher altitude (z coordinate) than the bombers.

Bombers The bomber class has the role of tracking to their target and
once they reach it, dropping their bombs before returning
home. The number of bomb hits is recorded in an attempt
to judge the success of a raid. Bombers are also capable of
defending themselves against the fighters. Bombers do not
own the evading? variable and have formation, homebound
or shotdown as their possible status settings.

Fighters The fighter’s role is to defend the bombers. Each fighter has a
tolerance variable and when the number of RAF fighters
within a 3-patch radius exceeds their tolerance, they will
break off and attack the RAF. The Luftwaffe fighters have
the evading? variable. Their status includes formation,
engaged, shotdown and homebound
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Fig. 1. Flow chart for the RAF fighters.

The Luftwaffe fighters’ primary role was to escort and defend their bombers.
As mentioned above, the fighters would remain in formation until the number of
RAF fighters around them exceeded their tolerance, at which point they would
break off and attack the RAF. The Luftwaffe bombers’ key objective was to find
their target, drop their bombs and then return home. An abbreviated illustration
of how the Luftwaffe fighters’ operated is provided in Fig. 2.4

The behavior of the agents is controlled by a combination of their status
and evading? Variables. With the two forces having different objectives and

4 Given the simplicity of the bombers role, it was felt a flow chart was unnecessary.
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Fig. 2. Flow chart for the Luftwaffe fighters.

procedures they require different set of statuses. The RAF fighters maintain
more possibilities because they are required to scramble, form their wing, find the
enemy and engage. In contrast, the Luftwaffe fighters are already airborne and
only need to find the enemy, before engaging. The requirements for the bombers
are simpler again; as they head towards their target and defend themselves when
attacked but do not change course. The agent sets do have some similar statuses,
such as; shotdown and homebound. They also have some similar procedures, such
as; checking whether they are being attacked and whether they have enough fuel
to return home.
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A high level flow of the model and therefore a description of Figs. 1 and 2 is;

– Both sides are initialized as per the user settings (see Sects. 2.2 and 2.3),
– At each step each plane will check their fuel and damage. Their status is

updated to homebound and they will head home if their fuel levels are just
sufficient to get them home or their damage level is over 0.5. The model
reduces the fuel for the agents by 1 unit at each tick. The agents also check
that their status is not shotdown. If they are shot down they perform the
crash procedure,

– At each tick fighters also check they do not have an enemy plane on their tail
via their check procedure. If they do, the evading? variable is set to true
and their opponent is set to ‘nobody’. If a plane is required to evade it will
implement one of 5 strategies to move away from their threat. A plane cannot
attack while they are evading the enemy. This procedure is consistent with
the standard air battle tactic of breaking off an attack if you are in immediate
danger of being shot down,

– Through the rally procedure the RAF scrambles their forces with the fighters
climbing towards their assigned wing’s rally point. All fighters have the status
of scramble at this point and cannot engage the enemy,

– Once all the RAF fighters have reached their assigned rally point, the fighters
have their status updated to formation and the wing is directed towards the
incoming enemy wave(s) by their rally point and they are now able to attack.
Rally points become aware of the exact coordinates of the incoming wave via
their search routine which covers an area of 40 patches in a 360-degree arc,

– Once the rally point confirms the raid, through its search procedure, it will
assign an enemy opponent to each of their fighters. The status of the fighters
is updated to engaged.

– Meanwhile the Luftwaffe fighters have the status formation. At this point
their e fformation procedure has them moving towards the allocated targets
of their bombers, while also being on the “look out” for the RAF. If they
spot the RAF and the number of RAF fighters within a 3-patch radius is
greater than their tolerance, their status is updated to engaged. However,
if the RAF is above them they will take evasive action, through the escape
procedure, before pressing an attack on the enemy. This is true of all offensive
actions for both fighter forces and is an example of how the model utilizes
basic air combat procedure,

– Once a fighter’s status is updated to engaged their dogfight procedure is
called with the sequence of an attack being; the attacking plane will set their
heading and pitch to intercept their assigned opponent. This will either be
a head on attack or the fighter will chase down their opponent from behind.
When the attacker is close enough, within a 1 patch radius and within a 10-
degree cone of sight, they will fire upon their opponent. The damage inflicted
upon the opponent in the attack is a random float up to the value of 0.9. If a
plane sustains damage above their survival level (.9) their status is updated
to shotdown. The amount of damage inflicted per attack was determined
by calibrating the model such that a representative battle of 24 RAF aircraft
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against 36 Luftwaffe aircraft recorded a similar loss ratio as an actual battle,
which was around 5–10 %,

– After an attack, the attacking fighter’s status is changed. The RAF fighters
are changed to searching while the Luftwaffe fighters change to formation,
a status that ensures that the Luftwaffe is searching for the RAF. There are
some minor differences in the search routines for the two fighter forces. While
the RAF fighters check themselves for enemy fighters within 4 patches, if they
cannot find any, they ask their rally point whether they are tracking any
enemy planes, remembering the rally point has a broader search arc. If the
rally point is tracking enemy targets, then it provides the coordinates of an
enemy aircraft to their fighter, otherwise the battle is considered over and the
RAF returns home via the homebound procedure. This process is consistent
with the RAF having the advantage of radar to assist in finding the enemy.
In contrast, the Luftwaffe fighters are solely responsible for finding their own
target and will return home after reaching the target, unless have sustained
damaged or are running low on fuel,

– Enemy bombers continue towards their target with a number of fighters
remaining in support. Bombers are able to protect themselves at each tick
through their defend procedure. In this procedure a bomber selects any two
fighters within a one-patch radius and fires upon them. To reflect the lower
probability of hitting a fighter the damage inflicted is a random float up to
.05, and

– When bombers reach their target they “unload” their bombs and return home.
It should be noted that this step is simply a checkpoint with no consideration
given to the amount of bombs that hit the target in this iteration of the model.

As detailed above, to achieve the objectives of the research question there was
a certain amount of abstraction undertaken. However, while the actual move-
ments of the aircraft might not match the exact characteristic of an air battle,
the actions are supportable given the objectives of the agents and basic air battle
tactics. There will always be the need for some abstraction in an ABM; otherwise
you have you have moved beyond an ABM into an engineering model.

Verification of the model’s behavior was undertaken by performing parameter
sweeps on extreme values, with the results analyzed to ensure that the model
was performing as per design. Extensive visual inspections were also undertaken,
with the various agent classes color-coded based on status to ensure updating
occurred as per the design.

3 Experiments

To understand the possible influences on the losses for both sides, a full factorial
experiment (Experiment 1) combined with an analysis of variance (ANOVA) as
outlined in [8] was undertaken. The design matrix, seen in Table 3, was used and
generated 128 combinations, with each combination run 50 times in the simu-
lation. From these settings the largest battle was 300 RAF fighters up against
1,200 Luftwaffe planes. While a battle like this did not occur, it highlights the
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benefits of creating a simulation capable of exploring the outcomes of such a
battle. The mean of both the input and output variables from each combination
was taken to form the values used in the ANOVA model. A principle component
analysis (PCA) was undertaken on the data as well.

Table 3. Design matrix for the full factorial experiment.

Variable Low setting High setting

numbaer of waves 1 3

number of wings 1 5

squadrons per wing 1 5

ration fighters bombers 3 5

ratio to RAF 1 4

number of home bases 2 4

number of targets 1 3

The settings in Table 3 are supported by the descriptions of various battles
provided in [1,2,5]. In particular, the following points are relevant:

– The ‘Big Wing’ debate is all about determining whether 1 or 5 squadrons
was the correct number of squadrons per wing. In addition, 11 Group had the
flexibility of sending multiple wings, while 12 Group was restricted to 1. To
maintain symmetry the range was set at 1 and 5, but it must be acknowledged
that the RAF never deployed 5 wings of 5 squadrons,

– The size of the Luftwaffe force to the RAF varied throughout the course of the
battle. Small raids, a ratio to RAF of 1, were used at the commencement of
the battle before larger raids (a ratio of 4) were employed later in the battle,

– As mentioned previously the German’s varied the ratio of fighters to bombers
within the range of the experiment,

– The range of waves and targets is consistent with records of the battle, and
– Each RAF group had their planes spread across multiple bases, meaning that

an intercepting wing was unlikely to be all from the same base; hence this
variable ranges from 2 to 4. The author will concede that a combination of
1 squadron scrambling from 4 bases would not have occurred. However, the
implications are minor, if any in this version of the model.

To assess the effectiveness of the ‘Big Wing’ approach, the results from 1
wing of 5 squadrons (1W5Ss) was compared against results from 5 wings of 1
squadron (5Ws1S) in Experiment 2. Each strategy was tested against an increas-
ing German force ratio (r2RAF), with the ratio beginning at 1, moving to 4 in
increments of 0.1. Fifty runs of the model were made at each ratio setting5.

5 The other settings used were 3 homebases, ratio fighters bombers 3, number of

waves 2, number of targets 1 and ratio spitfires hurr 1.
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This scenario may not be 100 % consistent with how 11 Group used their forces.
However, to create a valid comparison, the author felt it was appropriate and
necessary to ensure the British force size was consistent at 60 RAF fighters.

An ordinary least squares (OLS) model as per Eq. 3 was fitted to the output
of Experiment 1 and 2. Equation 3 provides the model for the British loss rate6:

log
(

−dB

dt

)

= log g + g1 logGermanForces + b1 logBritishForces (3)

This approach is consistent with fitting the data to the aimed fire Lanchester
model and replicates the analysis provided in [5]. An analysis of covariance
(ANCOVA) was undertaken to establish whether a statistical difference existed
between the resulting models from Experiment 2. All analysis was undertaken
in R [9].

4 Results

Figure 3 presents the Biplot resulting from the PCA analysis. From the chart it
can be seen that the first component (PC1), which had an explanatory power of
33 %, relates mostly to the size of the forces engaged in the battle (RAFSize and
GermanSize). Both the number of wings deployed and the number of squadrons
per wing make a contribution. The second component (PC2), which explained
16.3 % of the data, relates primarily to the ratio of the two force (r2RAF) con-
trasted against the number of German losses. This indicates that as the ratio
of German planes to the British increased, their losses tended to decrease. This
finding is inconsistent with what the Lanchester model prescribes. Further tests
explore this finding.

Also from Fig. 3 it can be seen that there is a clear division between where
the data for raids with a 1:1 ratio sits (bottom half) compared to a 4:1 ratio (top
half). The implications being that the British needed to match the force size of
the Germans because while it increased the overall size of the battle, their losses
were relatively lower when their ratio was closer to the Germans.

Table 4 presents the results of applying Eq. 3 to the full experimental data
set. It should be noted that despite using the logs of the variables, both models
failed the test for normality with regards to their residuals; hence the results are
not robust. The British model, which returned an R2 of 96.3 %, is consistent with
the Lanchester model in that the British losses scale positively with increasing
force sizes from both sides, albeit at a rate less than one (the assumption of
the aimed fire model). The results for the German losses are not consistent with
the Lanchester model, with the model returning a negative coefficient for the
impact of an increase German force. The interpretation of this result is that the
German’s benefited from safety in numbers – an increasing return to scale for
safety. This result was most likely driven by the improved defensive performance
of massed bombers and is consistent with the interpretation of the PCA analysis.
The R2 for the German model was 60.2 %.
6 For Experiment 2 the British force was held constant, therefore the b1 term was

dropped.
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Fig. 3. Biplot resulting from the PCA analysis of the data from Experiment 1.

The results of the ANOVA and the subsequent OLS coefficients as per the
approach of [8] are contained in Table 5. The dependent variable for the model
was the British loss ratio (actual losses / the number of sorties), not the log of
the actual losses, as per the previous model. The rationale for the change is that
the ratio normalizes the outcome across the various settings, thus enabling the
identification of the key drivers. The R2 of the regression model was 98.1 %, with
residuals meeting normality requirements.

From Table 5 it can be seen that there is significant interaction between
r2RAF and the other variables, supporting the hypothesis that the FC needed
to consider more than just force size in determining their strategies. This result

Table 4. The results of fitting an OLS model to the data from Experiment 1.

Side Variable Estimate Std.Error t value Pr(> |t|)
British (Intercept) −2.2732 0.0584 −38.90 0.0000

losses g1 0.8784 0.0502 17.49 0.0000

(Log) b1 0.7854 0.0588 13.36 0.0000

German (Intercept) −0.0529 0.1158 −0.46 0.6488

losses b2 1.5201 0.1165 13.04 0.0000

(Log) g2 −0.8842 0.0995 −8.88 0.0000
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Table 5. Results of the effect model fitted to the full factorial data set.

Estimate F-Value t value Pr(> |t|)
(Intercept) 0.2361 −− 86.33 0.0000

ratio to RAF (r2RAF) 0.1290 2224.59 47.17 0.0000

number of wings(wings) 0.0945 1194.25 34.56 0.0000

squadrons per wing (sPW) 0.0999 1335.22 36.54 0.0000

number of waves (waves) −0.0520 361.59 −19.02 0.0000

number of targets (targets) −0.0192 49.48 −7.03 0.0000

r2RAF:wings 0.0459 282.33 16.80 0.0000

r2RAF:sPW 0.0564 425.88 20.64 0.0000

r2RAF:waves −0.0352 165.83 −12.88 0.0000

r2RAF:targets −0.0108 15.67 −3.96 0.0001

wings:sPW 0.0205 56.07 7.49 0.0000

waves:targets 0.0083 9.11 3.02 0.0031

is consistent with the influence of r2RAF in (PC2), as seen in Fig. 3. Other
observations from Table 5 are:

1. Negative values for both r2RAF:waves and r2RAF:targets suggest that if
an incoming raid is spread out, it benefited the British through a lower loss
ratio;

2. Increasing the number of wings and sPW increased the British loss ratio as
the Germans increased their force. This result provides mixed evidence in
answering the ‘Big Wing’ debate. Experiment 2 provides greater insight on
this point, and

3. The composition of the raiding party, the ratio of German fighters to bombers,
the number of RAF home bases, were not significant factors.

Table 6 provides the results of fitting an OLS model explaining British losses
as per Eq. 3 for the different strategies. The data was generated from Experiment
2 with the data illustrated in Fig. 4.

From Table 7 the results from the analysis of covariance (ANCOVA) and
indicates that the interaction of the German force’s size, and the number of

Table 6. Results of the effect model fitted to the full factorial data set.

Model Variable Estimate Std.Error t value R2

5Ws1S (Intercept) −0.6933 0.0622 −11.14 0.9682

g1 0.8584 0.0289 29.69

1W5Ss (Intercept) −1.0761 0.0616 −17.47 0.9777

g1 1.0195 0.0286 35.64
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Table 7. Results of the ANCOVA testing for the significance of the two strategies.

Estimate F-Value t value Pr(> |t|)
(Intercept) −1.0761 0.0619 −17.38 0.0000

g1 1.0195 0.0288 35.45 0.0000

Number of Wings (NW) 0.3828 0.0876 4.37 0.0001

LGF:NW −0.1612 0.0407 −3.96 0.0002

wings (GF:Wing), is significant. This supports the hypothesis that the number
of wings employed did indeed impact the loss rate of the British.

Figure 4 illustrates the results of Experiment 2 by showing the relationship
between the British and German losses versus the size of the German force,
remembering that the German force increased against a set number of British
fighters (60). Consistent with the findings from Experiment 1, an increasing
German force results in greater British losses but lower German losses.

The results of Experiment 2 suggest that the rate of British losses scales at
greater than one on average when the ‘Big Wing’ (1W5Ss) is employed, and
less than one for the smaller wings (5W1S). This finding in isolation is indeed

Fig. 4. (Left) Log plot of British Losses vs the log of the German forces. (Right) Log
plot of German Losses vs the log of the German forces.
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supportive of the strategy of Park. However, the smaller wing approach has a
higher intercept value, with the interpretation being that the ‘Big Wing’ has
a lower fixed cost yet higher variable cost of doing battle, while the smaller
wing has the opposite. A similar analysis was undertaken on the German losses
(Fig. 4) and there was no significant difference in the damage the British inflicted
on the Germans by the two formations. The conclusion being that the British
were limited in their ability to inflict greater losses on the Germans. Indeed,
from the findings of Experiment 1, increased British successes were reliant on
the German’s waves spreading out.

Combining this inference with those from Experiment 1, it can be concluded
that for the ranges that were tested for, the loss ratio of the British was higher
under the smaller wing approach due to the average cost of the smaller wings
being higher. Additionally, given there was no benefit from attacking in a smaller
wing, it appears that when facing a German force equal to four times larger than
the RAF force on average, the ‘Big Wing’ was the right approach.

5 Conclusion

The results obtained from the first known ABM of the Battle of Britain are
supportive of the ‘Big Wing’, albeit only in terms of minimizing British losses. On
the flip side, causing greater damage to the Luftwaffe rests on denying them the
opportunity to achieve safety in numbers, achieved through matching force size
or ensuring the incoming formation is forced to spread out. Further investigation
should focus on the role of the cost functions identified for the different wing
formations. The need also exists to investigate the possibility that the actual
time a wing is engaged in combat may be a factor, something that would have
been detrimental to smaller wings, who engaged quicker and longer in this model.
Following this, the optimal combination of wings and squadrons per wings that
reduces British losses and maximizes damage to the Luftwaffe can be solved
for. Importantly, such an investigation is beyond the Lanchester model but well
within the abilities of an ABM.
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Abstract. Before deploying a software system, it is important to assure
that it will function correctly. Traditionally, this assurance is obtained
by testing the system with a collection of test cases. However, since agent
systems exhibit complex behaviour, it is not clear whether testing is even
feasible. In this paper we extend our understanding of the feasibility of
testing BDI agent programs by analysing their testability with respect to
the all edges test adequacy criterion, and comparing with previous work
that considered the all paths criterion. Our findings include that the
number of tests required with respect to the all edges criterion is much
lower than for the all paths criterion. We also compare BDI program
testability with testability of (abstract) procedural programs.

1 Introduction

When any software system is deployed, it is important to have assurance that it
will function as required. Traditionally, this assurance, encompassing both vali-
dation and verification1, is obtained by testing, and there has been work on tools
and techniques for testing agent-based systems (e.g. [9,11,14,15,24]). However,
there is a general intuition that agents exhibit behaviour that is complex. More
precisely, due to the need to handle dynamic and challenging environments,
agents need to be able to achieve their objectives flexibly and robustly, which
requires richer and more complex possible behaviours than traditional software.
Therefore, a key question is whether agent systems are harder, and possibly even
infeasible, to assure by testing.

Before proceeding further we need to define what we mean by a program
being testable. Rather than define testability as a binary property, we define it
as a numerical measure of the effort required to test a program2. Specifically,
given a program and a test adequacy criterion [13], we consider the testability of

1 More precisely: “software quality assurance (SQA) is a set of activities that define
and assess the adequacy of software processes to provide evidence that establishes
confidence that the software processes are appropriate and produce software products
of suitable quality for their intended purposes.” (ISO/IEC TR 19759:2015(E), page
10–5).

2 We focus on system testing. See [20, Sect. 7] for a discussion of different forms of
testing.
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a program to be the smallest number of tests that would be required to satisfy the
criterion. For example, given the (very simple!) program “if c then s1 else s2”,
then we need two tests to cover all edges in the control-flow graph corresponding
to this program, which satisfies the “all edges” test adequacy criterion (defined
below).

The all paths and all edges test adequacy criteria are defined with respect to
a control-flow graph. A given program P corresponds to a graph where nodes
are statements (or, for agents, actions), and edges depict the flow of control: a
node with multiple outgoing edges corresponds to a choice in the program. A
single test corresponds to a path through the program’s control-flow graph from
its starting node to its final node (we assume that there is a unique start node S
and a unique end node E, which can be easily ensured). The all paths criterion
is satisfied iff the set of tests in the test suite T cover all paths in the control
flow graph. The all edges criterion is satisfied iff the set of paths in the test suite
T covers all edges in the control-flow graph [13]. The all edges criterion is also
referred to as “branch coverage”.

Given the importance of assurance, and the focus on testing as a means of
obtaining assurance3, there has been surprisingly little work that has considered
whether testing agent systems is even feasible. In fact, the only work that we
are aware of that considers this question is the recent work by myself & Crane-
field4 [20,21], which investigated the testability of Belief-Desire-Intention (BDI)
agent programs with respect to the all paths test adequacy criterion. Winikoff
& Cranefield concluded that BDI agent programs do indeed give rise to a very
large number of possible paths (see left part of Table 1), and therefore they con-
cluded that whole BDI programs are likely to be infeasible to assure via testing5.
However, they do acknowledge that the all paths criterion is known to be overly
conservative, i.e. it requires a very large number of tests. Specifically, all paths
subsumes a wide range of other criteria, including all edges (e.g. see Fig. 7 of
Zhu et al. [25] and Fig. 6.11 (page 480) of Mathur [13]). This means that the
question of whether (whole) BDI agent programs can be feasibly tested is still
open. This paper aims to address this question by considering testability with
respect to the all edges [13] test adequacy criterion. The all edges criterion is
regarded as “the generally accepted minimum” [12]. In essence, previous work
[20] has provided an upper bound (“if we use a strong criterion, then it’s this
hard”). This paper provides a lower bound (“if we use a weaker criterion, than
it’s this hard”).

3 There is also a body of work on formal methods (primarily model checking) as a
means of assurance [3,6–8,10,16,23]. However, despite considerable progress, these
are not yet ready to handle realistic programs (e.g. see [8]).

4 To avoid confusion between this paper and the earlier work, I will refer to my earlier
work with Stephen Cranefield as “Winikoff & Cranefield” in the remainder of this
paper.

5 They also compared BDI programs with procedural programs, and found that BDI
programs are harder to test than equivalently sized procedural programs, with
respect to the all paths criterion.
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The remainder of this paper is structured as follows. We (briefly) review BDI
agent programs in Sect. 2. Section 3 is the core of the paper: it derives equations
that compute for a given BDI program P the number of tests that are required to
satisfy the all edges criterion. We then use these equations to compare testability
(with respect to all edges) with testability with respect to all paths (Sect. 4). We
also compare all edges testability for BDI programs with all edges testability for
(abstract) procedural programs, in order to answer the question of whether BDI
programs are harder to test than procedural programs with respect to the all
edges criterion (Sect. 5). Finally, in Sect. 6 we conclude.

2 Belief-Desire-Intention (BDI) Agents

The Belief-Desire-Intention (BDI) model [4,5,18] is widely-used, and is realised
in many agent-oriented programming languages (AOPLs) (e.g., [1,2]). It pro-
vides a human-inspired metaphor and mechanism for practical reasoning, in a
way that is appropriate for achieving robust and flexible behaviour in dynamic
environments.

A BDI agent program Π consists of a sequence of plans π1 . . . πn where each
plan πi consists of a triggering goal6 gi a context condition ci and plan body bi.
The plan body is a sequence of steps si1 . . . simi

with each step being either an
action or a sub-goal.

Due to space limitations, we give an informal summary of the semantics. For-
mal semantics can be easily defined following (e.g.) [17,19,22]. These semantics
are common to the family of BDI programming languages (e.g. PRS, dMARS,
JAM, AgentSpeak, JACK). A BDI program’s execution begins with a goal g
being posted. The first step is to determine the subset of relevant plans ΠR ⊆ Π
which is those plans πi where the plan’s trigger gi can be unified with g. The sec-
ond step is to determine the subset of applicable plans ΠA ⊆ ΠR which is those
plans πi where the plan’s context condition ci holds with respect to the agent’s
current beliefs. The third step is to select one of the applicable plans πj ∈ ΠA.
The body bj of the selected plan πj is then executed. The execution is done
step-by-step, interleaved with further processing of goals (and belief updates as
information from the environment is received).

An important aspect of BDI execution is failure handling. A step in a plan
body can fail. For an action, this can be because the action’s preconditions do
not hold, or due to the action simply not proceeding as planned (the environment
is not always benign!). For a sub-goal, failure occurs when there is no applicable
plan. When a plan step fails, the execution of the sequence of steps is terminated,
and the plan is deemed to have failed.

A common way of dealing with the failure of a plan πi which was triggered
by goal g is to repost the goal g, and select another plan instance. More precisely,
ΠA is re-computed (since the agent’s beliefs might have changed in the interim),

6 For the purposes of this paper we ignore other possible plan triggers provided by
some AOPLs, such as the addition/removal of belief, and the removal of goals.
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but with πi excluded. A plan (instance) that has failed cannot be selected again
when its triggering goal is reposted.

For the purposes of the analysis of this paper we consider a BDI agent pro-
gram to be defined by the grammar below. This grammar simplifies from real
BDI agent programs in a number of ways. Firstly, instead of a plan body hav-
ing sub-goals g, with the relevant and applicable plan sets being derived from
the plan library Π, we instead associate with each (sub-)goal g a set of plans7

denoted gP (where P is a set of plan instances). Because we have done this, we do
not need to represent the plan library: a BDI program is simply a single (possibly
quite complex) expression in the grammar below. Secondly, we follow Can [22] in
using an auxiliary “backup plan” construct to capture failure handling. Finally,
we elide conditions: since the all edges criterion considers control-flow, we do not
need to model the conditions that are used to decide which edge to take in the
control flow graph.

We therefore define a BDI program P using the grammar:

P :: = a | g{P∗} | P1;P2 | P1�P2

where a is an action (and we use a1, a2, a3, . . . to distinguish actions), gP is
a (sub-)goal with associated plans P = {P1, . . . , Pn} (a set of plans), P1;P2

is a sequence, and P1 � P2 represents a “backup plan”: if P1 succeeds, then
nothing else is done (i.e. P2 is ignored), but if P1 fails, then P2 is used. Any BDI
program with given top-level goal can be mapped into a BDI program in this
grammar. Note that this grammar does not capture some of the constraints of
BDI programs (e.g. that a goal cannot directly post a sub-goal).

3 All-Edge Coverage Analysis

This section is the core of the paper. It derives equations that answer the ques-
tion: “how many test cases (paths) are required to cover all edges in the control-
flow graph corresponding to a given BDI program?”.

Recall that a BDI agent program P can be either an action a, a sub-goal
gP , a sequence (“;”), or an alternative (“�”). We consider each of these cases in
turn. For each case we consider how the construct is mapped to a control-flow
graph, and then how many paths are required to cover all edges in the graph.

S . . . P . . .

Y

N

E

One important feature of
BDI programs is that the execu-
tion of a BDI program (or sub-
program) can either succeed or
fail. A failed execution triggers
failure handling. We represent
this by mapping a program P to
a graph (see right) where there

7 For the moment we avoid specifying whether P is the set of relevant plans or applica-
ble plans. The analysis in the next section considers both cases.
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is a start node S, the program P is mapped to a graph that is reachable from S,
and that has two outgoing edges: to Y (corresponding to a successful execution)
and N (corresponding to a failed execution). There are edges from Y and N to
the end node E.

Note that there is an important difference between the notion of a test for
a conventional program and for an agent system. In a conventional program a
test corresponds to the setting up of initial conditions, and then the program
is started and runs. However, in an agent system (or, more generally a reactive
system), the running system continues to interact with its environment, and so a
test is not just the initial conditions, but also comprises the ongoing interactions
of the system with its environment. One consequence of this is that conditions
are controllable. If an agent system tests condition c at a certain point in time,
and then tests that condition again later, then in general the environment might
have changed c, and so we assume that all conditions can be controlled by the
test environment. This means that, for instance, if we have a test (i.e. path) that
involves two subsequent parts of the graph, G1 and G2, then the specific path
taken through G2 can be treated as being independently controllable from that
taken through G1.

We now seek to derive equations that calculate the smallest number of paths
from S to E required such that all edges appear at least once in the set of paths.

In order to do this, it turns out that we need to also capture how many
of these paths correspond to successful executions (go via Y ) and how many
go via N . Notation8: we define p(P ) to be the number of paths required to
cover all edges in the graph corresponding to program P . We also define y(P )
(respectively n(P )) to be the number of these paths that go via Y (respectively
N). By construction we have that p(P ) = y(P ) + n(P ).

Let us now consider each case in turn. The base case of a single action a is
straightforward. In the graph above it corresponds to the sub-graph P being a
single node a. To cover all edges in the graph we need two test cases: one path
S-a-Y -E and one S-a-N -E. This reflects that an action a can either succeed
or fail, and therefore requires two tests to cover these possibilities. Formally we
have that p(a) = 2, and that y(a) = n(a) = 1.

S

S1 . . . P1 . . .

Y1 . . . P2 . . .

N

Y2

E

p(P1;P2)

p(P1)

y(P1)

n(P1)

p(P2)
n(P2)

y(P2)

n(P1;P2)

y(P1;P2)

Next we consider P1;P2.
Suppose that a sub-program P1

requires p(P1) tests (i.e. paths)
to cover all edges, with n(P1) of
these tests leading to the failure
of P1, and the remaining y(P1)
tests leading to successful exe-
cution of P1. Since P1 is put in
sequence with P2, we have the control flow graph on the right.

We seek to derive an equation for p(P1;P2) (and for y(P1;P2) and n(P1;P2))
in terms of the properties of P1 and P2. Let us firstly consider the case where
y(P1) ≤ p(P2). In this case if we have enough tests to cover the edges of the

8 Colour is used to assist readability, but is not essential.
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sub-graph corresponding to P2, then these tests are also sufficient to cover all
edges of P1 that result in a successful execution of P1 (which lead to P2). So to
cover all edges of P1 we need to add in enough tests to cover those executions
that are failed, i.e. n(P1). Therefore we have that:

p(P1;P2) = n(P1) + p(P2) (1)

y(P1;P2) = y(P2) (2)

n(P1;P2) = n(P1) + n(P2) (3)

We now consider the case where y(P1) ≥ p(P2). In this case if we have enough
tests (i.e. paths) to cover the edges of the sub-graph corresponding to P1, then
these tests are also sufficient to cover all edges of P2. We therefore have that
p(P1;P2) = p(P1) = n(P1) + y(P1).

However, when considering y(P1;P2) and n(P1;P2) things become a little
more complex. Since y(P1) > p(P2), the edge from the sub-graph corresponding
to P1 that goes to the sub-graph corresponding to P2 has more tests traversing it
than are required to cover all edges of P2. In effect, this leaves us with “excess”
tests (paths), and we need to work out how many of these excess paths should
be allocated to successful executions of P2 (i.e. y(P2)), and how many to n(P2).

Consider the following example. Suppose that P1;P2 is such that9 P1 requires
5 tests to cover all edges (four successful, and hence available to test P2, and
one unsuccessful), and where P2 only requires 2 tests to cover all edges. In this
situation there are two additional tests that are required to test P1 and which
proceed to continue executing P2. These two extra tests could correspond to
failed executions of P2, to successful executions of P2, or to one successful and
one failed execution. This means that, if we annotate each edge with the number
of times that it is traversed by the set of tests10, then the edge from Y1 to the P2

sub-graph is traversed 4 times, since the edge from P1 to Y1 traversed 4 times.
The edge from P2 to Y2 could have either a 1, 2, or 3, and similarly the edge
from P2 to N could have either 3, 2, or 1 (see Fig. 1 on the next page).

Returning to the analysis, in this case, where y(P1) > p(P2), we define
ε1 + ε2 = y(P1) − p(P2). Then if we annotate each edge with the number of
times that it is traversed by the tests, then the annotation on the edge from
Y1 to P2 would be p(P2) + ε1 + ε2. If we now consider the edges from the sub-
graph corresponding to P2, then the edge to N (the number of executions where
P2 failed) would be annotated with n(P2) + ε2 and the edge to Y2 would be
annotated with y(P2) + ε1. This gives us the following equations:

p(P1;P2) = n(P1) + y(P1) (4)

9 E.g. P1 = a1 � a2 � a3 � a4 and P2 = a5.
10 Note that for any internal node, the sum of annotations on incoming edges must

equal the sum of annotations on outgoing edges, since all paths begin at S and
terminate at E.
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S

S1 . . . P1 . . .

Y1 . . . P2 . . .

N

Y2

E

5

5

4

1

2 + 2

3, 2, 1

1, 2, 3

4, 3, 2

1, 2, 3

Fig. 1. Example for P1 = a1 � a2 � a3 � a4 and P2 = a5.

y(P1;P2) = y(P2) + ε1 (5)

n(P1;P2) = n(P1) + n(P2) + ε2 (6)
where ε1 + ε2 = y(P1) − p(P2)

Merging these cases with Eqs. 1, 2 and 3, we obtain the following. Derivation:
for y() and n() observe that Eqs. 2 and 3 are in the case where y(P1) ≤ p(P2)
and hence ε1 = ε2 = 0, reducing the equations below to Eqs. 2 and 3, and
if y(P1) > p(P2) then the equations below are identical to Eqs. 5 and 6. For
p(P1;P2) observe that if y(P1) ≤ p(P2) then the equation below reduces to
Eq. 1, and that if y(P1) > p(P2) then the equation below reduces to Eq. 4.

p(P1;P2) = n(P1) + max(y(P1),p(P2))
y(P1;P2) = y(P2) + ε1

n(P1;P2) = n(P1) + n(P2) + ε2

where ε1 + ε2 = max(0,y(P1) − p(P2))

Note that we don’t have deterministic equations that compute n(P1;P2) and
y(P1;P2). Instead, we have equations that permit a range of values, depending
on how we choose to allocate the excess paths represented by ε1 + ε2 between
the successful and unsuccessful executions of P2.

S

S1 P1

N1 P2

Y

N2

E

p(P1;P2)

p(P1)

n(P1)

y(P1)

p(P2)
y(P2)

n(P2)

y(P1;P2)

n(P1;P2)

Turning to P1 � P2 we perform
a similar analysis. Note that the
control glow graph for P1 � P2 has
the same structure as that of P1;P2

except that N and Y are swapped
(see Figure to the right). The sim-
ple case is when n(P1) ≤ p(P2),
in which case the number of paths
required to test (i.e. cover all edges
of) P2 also suffices to cover edges
in P1 when P1 fails (for P1 �P2 it is when P1 fails that P2 is used). For this case
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Fig. 2. Equations to calculate p(P ), y(P ) and n(P ) when P is relevant plans. For
applicable plans delete the grey shaded “1+”.

we therefore have p(P1 � P2) = y(P1) + p(P2) and y(P1 � P2) = y(P1) + y(P2)
and n(P1 � P2) = n(P2). Similar analysis for the more complex case gives the
equations in Fig. 2.

Finally, we consider goals. We begin with the simple case: a goal with a
single relevant plan g{P1}. In this case either the goal immediately fails (due
to the plan’s context condition failing), or the plan is executed. If the plan is
executed, then the goal succeeds exactly when the plan succeeds. Therefore we
have: n(g{P1}) = 1 + n(P1), and y(g{P1}) = y(P1), and p(g{P1}) = 1 + p(P1).
In the case where P1 is applicable, then the context condition cannot fail, and
we simply have n(g{P1}) = n(P1) and p(g{P1}) = p(P1).

For a goal with two relevant plans g{P1,P2} (henceforth abbreviated g2), there
are three non-overlapping possibilities: the plan fails immediately (neither con-
text condition is true), or the first plan is selected, or the second plan is selected.
If a plan is selected, then the plan is executed with the other plan as a (possible)
backup option. Informally we can describe this as

g2 = fail or P1 � gP2 or P2 � gP1
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(where gP is short hand for g{P}). Which leads to the following equations.

p(g2) = 1 + p(P1 � gP2) + p(P2 � gP1)
y(g2) = y(P1 � gP2) + y(P2 � gP1)
n(g2) = 1 + n(P1 � gP2) + n(P2 � gP1)

In the case where we are dealing with applicable plans, the only difference
is that the “1+” in the equations for p(g) and n(g) is deleted, since the plan
cannot fail. This can be generalised for a goal with k plans (details omitted)
resulting in the equations in Fig. 2.

3.1 Removing Failure Handling

We now briefly consider what happens if we “turn off” failure handling, This
is an interesting scenario to consider, because the all paths analysis of Winikoff
& Cranefield [20] found that turning failure handling off reduced the number of
tests required enormously. We use /g to denote a goal where failure handling is
not used.

We firstly observe that without failure handling the equation for /g{P} remains
unchanged from g{P}, since if the sole plan P fails, then there is no remaining
plan available to recover.

However, for /g{P1,P2} the equations are different. Instead of having (infor-
mally) g2 = fail or P1 � gP2 or P2 � gP1 , we have simply /g2 = fail or P1 or P2.
Therefore the corresponding equations are simply: p(/g2) = 1 + p(P1) + p(P2),
and y(/g2) = y(P1)+y(P2), and n(/g2) = 1+n(P1)+n(P2). These generalise for
/gP (where P denotes a set of plans), yielding the equations in Fig. 2. As before,
for P being the applicable plans, remove the “1 + ” from the equations.

3.2 Simplifying for Uniform Programs

g2 d = 2

p11 . . . pj1 d = 1

gl1 . . . gk1 d = 1

p10 . . . pj0 d = 0

...

...

In order to compare with the all paths analy-
sis of Winikoff & Cranefield [20] we consider
uniform BDI programs, as they did. A uni-
form BDI program is one where all plan bod-
ies have j sub-goals, all goals have k plans,
and the tree is uniformly deep.

Applying these assumptions allows the
equations to be simplified, since all sub-goals
of a plan (respectively plans of a goal) have identical structure, and are hence
interchangeable.

For example, in the equation for p(P1;P2), P1 and P2 are identical, so
instead of p(P1;P2) = n(P1) + max(y(P1),p(P2)) we have p(P ;P ) = n(P ) +
max(y(P ),p(P )). Now, since p(P ) > y(P ), we can replace max(y(P ),p(P ))
with p(P ). Therefore, we have that p(P ;P ) = n(P ) + p(P ). Since p(P ) =
y(P ) + n(P ) this is just n(P ) + y(P ) + n(P ) = y(P ) + 2n(P ). This generalises
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to more than two sub-programs in sequence. Similar simplification can be applied
to the other cases, yielding the equations shown in Fig. 3 (ignore the last four
equations for the moment).

However, uniform programs (as used by the all paths analysis [20]) actually
have a mixture of actions and goals in plans, i.e. a plan (that is not a leaf) is
of the form P = a; g; a; g; a (for k = 2), not g; g. This means we need to derive
equations for this form.

We begin by deriving p(a; g), y(a; g) and n(a; g), using the simplification that
ε1 = ε2 = 0, since y(P1) = y(a) = 1 and hence p(P2) ≥ 1 so max(0,y(P1) −
p(P2)) = 0.

p(a; g) = n(a) + max(y(a),p(g)) = 1 + p(g) (since p(g) > y(a) = 1)
y(a; g) = y(g) (since p(g) > y(a) = 1)
n(a; g) = 1 + n(g)

We then define p1 = a; g; a and derive p(p1), y(p1) and n(p1). In deriving y(p1)
and n(p1) we derive the upper and lower bounds (recall that the equations
in Fig. 2 specify a range, depending on how we split “excess” (y(P1) − p(P2))
between ε1 and ε2). We work out the upper bound for y(P1) (respectively n(P1))
by assigning all the excess to ε1 (respectively ε2). We derive equations under the
assumption that y(a; g) > 1, and hence y(a; g) ≥ p(a) = 2. This assumption
holds when goals have more than one plan (i.e. j > 1), which is the case in
Table 1.

p((a; g); a) = n(a; g) + max(y(a; g),p(a))
= n(a; g) + y(a; g) = p(a; g) = 1 + p(g)

y((a; g); a) ≤ y(a) + max(0,y(a; g) − p(a))
= 1 + y(a; g) − 2 = y(g) − 1

y((a; g); a) ≥ y(a) = 1
n((a; g); a) ≤ n(a; g) + n(a) + max(0,y(a; g) − p(a))

= (1 + n(g)) + 1 + (y(a; g) − 2) = n(g) + y(g) = p(g)
n((a; g); a) ≥ n(a; g) + n(a) = (1 + n(g)) + 1 = 2 + n(g)

We then note that p2 = a; g; a; g; a can be defined as p2 = (a; g); p1, and, more
generally, pk+1 = (a; g); pk.

p(pk+1) = n(a; g) + max(y(a; g),p(pk))
= n(a; g) + p(pk) (since p(pk) ≥ y(a; g))
= 1 + n(g) + p(pk)
which can be generalised to
= k × (1 + n(g)) + 1 + p(g)

y(pk+1) ≤ y(pk) + max(0,y(a; g) − p(pk))
= y(pk) (since p(pk) ≥ y(a; g))
so eventually we just get y(p1) which is . . .
= y(g) − 1

y(pk+1) ≥ y(pk) ≥ y(pk−1) ≥ 1
n(pk+1) = n(a; g) + n(pk) + max(0,y(a; g) − p(pk))
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= (1 + n(g)) + n(pk) (since p(pk) ≥ y(a; g))
= k × (1 + n(g)) + n(p1)

The yields the last four equations of Fig. 3, which are required to calculate
the testability of uniform BDI programs. Note that in the last equation, since
n(p1) ≥ 2 + n(g) and n(p1) ≤ p(g), we also have a range for n(pk).

4 All-Edges vs. All-Paths

In the previous section we derived equations that tell us how many tests (paths)
are required to ensure adequate coverage of a BDI program with respect to the
all edges criterion. We now use these equations to compare the all edges criterion
against the all paths criterion. We know that the all paths criterion requires more
tests to be satisfied, but how many more? Since comparing (complex) formulae
is not easy, we follow the approach of Winikoff & Cranefield, and instantiate the
formulae with a number of plausible values, to obtain actual numbers that can
be compared. We use the same scenarios (i.e. parameters) that they used.

Fig. 3. Equations to calculate p(P ), y(P ) and n(P ), simplified for uniform programs,
where pk+1 denotes a program of the form a; g; a; . . . a; g; a with k + 1 goals (k ≥ 0).
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In order to derive the All Edges numbers in Table 1 the equations of Fig. 2
were implemented as a Prolog program that computed (non-deterministically)
the values of p(P ), y(P ) and n(P ) for any given BDI program P . Additionally,
code was written to generate a uniform BDI program P , given values for j, k,
and d. This was used to generate the full uniform program P for the first three
cases in Table 1, and then compute p(P ) for the generated BDI program. The
last case exhausted Prolog’s stack.

Additionally, the equations of Fig. 3 were implemented as a Scheme program
that computed p(), y(), and n() for given values of j, k, and d. These were used
to calculate values of p(). These values matches those computed by the Prolog
program for the first three cases, and provided the values for the fourth case
(d = 3, j = 3, k = 4 for which Prolog ran out of stack space).

Table 1 contains the results for these illustrative comparison cases (ignore the
rightmost column for now). The left part of the Table (Parameters, Number of
goals, plans, and actions, and All Paths) are taken from the all paths analysis of
Winikoff & Cranefield [20]. The right part (All Edges) is the new numbers from
this work.

Comparing the results we make a number of observations. Firstly, as
expected, the number of tests required to adequately test a given BDI program
P with respect to the all edges test adequacy criterion is lower than the number
of tests required with respect to the all paths criterion. However, what is inter-
esting is that the numbers are very much lower (e.g. a few thousand compared
with more than 2×10107). Specifically, the number of tests required with respect
to the all edges criterion is sufficiently small to be feasible. For instance, in the
third case (j = 2, k = 3, d = 4) where the (uniform) BDI program has 259
goals and 518 plans, corresponding to a non-trivial agent program, the number
of required test cases is less than 1600.

However, it is worth emphasising that the all edges criterion, even for tradi-
tional software, is regarded as a minimum. Additionally, it can be argued that
agents, which are situated in an environment that is typically non-episodic, might
be more likely than traditional software to be affected by the history of their
interaction with the environment [20, Sect. 1.1], which means that the all paths
criterion is more relevant (since a path includes history, and requiring all paths
insists that different histories are covered when testing).

We now turn to consider the four cases under All Edges, i.e. the effects
of disabling failure handling, and allowing goals to fail even when there are
remaining plans. Whereas a key finding of Winikoff & Cranefield was that failure
handling made an enormous difference, in our analysis we found the opposite.
This does not reflect a disagreement with their analysis, but a difference in the
characteristics of all paths vs. all edges. Adding failure handling has the effect
of extending paths that would otherwise fail. This means that enabling failure
handling increases the number of paths. However, for the all edges criterion, we
do not need to cover all paths, only all edges, so the additional paths created by
enabling failure handling do not require a commensurate increase in the number
of tests required to cover all edges.
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Table 1. Comparison of All Paths and All Edges analyses. The first number under
“actions” (e.g. 62) is the number of actions in the tree, the second (e.g. 13) is the
number of actions in a single execution where no failures occur. For All Edges there
are four numbers: the first two are the (normal) case where failure handling is used to
re-post a goal in the event that a plan fails. The next two are the case where failure
handling is disabled, so if a plan fails, the parent goal fails as well. The columns labelled
“relev.” and “applic.” are where the plans associated with a goal are respectively the
relevant plans (so a goal can fail even though there are still untried plans), and the
applicable plans.

Params Number of . . . All Paths All Edges All Edges

q(Q)

p(g) p(/g)

j k d goals plans actions n✔(g) n✘(g) relev. applic. relev. applic.

2 2 3 21 42 62 (13) 6.33 × 1012 1.82 × 1013 141 78 85 64 62

3 3 3 91 273 363 (25) 1.02 × 10107 2.56 × 10107 6,391 2,961 469 378 363

2 3 4 259 518 776 (79) 1.82 × 10157 7.23 × 10157 1,585 808 1,037 778 776

3 4 3 157 471 627 (41) 3.13 × 10184 7.82 × 10184 10,777 4,767 799 642 627

Finally, we consider the difference between the set of plans associated with
a goal being the relevant and being the applicable plan set. Interestingly, this
makes a difference, and surprisingly, in some cases it makes more of a difference
than enabling failure handling! For example, in the third example case (j = 2,
k = 3, d = 4) where more tests are required without failure handling (1037) than
with failure handling, but where the plans are the applicable plan set (808). Note
that the all paths analysis considered the j plans associated with each goal to
be applicable.

5 BDI vs. Procedural

The previous section considered the question of whether testing BDI agent pro-
grams was hard. We now consider the question of whether it is harder, i.e. we
compare the number of tests required to adequately test a BDI agent program
(with respect to the all edges criterion) with the number of tests required to
adequately test an equivalent-sized (abstract) procedural program.

We choose to compare equivalently-sized programs for the simple reason that,
in general, a larger program (procedural or BDI) will require more tests. So in
order to compare procedural and BDI programs we need to keep the size fixed.
The particular measure of size that we use is the number of primitive elements,
actions for BDI programs, primitive statements for procedural programs.

Following Winikoff & Cranefield [20] we define an abstract procedural pro-
gram as (we use Q to avoid confusion with BDI programs P ):

Q:: = s | Q + Q | Q;Q

In other words, the base case is a statement s, and a compound program can be a
combination of programs either in sequence (Q1;Q2), or as an alternative choice
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(Q1 + Q2). Note that for our analysis we do not need to model the condition
on the choice, so the program “if c then Q1 else Q2” is simply represented
as a choice between Q1 and Q2, i.e. Q1 + Q2. Note that loops are modelled
as a choice between looping and not looping (following standard practice [13,
p. 408] we only consider loops to be executed once, or zero times). Mapping these
programs to control-flow graphs is straightforward, and a program is mapped to
a single-entry and single-exit graph.

We now consider how many tests (i.e. paths) are required to cover all edges
in the graph corresponding to a procedural program Q. We denote this num-
ber (i.e. the testability of program Q with respect to the all edges criterion)
by q(Q). There are three cases. In the base case, a single statement, a single
path suffices to cover both edges. In the case of an alternative, each path either
traverses the sub-graph corresponding to Q1, or the sub-graph corresponding
to Q2. Therefore the number of paths required to cover all edges in the graph
corresponding to Q1 + Q2 is the sum of the number of paths required for each
of the two sub-graphs, i.e. q(Q1 + Q2) = q(Q1) + q(Q2). Turning to a sequence
Q1;Q2, suppose that we require q(Q1) tests to cover all edges in Q1, and, respec-
tively, q(Q2) paths to cover all edges in Q2. Note that each path traverses the
sub-graph corresponding to Q1, and then continues to traverse the sub-graph
corresponding to Q2. This means that each path “counts” towards both Q1 and
Q2, so the smallest number of paths that might be able to cover all edges is just
the maximum of the number of paths required to test each of the two sub-graphs
(q(Q1;Q2) = max(q(Q1),q(Q2))).

However, this assumes that paths used to cover the part of the control-flow
graph corresponding to Q1 can be “reused” effectively to cover the Q2 part
of the graph. This may not be the case, and since conditions are not control-
lable (the environment cannot change conditions while the program is running),
we cannot make this assumption. So although it might be possible that only
max(q(Q1),q(Q2)) tests (i.e. paths) would suffice to cover all edges in the con-
trol flow graph corresponding to Q1;Q2, it may also be the case that more tests
are required. In the worse case it might be that the set of tests designed to cover
all edges of Q1 all take the same path through Q2, in which case we would require
an additional q(Q2) − 1 tests to cover the rest of the sub-graph corresponding
to Q2. This yields the following definition:

q(s) = 1
q(Q1;Q2) ≥ max(q(Q1),q(Q2))
q(Q1;Q2) ≤ q(Q1) + q(Q2) − 1

q(Q1 + Q2) = q(Q1) + q(Q2)

We define the size of a program Q (denoted by |Q|) as being the number of
statements. It can then be shown that for a procedural program Q of size m it
is the case that q(Q) ≤ m.

Lemma 1. q(Q) ≤ |Q|. Proof by Induction: Base case: size 1, so Q = s,
and q(s) = 1 ≤ 1. Induction: suppose q(Q) ≤ |Q| for |Q| < m, need to show it
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also holds for |Q| = m. Observe that q(Q1;Q2) < q(Q1 + Q2), so we only need
to show that q(Q1 + Q2) ≤ |Q1| + |Q2|, and the case for q(Q1;Q2) then follows.
So, consider the case where Q = Q1 + Q2, hence q(Q) = q(Q1) + q(Q2). By
the induction hypothesis we have that q(Q1) ≤ |Q1| and q(Q2) ≤ |Q2| and so
q(Q1 + Q2) = q(Q1) + q(Q2) ≤ |Q1| + |Q2| = |Q|. ��

In other words, the number of paths (tests) required to cover all edges is at
most the number of statements in the program. By contrast, to cover all paths,
the number of tests required is approximately 3m/3 [20, page 109].

The rightmost column of Table 1 shows the number of tests (paths) required
to test a procedural program Q of the same size as the BDI program in question
for that row. Following Winikoff & Cranefield, we define size in terms of the
number of actions (BDI) and statements (procedural), so, for example, the first
row of Table 1 concerns a BDI goal-plan tree containing 62 actions (with j =
k = 2 and d = 3), and a procedural program containing 62 statements.

We observe that the case with no failure handling and where P is applicable
plans (i.e. the rightmost of the four numbers) is very close to q(Q). On the
other hand, enabling failure handling does, for some cases, result in significantly
more tests being required to adequately test the program. For example, 6,391
vs. 363, or 10,777 vs. 627. Both these cases have j = 3, whereas for the other
two cases where j = 2 the difference is smaller. So we conclude that, especially
where failure handling exists (which is the case for most BDI agent programming
languages), and where goals have multiple plans available, then testing a BDI
agent program is indeed harder than testing an equivalently-sized procedural
program.

6 Conclusion

We considered the question of whether testing of BDI agent programs is feasible
by quantifying the number of tests required to adequately test a given BDI agent
program with respect to the all edges criterion. Our findings extend the earlier
analysis of this question with respect to the all paths criterion to give a more
nuanced understanding of the difficulty of testing BDI agents.

One key conclusion is that the number of tests required to satisfy the all edges
criterion is not just lower (as expected) but very much lower (e.g. > 2×10107 vs.
around 6, 400). Indeed, the number of tests required is sufficiently small to be
feasible, although we do need to emphasise that all edges is generally considered
to be a minimal requirement, and that there are arguments for why it is less
appropriate for agent systems.

We also found that the introduction of failure handling did not make as large
a difference for the all edges criterion, as it did for the all paths analysis.

When comparing BDI programs to procedural programs, our conclusion lends
strength to the earlier result of Winikoff & Cranefield. They found that BDI
agent programs were harder to test than equivalently sized procedural programs
(with respect to the all paths criterion). We found that this is also the case for
the all edges criterion, but only where goals had more than two plans.
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Our overall conclusion is that BDI programs do indeed seem to be harder to
test than procedural programs of equivalent size. However, whether it is feasible
to test (whole) BDI programs remains unsettled. The all paths analysis (which
is known to be pessimistic) concluded that BDI programs could not be feasi-
bly tested. On the other hand, the all edges analysis (known to be optimistic)
concluded that BDI programs could be feasibly tested. Further work is required.

Other future work includes applying these calculations to real programs, and
continuing the development of formal methods for assuring the behaviour of
agent-based systems [3,6–8,10,16,23].
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Abstract. Fairness plays a determinant role in human decisions and
definitely shapes social preferences. This is evident when groups of indi-
viduals need to divide a given resource. Notwithstanding, computational
models seeking to capture the origins and effects of human fairness often
assume the simpler case of two person interactions. Here we study a
multiplayer extension of the well-known Ultimatum Game. This game
allows us to study fair behaviors in a group setting: a proposal is made
to a group of Responders and the overall acceptance depends on reaching
a minimum number of individual acceptances. In order to capture the
effects of different group environments on the human propensity to be
fair, we model a population of learning agents interacting through the
multiplayer ultimatum game. We show that, contrarily to what would
happen with fully rational agents, learning agents coordinate their behav-
ior into different strategies, depending on factors such as the minimum
number of accepting Responders (to achieve group acceptance) or the
group size. Overall, our simulations show that stringent group criteria
leverage fairer proposals. We find these conclusions robust to (i) asyn-
chronous and synchronous strategy updates, (ii) initially biased agents,
(iii) different group payoff division paradigms and (iv) a wide range of
error and forgetting rates.

1 Introduction

Fairness plays a central role in human decision-making and it often directs the
actions of people towards unexpected outcomes. This fact has puzzled academics
from multiple fields and the subject comprises a fertile ground of multidiscipli-
nary research [9,10]. A neat way to verify that humans often give up their own
material gains in order to achieve fair outcomes is achieved by observing how
people play a very simple game named the Ultimatum Game (UG) [13]. In
this game, two players interact with each other. The Proposer is endowed with
some resource and has to propose a division with the Responder. After that, the
Responder has to state her acceptance or rejection. If the proposal is rejected,
c© Springer International Publishing AG 2016
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none of the players earn anything. If the proposal is accepted, they will divide the
resource as it was proposed. In the context of UG, the outcome of any accepted
proposal stands as a social optimum (in the Pareto sense, i.e., no other player
can improve her payoff without damaging the payoff of others) however, only
the egalitarian division, in which both the Proposer and the Responder earn a
similar reward, is considered a fair result.

A first approach, attempting to predict the behavior of people in this game,
relies on the assumption that each player is a rational agent that seeks to uncon-
ditionally maximize the rewards. In this case, it is easy to notice that the Respon-
der should always accept any offer; wherefore, the Proposer should never fear
to have a proposal rejected and should always propose the minimum possible.
This indeed constitutes the sub-game perfect equilibrium of the UG [27]. A vast
number of works, however, report experiments with people in which the rational
sub-game prediction is not played and fair outcomes are verified [13,26,35,46].
Humans tend to reject low proposals and manage to offer high/fair divisions.
Offers are higher than expected even in the so-called Dictator games, where
the Responders do not have the opportunity to reject and proposals are always
accepted [10,16].

If one intends to model, explain and tentatively predict the behavior of people
in this game, new mathematical and computational tools have to be employed,
other than the game theoretical sub-game perfect equilibrium. For instance,
by relaxing the rational assumption made about human decision making and
by simply undertaking that strategies are adopted or renounced by individual
[11,22,43] or social learning [31,33,41], various mechanisms can be tested and
different conclusions can be obtained. In the second case, assuming that agents
co-habit a population and adopt strategies with a probability that grows with
the success those strategies are perceived to consent, the dynamics of strategy
adoption interestingly resemble a process of gene replication and the evolving
behavior of agents can be modeled by tools from Evolutionary Game Theory
(EGT) [50]. Interestingly, EGT can also be used to study individual learning
dynamics [1].

UG has been studied in the context of EGT and it has been shown that
when Proposers collect pieces of information about opponents’ previous actions,
it is worth for the Responders to cultivate a fierce bargainer reputation [25].
This explains the long-term benefits of Responders that acquire an intransigent
image by rejecting unfair offers. Other models attribute the evolution of fairness
to repeated interactions [49], to empathy [29] or even simply to environmen-
tal noise and stochasticity [32,37]. A slightly different approach suggests that
fair Proposers and Responders may emerge due to the topological arrangement
of their network of contacts: if individuals are arranged in lattices [30,45] or
complex networks [17,42] clusters of fairness may emerge.

While the UG is ubiquitous in real-life encounters, there is a wide range of
human interactions that a pairwise interaction model does not enclose. It is per-
fectly straightforward to realize that also UG instances take place in groups, with
proposals being made to assemblies [38]. Take the case of pervasive democratic
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institutions, economic and climate summits, markets, auctions, or the ancestral
activities of proposing divisions regarding the loot of group hunts and fisheries.
All those examples go beyond a pairwise interaction. More specifically, the rela-
tion of groups and the possibility of fair allocations is a topic utterly relevant
in the context of group buying [19,20], collective bargaining of work contracts
or coalition policy making [14] and indeed, there is a growing interest in doing
experiments with multiplayer versions of fairness games [3,6,7,9,12,23,39]. A
simple extension of UG may turn it adequate to study a wide variety of ubiq-
uitous group encounters. This extension, the Multiplayer UG (MUG), allows
to study the traditional UG in a context where proposals are made to groups
that should decide about its acceptance or rejection [38]. In the context of this
game, some questions need to be addressed: What is the role of the specific group
environment on people’s behavior? What is the impact of group acceptance rules
(i.e., the minimum number of accepting Responders to obtain group acceptance)
on individual offers? What is the role of group size on fairness?

If one assumes that agents always opt for the payoff maximizing strategy, the
previous questions have trivial answers: proposals in MUG are accepted regard-
less of the group particularities and any effect of group size or group acceptance
rules in the preferred people’s behavior should be neglected. However, aban-
doning this strong rationality assumption, and acknowledging that unexpected
behaviors often result from an adaptive process of evolution and learning, turns
plausible that different group environments can shape decision making and nur-
ture fair outcomes. As mentioned before, the use of multiagent learning tech-
niques can, for that end, unveil important characteristics of human interactions
that are neglected by typical equilibrium analysis. Here we seek to analyze the
role of different group environments on the emergence of fair outcomes, by com-
bining MUG with agents that adapt their behavior through reinforcement learn-
ing [44]. We implement and test with the well-known Roth-Erev reinforcement
learning algorithm [35]. We show that group size and different group acceptance
rules impact, in a nontrivially manner, the learned strategies and the associated
fairness: increasing the minimum number of accepting Responders to achieve
group acceptance has the effect of increasing the offered values and consequently
fairness; secondly, the effect of group size strongly depends on the group accep-
tation threshold.

For simplicity and readability purposes, in Table 1 we provide a list of the
nomenclature used through this document. In Sect. 2, we present the MUG [38]
and we review the equilibrium notions of classical game theory, namely, the sub-
game perfection. In Sect. 3 we present the Roth-Erev learning model that we use
thorough this work. After that, in Sect. 4, we present the results showing that,
within a population of adaptive agents, group environment (group acceptance
rules and group size) indeed plays a fundamental role in the employed strategies.
In Sect. 5 we discuss the obtained results and provide a set of concluding remarks.
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Table 1. Glossary

Symbol Meaning

p Offer by Proposer
q Acceptance threshold of Responder
ΠP (pi, q−i) Payoff earned by a Proposer
ΠR(pj , q−j) Payoff earned by a Responder
Π(pi, qi, p−i, q−i) Payoff being Proposer and Responder
api,q−i

Group acceptance flag
Q(t) Propensity matrix at time t

λ Forgetting rate
ε Local experimentation
ρki(t) Probability that k uses strategy i

p̄, q̄ Average p, q population-wide
ip,q Integer representation of strategy (p, q)
R Number of runs
Z Population size
N Group size
M Group acceptance rule
T Number of time steps
R Number of runs

2 Multiplayer Ultimatum Game

Often people incur in interactions that are fundamentally rooted in proposals
made to groups. These proposals can naturally be accepted or rejected, depend-
ing on the subsequent bargaining and group acceptance rules. The outcome of
this interaction can favor unequally each part involved and is thereby likely that
concerns about fairness puzzle each player mood. The role played by the group
in this interaction is overlooked by the traditional two-person UG. Thereby, here
we present and analyze the Multiplayer Ultimatum Game (MUG) which allows
us to test the effect of different group environments on the behaviors adopted
by people and the associated fairness levels [38].

In the UG, we can assume that the strategy of the Proposer is the fraction
of resource offered to the Responder (p) and the strategy of the Responder is
the personal threshold (q) used to decide about acceptance or rejection [25,30].
Only whenever p ≥ q the proposal is accepted. Considering that the amount
being divided sums to 1, an accepted proposal of p endows the Proposer with
1−p and the Responder with p. If the proposal is rejected, none of the individuals
earn anything. The UG can now be extended to a N-person game if we account
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for the existence of a group composed by N − 1 Responders [36,38]. The group
decision making can be arbitrarily complex yet, we simplify this process by
assuming that each of the N − 1 Responders accepts or rejects the proposal and
the overall group acceptance depends on a group acceptance rule: if the number
of acceptances equals or exceeds a minimum number of accepting Responders,
M , the proposal is accepted by the group. In this case, the Proposer keeps
what she did not offer (1− p) and the offer is divided by the Responders (in two
possible ways, as detailed next); otherwise, if the number of acceptances remains
below M , the proposal is rejected by the group and no one earns anything. The
accepted proposal can be (i) evenly divided by all the Responders or (ii) only
divided by the accepting Responders.

The payoff function describing the gains of a Proposer i, with strategy pi,
facing a group of Responders with strategies q−i = {q1, ..., qj , ..., qN−1}, j �= i
reads as

ΠP (pi, q−i) = (1 − pi)api,q−i
(1)

Where api,q−i
summarizes the group acceptance of the proposal made by

agent i (pi), standing as

api,q−i
=

{
1, if

∑
qj∈q−i

Θ(pi − qj) ≥ M.

0, otherwise.
(2)

Θ(x) is the Heaviside unit step function, having value 1 whenever x ≥ 0 and 0
otherwise. This way, Θ(pi − qj) = 1 if agent j accepts agent’s i proposal and∑

qj∈q−i
Θ(pi − qj) is the number of Responders (within those using strategies

q−i = {q1, ..., qj , ..., qN−1}, j �= i) accepting proposal pi.
Similarly, the payoff function describing the gains of a Responder belonging

to a group with a strategy profile q−j = {q1, ..., qk, qi, ..., qN−1}, k �= j, listening
to a Proposer j with strategy pj , is, in the case of proposals evenly divided by
all, given by

ΠR(pj , q−j) =
pj

N − 1
apj ,q−j

. (3)

In the case of proposals divided by the accepting Responders, the payoff of
a Responder (with strategy qi) is given by

ΠR(pj , q−j) =
pjΘ(pj − qi)apj ,q−j∑

qk∈q−j
Θ(pj − qk)

(4)

This equation implies that a Responder only earns something if both she and
the group accept that proposal. In turn, Eq. (3) implies that only the group has
to accept a proposal, for any Responder to earn something.

We can assume that these games occur in groups where each individual acts
once as Proposer and N − 1 times as Responder. This way, the overall payoff
of an individual with strategy (pi, qi), playing in a group with strategy profile
(p−i, q−i), is given by

Π(pi, qi, p−i, q−i) = ΠP (pi, q−i) +
∑

pj∈p−i

ΠR(pj , q−i) (5)
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The interesting values of M range between 1 and N −1. If M = 0, no Respon-
ders are needed to accept a proposal and so, all proposals would be accepted.
With M > N − 1 all proposals are rejected irrespectively of the strategies used
by the players.

2.1 Sub-game Perfect Equilibrium

In order to derive the sub-game perfect equilibrium of MUG, let us introduce
some canonical notation. A game given in a sequential form has a set of stages
in which a specific player (chosen by a player function) should act. A history
stands as any possible sequence of actions, given the turns assigned by the player
function. Roughly speaking, a terminal history is a sequence of actions that go
from the beginning of the game until an end, after which there are no actions
to follow. Each terminal history will prescribe different outcomes to the players
involved, given a specific payoff structure that fully translates the preferences
of the individuals. This way, a sub-game is composed by the set of all possible
histories that may follow a given non-terminal history. A strategy profile is a sub-
game perfect equilibrium if it also the Nash equilibrium of every sub-game [27].

Let us turn to the specific example of MUG to clarify this idea. In this game,
the Proposer does the first move and the Responders should, secondly, state
acceptance or rejection. The game has two stages and any terminal history is
composed by sets of two actions, one taken by a single individual (Proposer,
with possibility to suggest any division of the resource) and the second by the
group (acceptance or rejection).

Picture the scenario in which groups consist of 5 players, where one is the
Proposer, the other 4 are the Responders and M = 4 (different M would
lead to the same conclusions). Let us evaluate two possible strategy profiles:
s1 = (0.8, 0.8, 0.8, 0.8, 0.8) and s2 = (μ, 0, 0, 0, 0), where the first value is the
offer by the Proposer and the remaining 4 are the acceptance thresholds by the
Responders. Both strategy profiles are Nash Equilibria of the whole game. In the
first case, the Proposer does not have interest in deviating from 0.8: if she lowers
this value, the proposal will be rejected and thus she will earn 0; if she increases
the offer, she will keep less to herself. The same happens with the Responders: if
they increase the threshold, they will earn 0 instead of 0.2, and if they decrease
it, nothing happens (non-strict equilibrium). The exact same reasoning can be
made for s2, assuming that μ/(N − 1) is the smallest possible division of the
resource.

Regarding sub-game perfection, the conclusions are different. Assume the
history in which the Proposer has chosen to offer μ (let us call the sub-game after
this history, in which only one move is needed to end the game, h). In this case,
the payoff yielded by s1 is (0, 0, 0, 0, 0) (every Responder rejects a proposal of μ)
and the payoff yielded by s2 is (1−μ, μ/(N −1), μ/(N −1), μ/(N −1), μ/(N −1)).
So it pays for the Responders to choose s2 instead of s1, which means that
s1 is not a Nash Equilibrium of the sub-game h. Indeed, while any strategy
profile in the form s = (p, p, p, p, p), μ < p ≤ 1 is a Nash Equilibrium of MUG,
only s∗ = (μ, 0, 0, 0, 0) is the sub-game perfect equilibrium. As described in the
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introductory section, a similar conclusion, yet simpler and more intuitive, could
be reached through backward induction.

3 Learning Model

The use of multiagent learning algorithms can unveil fundamental properties
of human interactions that are overlooked if one would assume that individuals
always behave following fully rational behaviors [8,11,22,35,43]. Particularly, the
Roth-Erev algorithm was used with remarkable success in modeling the process
of human learning when playing well-known interaction paradigms such as the
Ultimatum Game [35]. We use the Roth-Erev algorithm to analyze the outcome
of a population with learning agents playing MUG in groups of size N . In this
algorithm, at each time-step t, each agent k is defined by a propensity vector
Qk(t). Over time, this vector is updated given the payoff gathered after each
play. Successfully employed actions will grant larger payoffs that, when added
to the corresponding propensity value, will increase the probability of repeating
that strategy in the future (as will be made clear below). We consider that games
take place within a population with Z (Z > N) adaptive agents. Agents earn
payoff following an anonymous random matching model [11], i.e., we sample
random groups without any kind of preferential arrangement or reciprocation
mechanism. We consider MUG with discretized strategies. We round the possi-
ble values of p (proposed offers) and q (individual threshold of acceptance) to
the closest multiple of 1/D, where D measures the granularity of the strategy
space considered. We map each pair of decimal values p and q into an integer
representation, thereafter ip,q is the integer representation of strategy (p, q) and
pi (or qi) designates the p (q) value corresponding to the strategy with integer
representation i.

The core of the learning algorithm takes place in the update of the propensity
vector of each agent, Q(t + 1), after a play at time-step t. Denoting the set of
possible actions by A, ai ∈ A : ai = {pi, qi}, and the population size by Z, the
propensity matrix, Q(t) ∈ R

Z×|A|
+ , is updated following the base rule

Qki(t + 1) =

{
Qki(t) + Π(pi, qi, p−i, q−i) if k played i

Qki(t) otherwise
(6)

The above update can be enriched with human learning features: forgetting
rate (λ, 0 ≤ λ ≤ 1) and local experimentation error, (ε, 0 ≤ ε ≤ 1) [35], leading
to an update rule slightly improved,

Qki(t + 1) =

⎧
⎪⎪⎪⎨

⎪⎪⎪⎩

Qki(t)λ̄ + Π(pi, qi, p−i, q−i)(1 − ε) k played i

Qki(t)λ̄ + Π(pi, qi, p−i, q−i) ε
4 k pl. ip ± 1

Qki(t)λ̄ + Π(pi, qi, p−i, q−i) ε
4 k pl. iq ± 1

Qki(t)λ̄ otherwise

(7)

where λ̄ = 1 − λ and ip ± 1 (iq ± 1) corresponds to the index of the p (q) values
of the strategies adjacent to pi (qi), naturally depending on the discretization
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chosen. The introduction of local experimentation errors is convenient as they
prevent the probability of playing the less used strategies (however close to the
used ones) from going to 0. Moreover, those errors may introduce the sponta-
neous trial of novel strategies, a feature that is both human-like and showed
to improve the performance of autonomous agents [40]. The forgetting rate is
convenient to inhibit the entries of Q from growing without bound: when the
propensities reach a certain value, the magnitude of the values forgotten, Qki(t)λ,
approach those of the payoffs being added, Π(pi, qi, p−i, q−i).

When an agent is called to pick an action, she will do so following the prob-
ability distribution dictated by the normalization of her propensity vector. The
probability that individual k picks the strategy i at time t is given by

ρki(t) =
Qki(t)∑
n Qni(t)

(8)

The initial values of propensity, Q(0), have a special role in the convergence to
a given propensity vector and on the exploration versus exploitation dilemma.
If the norm of propensity vectors in Q(0) is high, the initial payoffs obtained
will have a low impact on the probability distribution. Oppositely, if the norm of
propensity vectors in Q(0) is small, the initial payoffs will have a big impact on
the probability of choosing the corresponding strategy again. Convergence will
be faster if the values in Q(0) are low, yet in this case agents will not initially
explore a wide variety of strategies. Here we consider three variants of initially
attributed values to Q(0): (i) random initial propensity, where each entry Qki(0)
assumes real values randomly sampled (uniformly) from the interval [0, Q(0)max];
(ii) propensity values initially high on the strategy p = q = 0 – specifically, we
attribute a random value between 0 and 1 to the propensities corresponding to
the strategies p �= 0, q �= 0 and we attribute the value Q(0)max to the propensity
corresponding to the strategy p = q = 0; (iii) values of propensity initially high
on the strategy p = q = 1 and low on strategies p �= 1, q �= 1.

All together, the individual learning algorithm can be intuitively perceived:
when individual k uses strategy i she will reinforce the use of that strategy
provided the gains that she obtained; higher gains will increase to a higher
extent the probability of using that strategy in the future. The past use of the
remaining strategies, and the obtained feedbacks, will be forgotten over time;
similar strategies to the one employed (which in the case of MUG are just the
adjacent values of proposal and acceptance threshold) will also be reinforced,
yet to a lower extent. This learning algorithm is rather popular, providing a
canonical method of reinforcement learning that was successfully applied in the
past to fit the way that people learn to play social dilemmas [8,35]. It is note-
worthy that two important properties of human learning are captured by this
model: the Law of Effect [47] and the Power Law of Practice [24]. The first poses
that humans (and animals) tend to reinforce the use of previously successfully
employed strategies; the Power Law of Practice states that the learning curve
of a given task by a human is initially steep and, over time, gets flat. Indeed,
by using the Roth-Erev algorithm, larger payoffs reinforce to a larger extent
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Algorithm 1. Roth-Erev reinforcement learning algorithm in an adap-

tive population and considering synchronous update of propensities.

Q(0) ←initialization;

for t ← 1 to T, total number of time-steps do

tmp ← {0, ..., 0} /* keeps the temporary payoffs of the

current time step to allow for synchronous update of

propensities */;

for k ← 1 to Z do
1. pick random group with individual k ;

2. collect strategies (Eq. 8);

3. calculate payoff of k (Eq. 5);

4. update tmp[k] with payoff obtained ;
update Q(t) given Q(t − 1) and tmp (Eq. 7);

save p̄ (Eq. 9);

save q̄ (Eq. 9);

the usage of a given strategy (alongside preventing the usage of the remaining
strategies) and, following Eq. (8), payoffs have a larger relative impact on the
probability of picking a strategy at the beginning of the learning process, when
Qki(t) values are lower.

Algorithm 2. Roth-Erev reinforcement learning algorithm in an adap-

tive population and considering asynchronous update of propensities.

Q(0) ←initialization;

for t ← 1 to T, total number of time-steps do

for i ← 1 to Z do
1. pick random individual k and random group with k ;

2. collect strategies (Eq. 8);

3. calculate payoff of k (Eq. 5);

4. update Qk with the payoff obtained ;
save p̄ (Eq. 9);

save q̄ (Eq. 9);
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The remaining algorithm is summarized in Algorithms 1 and 2. In
Algorithm 1 we detail the synchronous version of the algorithm. In this case,
we guarantee that during each time step every agent has the opportunity to
update her propensity values. Moreover, during a given time step, all agents
play and the obtained payoff is kept in a temporary registry, so that all agents
update their propensities at once, after a time step elapses.

In Algorithm 2 we summarize the asynchronous version of the propensity
updates. In this case, Z (the population size) agents are randomly selected to
update their propensity values during one time step, without any guarantee
that all agents are given this opportunity and that no agents are repeatedly
selected. Additionally, when an agent plays, the corresponding propensity value
is immediately updated, precluding any kind of synchronism in the propensity
update process.

We keep track of the average values of p and q in the population, designating
them by p̄ and q̄. Provided a propensity matrix, they are calculated as

p̄ =
1
Z

∑

1<k<Z

∑

1<i<|A|
ρkipi

q̄ =
1
Z

∑

1<k<Z

∑

1<i<|A|
ρkiqi (9)

In the next section, we present and discuss the results stemming from our
experiments.

4 Results

Through the simulation of the multiagent system described in the previous
section, we first show that different group acceptance rules have a considerable
impact on the average values of offers (p) and acceptance thresholds (q) learned
by the population. As the time-series in Fig. 1 (left column) show, when MUG
takes place in groups of size N = 8 and for M = 1 (top), M = 4 (middle) and
M = 7 (bottom), agents learn the strategies that allow them to maintain high
acceptance rates and high average payoffs. Notwithstanding, the offered values
are higher and fairer if M increases. An average p of 0.2 (M = 1) endows Pro-
posers with an average payoff of 0.8, while each Responder keeps 0.2. Oppositely,
an average value of p close to 0.7 (M = 7) provides the more equalitarian out-
come of endowing Proposers with 0.3 and Responders with 0.7. Recall that the
sub-game perfect equilibrium always predicts that Proposers would keep almost
all the sum and Responders would earn something close 0.

In Fig. 1 we additionally portray the variance of strategies at an individual
(middle column) and population level (right column). Initially, propensity values
are attributed randomly, sampled from a uniform distribution from 0 to Q(0)max.
This way, the variance of propensity is initially high, at an agent level. However,
the average values of p and q used by each agent are approximately 0.5 for
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Fig. 1. Left column: time series reporting the evolution of average strategies (p̄ and
q̄), average payoff population-wide (payoff ) and proposals rejection rate (reject%).
Each plot depicts the average over 100 runs (the corresponding standard deviation,
often negligible, is represented by a background shadow), each starting with a random
propensity matrix where each entry is sampled from a uniform distribution over the
interval [0, Q(0)max]. For group size N = 8 and for the thresholds M = 1, M = 4
and M = 7, the rejection rate converges to a value near the minimum, thereby, the
average payoff in the population approximates the maximum possible. The average
strategy values do not inform us about the predictability of agents’ actions (the spread
of the distribution of individual propensity values) neither about the diversity level of
strategies occurring at a population level (spread of average strategies considering all
agents), thereby, we present the variance of propensity at an individual (middle column)
and population (right column) level. We observe that, as time steps go by, all agents
learn to always use (approximately) the same proposal values (p), an evidence that
stems from the low average variance of propensities both within each agent and across
all the population. Contrarily, the variance of the propensity values of q remain high.
This variance is considerable lower when M is high, reflecting the larger pressure that
is exerted upon q. In these specific plots, we assume synchronous propensity updates
and offers divided by all the Responders. Other parameters: population size Z = 100,
granularity D = 20, forgetting rate λ = 0.01, local experimentation rate ε = 0.01, total
number of time-steps T = 20000 Q(0)max = 20.
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everyone, which results in an initially low variance of average strategies, at a
population level. As time goes by (higher values of t), all the agents adapt in
order to always use the same values of p, resulting in a low variance of propensity
both at agent and population level. Oppositely, different agents learn to use
different ranges of q. This is depicted by the high variance of propensity both at
an individual and population level: in what concerns q, agents are unpredictable
and populations are diverse.

We can have a better intuition for the evolving distribution of strategies
within a population if we observe a snapshot, for one specific run, of the propen-
sity distribution over the space of possible p and q values. The corresponding
results are pictured in Figs. 2 (M = 1), 3 (M = 4) and 4 (M = 7) for time-
steps t = 200, t = 500, t = 1000, t = 3000, t = 19000. Each small square
corresponds to a pair (p, q) and a darker square means that more agents have
a propensity vector with a high value in that position. Figures 2, 3 and 4 show
that, over time, agents learn to use a p value that grows with M . Concerning
q, the learned values have a sizeable variance within the same population. This
variance decreases with M , an effect already visible in Fig. 1. The reasoning for
this result is straightforward: as M increases, a proposal is only accepted if more
Responders accept it. In the limiting case of M = N − 1, all Responders have to
accept an offer in order for it to be accepted by the group, thereby, the pressure
for having low acceptance thresholds (q) is high. When M is low, a lot of q values
in the group of Responders turn to be irrelevant. In this case, the pressure for q
values to converge to confined domain is softened.

So far we considered that propensity values are initially attributed at random.
This naturally casts doubt on whether populations of initially unfair agents are
also able to learn to be fair and adapt their behaviour given different values of
M . This way, we explicitly consider the effect of initially biased agents. At t = 0
we input in each agent a propensity vector that induces them to use a specific
strategy with high probability (darker squares in the bottom-left (middle panel)
or top-right (bottom panel) corners of each figure at t = 200). We consider the
two extreme cases of high and low p, q values. In the middle panels of Figs. 2,
3 and 4, a lot of propensity is initially placed in the strategies p = q = 0, for
all agents (extremely unfair agents). In the bottom panels, a lot of propensity
is initially placed in the strategies p = q = 1 (extremely altruistic agents).
We show that, despite this initial bias, agents learn to use approximately the
same strategies, in the long run. Moreover, we conclude again that the learned
strategies strongly depend on M .

Indeed, if we systematically increase M , the proposed values rise concomi-
tantly. In Fig. 5 we observe this effect in four different conditions: (i) synchro-
nous updates of propensities (Algorithm1) and payoff divided by all Responders
(Eq. 3); (ii) synchronous updates of propensities and payoff divided by accepting
Responders (Eq. 4); (iii) asynchronous updates of propensities (Algorithm2) and
payoff divided by all Responders; (iv) asynchronous updates of propensities and
payoff divided by accepting Responders. Interestingly, when the payoff is only
divided by the accepting Responders, the average values of q and p decrease.
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Fig. 2. Snapshots of the population composition regarding the average values of p and
q to be played given Q(t). Each plot represents the space of all possible combination
of p and q, assuming that D = 20 and thereby, p and q rounded to the closest multiple
of 1/20. We represent the state of the population for five distinct time-steps (from left
to right: t = 200, t = 500, t = 1000, t = 3000, t = 19000) and given three different
Q(0) conditions: on top, initial propensity values uniformly distributed; on the mid-
dle, initial propensity Qk0(0) = 50 and Qk,i�=0(0) = U(0, 1), where U = (0, 1) is a
random real sampled uniformly from the interval [0, 1]; on bottom, initial propensity
Qk(D+1)2−1(0) = 50 and Qk,i�=(D+1)2−1(0) = U(0, 1). Irrespectively of the initial con-
ditions, for M = 1 agents learn to use low values of p. Each square within the 2D-plots
represents a specific combination of (p, q). If the square is darker it means that more
individuals use, with high probability, a strategy corresponding to that location. Other
parameters: group size N = 8, group acceptance threshold M = 1, initial propensities
maximum Q(0)max = 50, population size Z = 100, granularity D = 20, forgetting rate
λ = 0.01, local experimentation rate ε = 0.01, total number of time-steps T = 20000.

This result is plausible because, when the number of accepting Responders in a
group stands above M and the offer is divided by all the Responders, only the q
of those that accepted the proposal has indeed an impact in the obtained payoff;
all the agents with a high q receive the same payoff as the accepting agents with
low q. However, when the payoff is divided by solely the accepting Responders
(low q), the agents with a high q that individually reject a proposal can be
impaired even if the proposal is accepted by the group. This way, the pressure
for q to decrease is higher in the condition where proposals are only divided by
the accepting Responders. Alongside, the values of p also decrease. Consistently
with this hypothesis, when M is higher the difference in both payoff division
paradigms is alleviated. On the other hand, there is no significant difference in
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Fig. 3. Snapshots of the population composition regarding the average values of p and
q to be played given Q(t). For an interpretation of this Fig., please see the caption of
Fig. 2. Other parameters: group size N = 8 and group acceptance threshold M = 4.
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Fig. 4. Snapshots of the population composition regarding the average values of p and
q to be played given Q(t). For an interpretation of this Fig., please see the caption of
Fig. 2. Other parameters: group size N = 8 and group acceptance threshold M = 7.
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Fig. 5. The average values of p and q for group size N = 10 with M assuming all
possible non-trivial values 1 ≤ M ≤ N − 1. Each point in the plot corresponds to a
time and ensemble average: (i) time average over the last half of the time-steps, i.e.,
we wait for a transient time for propensity values to stabilise and (ii) we take the
average of 100 runs, each one starting from a random Q(0) propensity matrix. The
variance over different runs is negligible. On the left, we represent the average values of
proposal and on the right we depict the average threshold acceptance values. In each
case, we consider all the combinations of (i) asynchronous or synchronous propensity
updates with (ii) payoff divided by all the Responders or payoff only divided by the
accepting Responders. Other parameters: population size Z = 100, granularity D = 20,
forgetting rate λ = 0.01, local experimentation rate ε = 0.01, total number of time-
steps T = 10000, number of runs R = 100, initial propensities maximum Q(0)max = 20.

Fig. 6. Average values of p and q for different combinations of λ (forgetting rate) and ε
(local experimentation error). In this case, we assume synchronous propensity updates
and offers divided by all the Responders. For all the tested combinations, we always
obtain a higher value of p whenever M increases and all other parameters stand fixed.
Other parameters: group size N = 8, population size Z = 100, granularity D = 20,
total number of time-steps T = 10000, number of runs R = 100, initial propensities
maximum Q(0)max = 20.

the learned strategies when considering asynchronous or synchronous propensity
updates.

It is noteworthy that the relation between high M and fair proposals remains
valid for a wide range of combinations of λ (forgetting rate) and ε (local
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Fig. 7. Average values of p and q for different combinations of group sizes, N (2 to 32),
and group acceptance rules, M (left panel: M = 1 i.e., just a single individual accep-
tance to render a proposal accepted; right panel: M = N − 1, unanimity of individual
acceptances to overall accept a proposal). In this case, we assume synchronous propen-
sity updates and offers divided by all the Responders. Other parameters: population
size Z = 100, granularity D = 20, forgetting rate λ = 0.01, local experimentation
error ε = 0.01, total number of time-steps T = 10000, number of runs R = 100, initial
propensities maximum Q(0)max = 20.

experimentation error) (Fig. 6). We additionally tested for N = 7, M = 1, 3, 6
and Z = 20, 30, 50, 200, 300, 500 and verified that the conclusions regarding the
effect of M remain valid for this whole range of population sizes.

Finally, we highlight the effect of group size (N) on the average value of
proposals made (p̄) and proposals willing to be accepted (q̄). As Fig. 7 depicts,
larger groups induce individuals to rise their average acceptance threshold. As
the group of Responders grows and the offers have to be divided between more
individuals, the pressure to learn optimal low q values is alleviated. This way,
the values of q should increase, on average, approaching the 0.5 barrier that
would be predicted if they behaved erratically. Differently, the proposed values
exhibit a dependence on the group size that is conditioned on M . For mild group
acceptance criteria (e.g. M = 1), having a big group of Responders is a synonym
of having a proposal easily accepted. In these circumstances, Proposers tend to
offer less without risking having their proposals rejected, keeping this way more
for themselves and exploiting the Responders. Oppositely, when groups agree
upon stricter acceptance rules (e.g., M = 7), having a big group of Responders
means that more people need to be convinced of the advantages of a proposal.
This way, Proposers have to adapt, increase the offered values and sacrifice their
share in order to have their proposals accepted.

5 Discussion and Conclusion

In this work we model an adaptive population with agents interacting through
MUG. Agents learn over time following the Roth-Erev reinforcement learning
algorithm. This individual learning algorithm was shown to mimic quite well
the learning process of humans while playing social dilemmas [8,35]. Indeed, our
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main goal is to capture, in a computational model, the role of group acceptance
rules and the own group sizes on human behavior. While the role of different
group environments is overlooked by an approach that takes all agents as being
fully rational, we show that, in the context of learning agents, some particularities
of the group setting importantly change the learned behaviors: increasing the
minimum number of accepting Responders to obtain group acceptance has the
effect of increasing the offered values; the effect of group size depends on the
group decision rule in a way that big groups combined with soft group criteria
are a fertile ground for selfish Proposers to thrive and, oppositely, big groups
that require a large number of Responders to accept a proposal induce Proposers
to offer more.

The individual learning model that we implement is close to a trial and error
mechanism that individuals may use to successively adapt to the environment,
given the feedback provided by their own actions. A different approach imple-
ments a system of social learning [38] in which individuals learn by observing
the strategies of others and accordingly imitate the strategies perceived as best
[31,33,41]. These two learning paradigms (individual and social) can lead to very
different outcomes concerning the learned strategies and the long-term behaviour
of the agents [4,48]. Interestingly, our results are in line with some of the results
obtained in the context of evolutionary game theory and social learning [38].
It is remarkable, however, that an individual learning approach does not rely
on information about others’ complete strategy set and performances. Agents’
learning only requires knowledge about the used strategy and the received pay-
off. This way, the individual learning method that we employ is suitable to model
MUG situations where, reasonably, others’ strategies are unknown and the only
feedback obtained is the overall group acceptance or rejection.

As stated, we simulate a population of learning agents as a proxy to better
understand human behaviour. In AI, algorithms of reinforcement learning are
typically implemented in order to equip artificial agents with autonomy and opti-
mality, characteristics often attributed to human intelligence. This way, human
behavior is taken as an inspiration to design artificial agents. This work (following
others [4,8,22,35,43]) intends to close the loop by experimenting with artificial
agents new interactions and behaviors that tentatively allow to gain knowledge
about the way that humans act: the emergent behavior of artificial agents is
taken as an inspiration to understand human behavior. Interestingly, by telling
us something about emergent human behavior, our results can again be used
to aid the design of artificial agents that are both efficient and believable when
used in human-agent interactions [2,5]. Take the example of automatic negoti-
ation [18,21,34]. What would be the requirements of artificial agents designed
to negotiate with a human in an environment that is surely dynamic? Should
they behave assuming human rationality and predicting sub-game perfect equi-
librium (see Sect. 2.1)? Should they act accordingly with the behaviors that
emerge after a learning process? Here we clearly show that the proposal and
acceptance threshold of those agents should be implemented as a function of
the specific group environment where agents are going to act. These conclusions
could hardly be obtained after assuming agents rationality.
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Finally, a note on further applications of the game we test with. As Hamil-
ton states, “The theory of many person games may seem to stand to that of
two-person games in the relation of sea-sickness to a headache” [15,28]. Indeed,
here we see that a multiplayer version of the Ultimatum Game, while still rea-
sonably simple and general, brings attached a set parameters whose effect is
certainly not trivial to understand [36,38]. The interaction paradigm that we
consider is prevalent in numerous daily situations and human activities, thereby,
the study of MUG using different modeling tools and assumptions is both a chal-
lenge and opportunity to address stimulating open questions. For instance, how
will the group size affect the social pressure on the rejecting Responders? How
to manage individual reputations if only the general group verdict is known,
rather than individual decisions? What would change if Proposers were allowed
to target offers to specific Responders and how would M impact that behavior?
How should agents be selected to be Proposers from within a group, given their
previous actions? We hope that the adaptive learning agents and multiagent
systems community feels tempted to address those (and many other) questions
that MUG instigates.
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Abstract. Often renewable generators cluster in remote regions (such
as windy islands) located away from demand centres. Suitability of these
locations in terms of renewable resources, is often coupled with insuffi-
cient grid capacity, which leads to the application of generation curtail-
ment, when power generated exceeds local aggregate demand. This work
studies the effect of curtailments schemes on the strategic interaction of
different investors. Our work uses a game-theoretic approach to study the
profitability and decision making on future renewable investment, for a
variety of different schemes. Next, we study the effect of curtailment and
line access rules in power grid expansion. We model the interplay between
a private line investor and local generators as a Stackelberg game and
determine the generation capacity and profits at equilibrium. Finally, we
examine a UK-based network upgrade case-study and show how results
can be utilised to set a grid access payment mechanism, ensuring both
the implementation of transmission and local generation investments.

Keywords: Generation incentives · Renewable energy · Stackelberg
game · Transmission investment

1 Introduction

Renewable energy sources (RES) are a key technology for the transition to low-
carbon economy and sustainability [24]. In recent years, this problem has begun
to attract considerable attention from the artificial intelligence and multi-agent
community, as part of the computational sustainability agenda [6,30,31]. In prac-
tical developments, in many countries, the implementation of incentive mecha-
nisms such as feed-in tariffs (FITs) or renewable obligations (ROs) have led fast
increases of installed renewable generation capacity. This capacity is typically
provided by local generators (such as wind turbines or PV panels) embedded
in local distribution networks. While this is a beneficial development from the
point of view of decarbonisation goals, it places great strains on existing elec-
tricity grids, and raises a new set of challenges [5,9].

Often, most favourable locations for generation, where renewable resources
are abundant or generators meet least planning resistance, are far away from
c© Springer International Publishing AG 2016
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the electricity demand centres, where power is most needed. High volumes of
RES generators coupled with insufficient grid infrastructure, can often lead to
generation curtailment. Generators are required to reduce their power outputs,
due to technical reasons, in the discretion of the system operator, resulting in
‘waste’ energy [25]. In many countries including the UK, when generators operate
at areas with network constraints, they are usually compensated for the reduced
profits when imposed to curtailment, leading to increasing energy costs.

For this reason, new approaches are required to deal with the issue of cur-
tailment, such as the introduction of Active Network Management (ANM) tech-
niques and new commercial agreements between RES generators and system
operators. In this context, generators are offered a non-firm connection and agree
to the rules, order and frequency of curtailment.

Different curtailment strategies are used in ANM schemes or proposed by the
power systems literature [4,7,13]. Related work so far views these schemes from
a technical scope, focusing on which curtailment schemes are easier to implement
and guarantee operational stability. However, it has become apparent that other
than the financial incentives available (the level of ROs or FITs), the curtailment
level and strategy selected by the system operator can be crucial for the decision
making of investors, whether to invest in new renewable generation capacity [2].

Curtailment can be mitigated by building or reinforcing distribution or trans-
mission lines between remote locations where capacity (such as wind turbines)
can be installed, and areas of high demand. This can be expensive and tech-
nically challenging, especially as these lines often have to be deployed in harsh
environments, such as at considerable depth on the sea floor.

The starting point of our work was motivated by the practical problem of
reinforcing transmission/distribution lines in outlying islands and remote regions
of Scotland. The Orkney Islands (in north-eastern Scotland) are a classical
example of active network management scheme running in practice, where both
installed renewable generation and curtailment levels are among the highest in
the UK [13].

In many countries, public funding has been used by transmission system or
local distribution network operators (TSO/DNOs) to reinforce such power lines.
This is, however, expensive and increasingly harder to justify (since only a few
companies benefit from what is essentially a public investment), and often leads
to considerable delays in capacity being installed. Recently, system operators
have started a debate on finding new ways to incentivies privately built lines [11],
paid by the renewable generation companies [15], possibly partially supported by
TSOs/DNOs. This raises the crucial issue of the line access rules to be applied
to the new transmission lines, as well as the interplay between the line access
and the curtailment mechanism.

While lines with completely private access (so called ‘single merchant access’)
lines are possible, it would be beneficial if new power lines are built (partially)
by private investors, keeping the access to this infrastructure public. Power lines
can be built under ‘common access’ line rules, where a line investor is granted
approval to install the power line, however he has to permit access to other
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generators or competitors, who are subject to a transmission fee per energy unit
transported through the transmission link. The level of the payment mechanism
is capped by the independent system regulator. We show in this work that the
interaction between line access rules and the curtailment scheme selected can
bring up complicated problems, especially as different players (local RES gen-
erators, line investor or system operator) desire to optimise different goals. We
show that for ‘common access’ line rules and a fair curtailment policy, the line
investor and local generators interplay results to a complex Stackelberg game,
where the generation capacities built and associated profits depend on the strate-
gic interaction of these players.

Specifically, the case study we use in this paper, is the grid reinforcement
between Hunterston and Crossaig, in the remote Kintyre peninsula in Western
Scotland. This remote region is a good example of a location with high wind
generation potential, where it became clear that private line investment would
be needed to export the renewable energy generated. However, the ‘single mer-
chant’ access mechanism used had the unintended effect that each new renewable
development built its own separate line, which met only the capacity required
for its own wind farm. This resulted in no less than three separate line rein-
forcements being built or under construction between the same two locations.
Obviously, this is a hugely expensive and wasteful process, as power lines have
to be laid subsea, for a distance of over 20 miles.

While the marginal cost of building a larger capacity line is cited as a possible
explanation, a less obvious, but potentially key reason is that each producer had
no incentive to build a larger capacity line which permitted access to rival com-
petitors. The main analytical result of this paper suggests that, in such cases,
it is possible for Ofgem (the UK system regulator) to encourage private line
investors - possibly, with subsidies or public support - to build larger capac-
ity lines under a ‘common access’ rule, as long as transmission charges, in the
equilibrium of the game, are set in such ways that allow sufficient profits.

The main contribution of our work can be summarised as follows:

– First, we provide a study of the most prevailing curtailment strategies and
show how these rules affect the viability of a RES investment, at a certain
location. Moreover, we use a competitive analysis approach to determine the
level of RES capacity built at a single location with network constraints.

– Second, we consider a two-location setting of a demand and a RES generation
site and study the transmission interconnection installation as a Stackelberg
game, between the line investor and local RES generators, and we characterise
the equilibrium of the game.

– Next, we perform a case study analysis and apply our model to a network
upgrade project in the UK. The financial parameters used for this are realis-
tic, and in fact much of this information was released by Ofgem and Scottish
Southern Energy (SSE), the local DNO, as part of a public consultation exer-
cise [27].

Finally, we emphasize that, while the numerical application is specific to the
UK case, our analysis and equilibrium results are general, and the underlying
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problem of renewable generation and demand not being co-located occurs in
many other places around the globe, facing similar challenges.

The remainder of this paper is organised as follows: Sect. 2 presents the lit-
erature review and Sect. 3 elaborates on different curtailment rules. Effects on
renewable capacity investment are shown in Sect. 4 and on transmission invest-
ment in Sect. 5. Numerical results of the network upgrade case study are pre-
sented in Sect. 6, while Sect. 7 concludes.

2 Related Work

The issue of curtailment has been studied by both academic and commercial
studies [2,4,7,13], focusing mainly on the technical and legal implications of
different schemes. Our work aims to determine the effects of different policies
in the incentives and decision-making of generation capacity and power grid
infrastructure investors.

Different players and their strategic interaction can be simulated with agent-
based modeling. In [3], renewable and grid infrastructure investment are jointly
considered, whereas [20] studies the effects of generation capacity to transmission
planning. [19] examines network reinforcements performed by system operators
or private investors and shows that, the optimal results derived can vary widely,
due to different underlying goals. Their work is focused, however, on using Math-
ematical Program with Equilibrium Constraints (MPEC) to solve power flows,
and curtailment strategies were not considered. In [23], the authors consider
privately installed power lines and show how group formation can be used to
reduce the system’s losses. The main focus in this work is the coalition forma-
tion and its results in configurations of multiple-location settings, not the effects
of transmission access rules, which are the scope of our work.

Several works consider transmission planning or expansion at congested areas
of the power network. Joskow and Tirole [10] analyse a two-node network market
behaviour, for settings of players with different market power and allocation of
transmission rights. Our work follows a different approach, since we specify our
analysis on the transmission access rules and curtailment imposed, rather than
analysing the market behaviour in areas of network constraints.

Several works use Stackelberg game analysis to model network expansion
with economic analysis and social welfare [26], Locational Marginal Pricing [28]
or stochastic renewable generation [32].

Moreover, Stackelberg games have been used to model energy trading with
microgrids [1,17]. Zheng et al. (2015) propose a novel, crowdsourced funding
model for renewable energy investments, using a sequential game-theoretic app-
roach [33]. However, transmission issues were not considered.

In addition, Stackelberg games have been extensively used to model security
games [22] or test designing [18].
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3 Curtailment Rules

The most significant criteria for determination of the curtailment rules include
ease of implementation, fairness, efficiency, transparency and reliability. A review
of different schemes is presented in [4,7,8,12]. The generators can be allocated to
a curtailment scheme, according to their technical characteristics, rated capacity
or chronological order of their regulatory approval.

In our work, we focus on two mechanisms that are widely used in commercial
ANM schemes in the UK1 or proposed in the literature: last-in-first out (LIFO),
where the last generator granted a connection to the scheme is curtailed first,
and Pro Rata (or proportional), where curtailment is shared equally according
to the size or power output of generators.

Another important category are Rota-based schemes, where generators are
curtailed on a rotational basis or a predetermined rota, as specified by the sys-
tem operator. However, Rota does not account for the size of the generators,
disadvantaging the smaller units. For this reason, we propose a new Rota-type
curtailment rule we call Fractional Round Robin (FRR), where the required
curtailed power is allocated to the generators on a sequential order in direct
relation to their size. This scheme provides similar fairness properties to the
Pro Rata rule and provides the benefit of reducing the frequency of curtailment.
Note that, such schemes might require modified pitch-controlled wind turbines,
able to receive power set-points from the system operator, thus the frequency of
curtailment is also significant for the generators imposed to curtailment.

We illustrate the effects of these schemes with a simplified example. Con-
sider a network with no export capability, comprising three wind generators of
unequal rated capacities, e.g. PN1 = 3 MW, PN2 = 5 MW and PN3 = 2 MW.
The subscript denotes the order of connection to the power grid, with the first
generator being the earlier distributed generation (DG) connection. Moreover,
for example simplicity, let’s assume the actual power output at time interval t,
equals their nominal capacities i.e. PG,t = 10 MW, while the total demand at
time t at this location is PD,t = 7 MW. Hence, given that excess energy cannot
be exported, a total of PC,t = PG,t − PD,t = 3 MW needs to be curtailed.

With LIFO, the third generator is completely curtailed, the second is cur-
tailed by 1 MW and the first is not affected. By contrast, with Pro Rata the
required curtailment is distributed proportionally among the generators, as:

PCi,t =
PC,t

PG,t
PGi,t (1)

This results in 0.9 MW, 1.5 MW and 0.6 MW curtailed from the generator 1,
2 and 3 respectively. With a simple Rota strategy, the generators take turns
each time curtailment is required. With FRR, on the other hand, we account
for the size (i.e. rated capacity) of a generator. This means for instance that,

1 LIFO is used in: https://www.ssepd.co.uk/OrkneySmartGrid/ and www.ninessma
rtgrid.co.uk/our-project/ Pro Rata is used in: http://innovation.ukpowernetworks.
co.uk/innovation/en/Projects/tier-2-projects/Flexible-Plug-and-Play-(FPP)/.

https://www.ssepd.co.uk/OrkneySmartGrid/
www.ninessmartgrid.co.uk/our-project/
www.ninessmartgrid.co.uk/our-project/
http://innovation.ukpowernetworks.co.uk/innovation/en/Projects/tier-2-projects/Flexible-Plug-and-Play-(FPP)/
http://innovation.ukpowernetworks.co.uk/innovation/en/Projects/tier-2-projects/Flexible-Plug-and-Play-(FPP)/
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on average, every 10 times a curtailment of 3 MW is needed, the first generator
will be curtailed 3 times, the second 5 times and the third 2 times. It can be
shown that for a sufficiently long period of time (several years lifetime of the
wind turbine), the curtailment rate under FRR converges to the proportional
curtailment rate with Pro Rata.

To ease understanding, in Sect. 3.1 we provide an example implementation
of curtailment schemes, to show how they can affect the viability of RES invest-
ments. We note that several prior works have discussed the effect of the cur-
tailment strategies applied on building generation capacity. In [13], the effects
of several curtailment strategies on the capacity factor (CF) of wind generators
based in Orkney, Scotland are examined. It is shown that LIFO leads to lower
CF for ‘later’ connections, when compared to Pro Rata and Rota, and therefore
might discourage new generation capacity investment [14]. A related study by
UK Power Networks observes that the most important factor in the decision-
making procedure of a new investor, especially if a LIFO scheme is used, is the
CF of the last generator connected [16]. A LIFO scheme discourages new invest-
ment by shutting out newer entrants, essentially leading to unexploited network
capacity. Hence, the focus of the analysis in our work will be on ‘fair’ schemes,
such as Pro Rata or FRR.

3.1 Effects of Curtailment Strategies on Renewable Capacity
Utilisation - An Illustration

Based on the example network of 10 MW total power in Sect. 3, we simulated a
curtailment process over the course of one year, to illustrate the effect of different
schemes on the capacity factor (CF), a crucial indicator for performance. CF is
a widely used parameter in electrical engineering, and is a ratio of the actual
energy generated by a certain resource, to the maximum energy level it could
generate, if operating under nominal conditions. Note that, the CF of a typical
wind turbine (even if output is never curtailed) depends on wind conditions at
the site’s location and in the UK is in the range of 30 %.

Our one-year simulation process performs 8, 760 hourly iterations. Every
hour, a curtailment event is decided on with a probability of curtailment pc (here,
for simplicity we have pc = 0.2, but in practice this parameter would wary on
the network congestion conditions of a specific location). For time intervals when
a curtailment event occurs, the total curtailment is determined probabilistically
among four levels: of PC = 1.5 MW, 3 MW, 4.5 MW and lastly PC = 6 MW,
with probabilities of 40%, 30%, 20% and 10%, respectively (these numbers fol-
low a realistic distribution, as small curtailment events are much more frequent in
practice). Finally, according to the applied strategy, the curtailment is allocated
to the three generators.

Results are shown in Fig. 1. First, note that under the LIFO scheme, Genera-
tor 1 is not affected, whereas Generators 2 and 3 experience severe CF reduction
of 15.10 % and 56.53 %, respectively. CF is affected equally for all generators at
24.34 % with Pro Rata, and similar results are derived for FRR, as expected.
Results show, there is a clear market advantage of early connections when LIFO
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Fig. 1. Curtailment mechanisms effects on the CF of wind generators under LIFO, Pro
Rata and FRR

is applied, which is detrimental both for the economic performance of ‘late’ gen-
erators and future investment. With Pro Rata and FRR, CF will continue to
decrease if other plants are built, therefore, the commercial and legal clauses of
access to the distribution network will differ.

Next, we determine given a congested location, an upper level of tolerable
curtailment, which enables renewable capacity investment to be profitable.

4 Renewable Investment in Single Locations

Consider n RES generators at a single location of the distribution network with
network constraints. Generator i is expected to produce E(EGi,t) energy units,
in a time interval of length t, according to the available resource on site location,
without curtailment. It is important to note that, while for a particular period
such as an hour or a day the expected generation is uncertain, for the overall
lifetime of a renewable project (typically 20–25 years), the total expected gener-
ation can be estimated with relatively high certainty from the weather and wind
patterns at a particular location. Hence, the term E() which denotes ‘expected’,
will be omitted from this point on, in order to simplify the notation. The cost
of expected generation per unit cGi

with constant depreciation, is defined as

cGi
=

IG,i + MGi

EGi

(2)

where IGi
the cost of building the plant (initial investment), MGi

the cost of
operation and maintenance and EGi

the expected generation, throughout the
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project lifetime. The subscript t will be omitted when referring to the project
lifetime.

As this is the case in UK and other countries, the energy generated by the
RES unit is usually sold at a constant feed-in-tariff price, pG [21]. Generation
curtailment is imposed in the region due to network constraints. The expected
curtailed energy units are denoted as ECi

.
Here, we will define a new parameter, useful for the analysis, which measures

and quantifies the curtailment imposed to each generator. We define the curtail-
ment rate of i generator CRi, as the ratio of expected curtailment to expected
generation, over the project lifetime:

CRi =
ECi

EGi

(3)

Obviously, the curtailment rate ranges from 0 ≤ CRi < 1 i.e. from no cur-
tailment to all potential generation being curtailed and is directly interpreted to
CF reduction, e.g. 5 % curtailment rate results in a 5 % CF reduction. As shown
below, CRi is a critical parameter which determines the viability of existing and
future RES investment.

4.1 Individual Generator Incentives

Lemma 1. A generation capacity investment is viable, if and only if the cur-
tailment rate of i generator CRi is smaller or equal to a threshold τG

CRi ≤ τG (4)

where
τG = 1 − cG

pG
(5)

Proof. The profit Π of generator i with curtailment, is given by Πi = (EGi
−

ECi
) · pG − EGi

· cGi
≥ 0. Dividing the profit function by EGi

· cGi
and then

substituting CRi by (3) gives CRi ≤ 1 − cGi

pG
. We can assume this threshold

is location-specific: all generators at this location have approximately the same
access to land and required technology. If this is not true, τG would depend on
the costs cGi

of each generator. ��
As shown here, the profitability of a RES development depends on the rela-

tion of the generation cost with the FIT price. The smaller the cost ratio, larger
amounts of curtailment can be tolerated by the power producers. However, the
rules of curtailment remain under the control of the mechanism designer (local
DNO or regulator). Hence, a natural question to ask is which curtailment rule
maximises the local generation capacity? This question is of interest in itself,
but as we will see, it also plays a role in modeling investment decisions of new
transmission.
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4.2 Total Generation Capacity

Consider a perfectly competitive setting, in which all generators do not have
the market power to influence the price equilibrium. Using assumptions of com-
petitive equilibrium (Cournot) analysis, any investor will be able to install an
additional generation unit, as long as its marginal profit exceeds its marginal
cost. As discussed above, renewable resources and technology are roughly equal
for all investors, so we can assume marginal costs are the same and, moreover,
the decision to invest is taken if the curtailment rate does not exceed a cer-
tain location-dependent threshold τG (c.f. Lemma 1). Given these assumptions,
the curtailment strategy selected by the system operator, can impact the total
generation capacity installed.

Lemma 2. In a perfectly competitive equilibrium setting, the local generation
capacity installed is maximised under proportional curtailment strategies.

Proof. The problem of maximising the generation capacity installed is equivalent
to maximising the total energy generated at a single location and it can be
formulated as the optimisation problem

max

(
n∑

i=1

EGi

)

= max(EG1 + ... + EGi
+ ... + EGn

) (6)

subject to a set of n constraints (one for each generator), as derived from
Lemma 1, above:

ECi

EGi

≤ τG,∀i = 1 . . . n (7)

The curtailed energy units ECi
, are equal to the energy it could be generated,

minus the amount actually required (demand), ECi
= EGi

− EDi
. Furthermore,

the total generation which can be purchased from renewable sources at this
location (or exported at another location) is bounded across all the n generators

to some quantity ED (total demand), where ED =
n∑

i=1

EDi
. The constraints

in (7), can hence be written as EGi
≤ EDi

1 − τG
,∀i = 1 . . . n. The initial max-

imisation target can be decomposed without loss of generality into n individual

maximisation problems, therefore max

(
n∑

i=1

EGi

)

=
n∑

i=1

max (EGi
) and given

the set of n constraints, will be maximised when all the constraints are equal,

i.e. EGi
=

EDi

1 − τG
,∀i = 1 . . . n. Expressed back in terms of curtailment rate, the

solution of the problem is given when all curtailment rates CRi of the generators
are equal to each other and to the threshold τG:

EC1

EG1

=
EC2

EG2

= ... =
ECi

EGi

= ... =
ECn

EGn

= τG (8)
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Essentially, this condition will be satisfied by proportional or ‘fair’ curtailment
strategies, i.e. those mechanisms which divide existing demand, hence curtail-
ment, equally across all participants and can be expressions of either Pro Rata
or FRR type of strategy. ��

5 Transmission Investment in Multiple Locations

In this section, we turn our attention to the central problem of this paper, namely
how the applied line access and curtailment rules influence the decision to build
or reinforce transmission lines.

In our analysis, we consider two locations: A is a net consumer (demand
exceeds supply, e.g. a mainland location with industry or significant population
density) and B is a net energy producer (favourable RES conditions, e.g. a remote
region rich in wind resource). In practice, there would be some local demand and
supply, considered here negligible, and installation of new RES capacity would
not be feasible without network upgrade. Location A has a net demand of ED,A,
equal to local generation minus local demand. Moreover, we consider two players:
a player who is the line investor, who can be merchant-type or a utility company
and is building the A − B interconnection (and, possibly, additional renewable
generation capacity at B), and a local player, who represents the other renewable
generators or investors located at B (this second player can be thought of as the
local community). Note that in Scotland, but also in several other countries such
as Denmark, local groups often group together to make land available and invest
in local renewable generation projects.2

We consider two separate models for the multi-location problem, distin-
guished by how strategically the local investors respond to the actions of the
utility company (i.e. the ‘line player’). In the first model (Sect. 5.1), we formalise
the decision of the line investor to build the line, but assuming the local players
do not react to this line being built, by building extra capacity themselves. In
the second model, local investors can and do react to this extra line capacity
being built. Hence, the line investor has to account for this reaction of the other
generator when building the line, leading to a Stackelberg game. This case is
examined in Sect. 5.2.

5.1 Implementation in Areas with High Curtailment

Driven by favourable RES conditions, assume several investors have installed
considerable volumes of RES capacity EG2,B at location B, which is required
to be curtailed by EC2,B energy units. Local generators at B act in a perfectly
competitive setting or Cournot equilibrium.

A new transmission line will export the renewable energy installed by the
line investor EG1,B , but will also take advantage of the curtailed energy by local
generators. The power line cost, over project lifetime, is estimated as:
2 In Scotland, Community Energy Scotland (CES) is an umbrella organisation repre-

senting the interests of such groups.
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CT = IT + MT (9)

where IT the cost of building the line (or initial investment) and MT the cost
of operation and maintenance. Note that CT refers to the total costs over the
project lifetime, while cG in (2), refers to the cost per energy unit.

The monetary value of the transmission line is proportional to the energy
flowing from B to A, charged under ‘common access’ rules with pT transmission
fee per energy unit. Similarly to the previous analysis, we ask: How does the
curtailment rate affect the viability of the transmission line investment?

Lemma 3. A transmission capacity investment is viable if and only if the cur-
tailment rate of local generators CR2,B (before the line is built) is greater or
equal to a threshold τT

CR2,B ≥ τT (10)

where

τT =
CT − ED,A · (pG − cG1)

cG1 · EG2,B
(11)

Proof. The line investor has two streams of revenue, the curtailed energy pro-
duced by local generators and the energy generated from additional capacity,
which lead to a profit function of

Π1 = EC2,B · pT + EG1,B · (pG − cG1) − CT ≥ 0

The latter combined with the capacity of the line ED,A = EG1,B + EC2,B and
divided by the expected energy from local generators EG2,B , results in the cur-
tailment rate of local producers at B:

CR2,B ≥ CT − ED,A · (pG − cG1)
(pT − pG + cG1) · EG2,B

(12)

For local generators, the curtailed energy before the line is built is essentially
wasted. Recall that (see Lemma 1), local generator investments are still prof-
itable, as long as CRi ≤ τG. This means the line investor can actually impose
a large transmission fee, which approaches the FIT price pT → pG, in order to
maximise its own profits. Considering this in (12), we derive the desired conclu-
sion. ��

Note that in this section, we assumed the local investors are not players who
have the possibility to react by increasing their own generation once the new
line gets built. In practice, they do, of course, hence the decision of the line
investor must include an element of ‘strategic foresight’ to include the reaction
of the other investors when deciding whether to build the line. This model is
essentially a Stackelberg game, and is examined in the next section.
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5.2 Transmission Investment as a Stackelberg Game

In this section, we determine the equilibrium strategies of the line investor and
local investors, who are able to react to the new line being built. For simplicity,
we assume there is no renewable capacity installed at location B prior to the
construction of the transmission line.

Crucially, in this setting, the line investor has a ‘first mover’ advantage, as
only he can build the grid infrastructure, which is expensive and technically
challenging and only a limited set of investors (such as DNO-approved or DNO
themselves), have the technical expertise and regulatory approval to carry it out.
The line investor (leader) can assess and evaluate the reaction of other investors
to determine his strategy, namely the capacity of the power line and the level
of renewable capacity to be installed, with the ultimate target to influence the
equilibrium price. Other investors (followers) can only act after observing the
leader’s strategy. In practice, the leader can be thought of as a major utility
company developing a wind investment project, while the follower investors can
be thought of as the local community on the island, who do not have the tech-
nical/financial capacity to build a line, but may have access to cheaper land, it
is easier to get community permission to build turbines etc., hence may have a
lower per unit generation cost. This two-stage process is analysed as a Stackel-
berg game [29].

Equilibrium is found by backward induction. First of all, the leader estimates
the best response of local generators, given its own output and then decides his
strategy with profit maximisation criteria. The renewable generation capacity
installed by the follower will be a function of the generation capacity installed
by the line investor. At a second stage, the follower observes this strategy and
decides his generation capacity, according to its best response, i.e. maximising
his own profit, as anticipated and predicted by the leader. The solution of this
process is the Stackelberg equilibrium of the transmission investment game.

The network access arrangements play here a crucial role for the market
equilibrium formed. We examine in the following sections, the effects of two
representative curtailment rules, LIFO and proportional schemes, which can be
expressions of both Pro Rata or FRR.

LIFO Scheme

Lemma 4. The transmission investment game between the line investor and
local generators with LIFO curtailment results in the expected generation at
Stackelberg equilibrium:

E∗
G1,B = EDA

(13)

E∗
G2,B = 0 (14)

and associated profits
Π1

∗ = (pG − cG1) · EDA
(15)

Π2
∗ = 0 (16)
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Proof. The capacity of the transmission line is bound by the demand at main-
land, therefore total generation capacity at location B, (EG1,B + EG2,B ) cannot
exceed EDA

. Any generation capacity built exceeding the demanded energy, has
to be curtailed. Taking this into account, the profit functions of the two play-
ers are

Π1 = pT · EDA
+ (pG − pT − cG1) · EG1,B − CT

Π2 = (EDA
− EG1,B ) · (pG − pT − cG2)

Clearly, under a LIFO scheme the line investor (who acts first) is protected from
any curtailment, hence it can build all generation capacity to cover demand EDA

itself and maximise its profits. The local investors would take all curtailment in
the LIFO scheme, as they represent ‘late’ connections and have low priority,
hence there is no incentive for them to invest in new capacity. ��

To conclude, LIFO always protects the line investor, giving it absolute advan-
tage.

Pro Rata or FRR Scheme. The main difference from LIFO, is that Pro
Rata or FRR rules are imposed to all generators, regardless of their order of
connection. Therefore, more total capacity EG,B = EG1,B + EG2,B than the
energy demanded at A can potentially be installed, as long as the curtailment
rate or energy curtailed EC,B = EG,B − ED,A allows the investments to be
profitable. The curtailment rate at location B is given by

CRB = 1 − ED,A

EG1,B + EG2,B
(17)

Using the curtailment rate from (17), the general profit functions of the players,
which are functions of both players energy outputs, i.e. Π(EG1,B , EG2,B), can be
written as:

Π1 =
(

pG · ED,A

EG1,B + EG2,B
− cG1

)

· EG1,B

+
pT · ED,A

EG1,B + EG2,B
· EG2,B − CT (18)

Π2 =
[
(pG − pT ) · ED,A

EG1,B + EG2,B
− cG2

]

· EG2,B (19)

Before stating our main Stackelberg equilibrium result, we need to define the
best responses of the players.

Proposition 1. Given the output of the leader EG1,B, the best response of the
follower which maximises his profit is

E∗
G2,B =

√
(pG − pT ) · ED,A · EG1,B

cG2

− EG1,B (20)
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Proof. Let the value of EG2,B which maximises the profit of the follower be:

EG2,B
∗ = argmax Π2

EG2,B

Setting as zero the partial derivative of Π2 in (19), with respect to EG2,B and
rearranging, we get (20). ��
Proposition 2. Given the output of the follower E∗

G2,B
, the best (i.e. profit-

maximising) response of the leader is:

E∗
G1,B =

(pG − pT ) · cG2 · ED,A

4 · cG1
2

Proof. Let the value of EG1,B which maximises the profit of the follower be

EG1,B
∗ = argmax Π1

EG1,B

Substituting (20) in (18) and then setting as zero the partial derivative of Π1

with respect to EG1,B gives the stated expression. ��
Lemma 5. The transmission investment game between the line investor and
local generators with Pro Rata, results in expected generation at Stackelberg equi-
librium:

E∗
G1,B =

(pG − pT ) · cG2 · ED,A

4 · cG1
2

(21)

E∗
G2,B =

(pG − pT ) · (2 · cG1 − cG2) · ED,A

4 · cG1
2

(22)

and associated profits

Π1
∗ =

(pG − pT ) · cG2 · ED,A

4 · cG1

+ pT · ED,A − CT (23)

Π2
∗ =

(2 · cG1 − cG2)
2 · (pG − pT ) · ED,A

4 · c2G1

(24)

Proof. Replacing Proposition 2 in (20), the optimum output of local generators
E∗

G2,B
is found, i.e. (22). Finally, substituting the energy outputs at equilibrium

(21) and (22) in (18) and (19), we derive the equilibrium profits Π1
∗ = max Π1

and Π2
∗ = max Π2. ��

By adding up (21) and (22), we see the total generation installed at B depends
on the energy demand, the transmission fee and the line investor’s generation
cost, as:

E∗
GB

∗ = E∗
G1,B

+ E∗
G2,B

=
(pG − pT )ED,A

2cG1

(25)

Finally note that a curtailment scheme is required if and only if total gener-
ation capacity exceeds the net demand at A, EG1,B + EG2,B > ED,A (otherwise
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there is no strategic interaction and no game, as both players can sell all their
generated power). This constraint yields the following conditions, which must
hold for the setting to actually be game-theoretic (and for our analysis to be
relevant):

cG2 < pG − pT (26)

cG1 <
pG − pT

2
(27)

6 Network Upgrade Case Study

In this section, we apply the theoretical Stackelberg model stated in the previous
section (c.f. Lemma 5), to a case study of a grid reinforcement project under
development in Western Scotland.

The power grid in the Kintyre peninsula was originally designed and built to
serve a typical rural area of low demand. Wind energy development, quickly led
to substantial volumes of renewable investment in the region. Future renewable
connections in this area are estimated to exceed 793 MW. Scottish Southern
Energy (SSE), the local DNO, proceeded to a grid reinforcement project con-
necting the Kintyre peninsula to the Scottish mainland in Hunterston, partially
via a sub-sea link (see Fig. 2). The project will allow 150 MW additional renew-
able capacity [27] with an estimated cost of £230m.

Based on these project figures, we consider a simplified two-node network,
in which the mainland energy demand being met by generation in Kintyre,
equals the energy transmitted through the power line. With the majority
of investment being wind projects, we estimate the total energy demand as

Fig. 2. Hunterston-Kintyre project map: power line connecting Scottish mainland (high
demand area) to Kintyre peninsula (high renewables) [27]
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Fig. 3. Model results: effects of local generators’ generation cost

Fig. 4. Model results: effects of line investor’s generation cost

ED,A = 9, 855, 000 MWh for 25 years project lifetime. As currently valid in UK
for medium size wind projects, the FIT price was set to pG = £82.60/MWh [21].

We summarise the results of our model, namely the generation capacity built
and associated profits at Stackelberg equilibrium, for three scenarios: Scenario 1
(see Fig. 3) shows the effect of varying the local investors’ generation cost, keep-
ing all other parameters at constant values (set as cG1 = pT = 0.3pG and cG2 =
0 . . . cG1), Scenario 2 (see Fig. 4) shows the effect of varying the line investor’s
generation cost (with settings: cG2 = pT = 0.3pG and cG1 = 0.125pG . . . 0.35pG)
and Scenario 3 (see Fig. 5) shows the effect of varying the transmission fee (with
other parameters set at cG1 = 0.3pG, cG2 = 0.9cG1 and pT = 0 . . . 0.4pG). For
each scenario, the range of the ‘free’ parameter (fixing the others) is determined
from the constraints in (26) and (27).

Given a certain FIT, line investment feasibility depends directly on the gen-
eration cost cG1 and transmission fee pT . If the line is built, it sets up a level of
total feasible generation investment at B, which combined with a proportional
access rule, leads to larger volumes of capacity being built than actual demand
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Fig. 5. Model results: effects of transmission fee

(see Fig. 3 and (25)), as long as the curtailment rate is kept under reasonable
levels. Note this total level of generation does not depend on the generation costs
of local investors, since they cannot act without the existence of the line (see
Fig. 3). For all settings, the size of cG2 relative to cG1 determines how exportable
level of generation capacity is shared among the two agents. Cheaper generation
has an advantage in all three sets of results (c.f. Figs. 3, 4 and 5), although as
the graphs show, the dependency is not necessarily linear.

Another conclusion is that transmission charges, agreed by the line investor
and an independent regulatory authority, has to be set within a specific range.
Low values of pT may lead to transmission investment being aborted, somewhat
larger values might theoretically be sufficient to achieve profitability for the line
investor, however, hide the risk of ‘free-riding’ from local investors, who pay
cheap for the benefits offered by the leader’s costly investment. What the result
in Fig. 5 shows is that there exists a range in which pT can be set such as to
assure the line gets built (i.e. when the leader’s profits are above 0 – in our case,
transmission charges need to be at least £8/MWh), but also not discourage
other local renewable investors.

7 Conclusions and Future Work

Building a low-carbon and sustainable future demands further development of
RES technologies, which require innovative incentive provision and deployment
of new market models. We examine the combined effects of curtailment strategies
and transmission access rules on generation capacity investment and foremost
network expansion, which is essential aspect for renewable energy integration in
practice. Our research focused on the effects of leading curtailment schemes to
investors decisions and market behaviour. We model grid reinforcement invest-
ment as a two-stage strategic game between the line investor and local gener-
ators and determined output generation capacities and profits at equilibrium.
One aspect our study highlights is that regulatory authorities who seek renew-
able facilitation can promote grid infrastructure expansion, not only by providing
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subsidies or technical support, but by allowing ‘common access’ rules, as a tool to
attract private investment and improve the profitability of line investors. Based
on a UK grid reinforcement project, we proposed a method to calculate trans-
mission charges, under ‘common access’ rules, which enables the implementation
of both transmission and local generation investments.

Future work includes expanding the developed two-location model to more
complex settings, in order to model the transmission investment game across
multiple locations, such as in the Orkney Islands in Scotland. Moreover, a more
detailed model will require the incorporation of future energy storage facilities
co-located with renewable generation, which are capable of partially deferring
curtailment.
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Abstract. Safety, security, and comfort of pedestrian crowds during
large gatherings are heavily influenced by the layout of the underlying
environment. This work presents a systematic agent-based simulation
approach to appraise and optimize the layout of a pedestrian environ-
ment in order to maximize safety, security, and comfort. The performance
of the approach is demonstrated based on annual “Salone del mobile”
(Design Week) exhibition in Milan, Italy. Given the large size of the
scenario, and the proportionally high number of simultaneously present
pedestrians, the computational costs of a pure microscopic simulation
approach would make this hardly applicable, whereas a multi-scale app-
roach, combining simulation models of different granularity, provides a
reasonable trade off between a detailed management of individual pedes-
trians and possibility to effectively carry out what-if analyses with differ-
ent environmental configurations. The paper will introduce the scenario,
the base model and the alternatives discussing the achieved results.

Keywords: Crowd management · Multi-agent simulation · Pedestrian
simulation · Optimal environment layout

1 Introduction

The management of pedestrian crowds is a crucial task when organizing large
gatherings such as festivals, sports events, or religious celebrations. Three main
reasons for an active crowd management are: safety, security, and comfort.

– From safety point of view, situations that would lead to high pedestrian den-
sities should be avoided, in particular for bidirectional pedestrian flows or for
crossing pedestrian streams.

– Security considerations deal with unforeseen threats to the visitors that
require, e.g. fast evacuations of large venues.

– Related to safety and security is the comfort of the visitors. Comfort consid-
erations include the avoidance of long waiting times (e.g. at ticket counters)
and the reduction of high density situations.

c© Springer International Publishing AG 2016
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Obviously, these three key concepts are closely related and should be seen as
mutually dependent. The present work proposes an integrated simulation based
appraisal and optimization approach to improve safety, security, and comfort of
the visitors of large events. The current contribution demonstrates the approach
based on an ‘offline’ scenario of the annually “Salone del mobile” exhibition in
Milan, Italy. The overall event gathers more than 200000 visitors1 every year.
The location is the main exhibition area of Milan, but its importance and number
of visitors led to the creation of a spin-off called “Fuori Salone” that organizes
many related events in the city center during the fair week. The case study
that will be analyzed in this paper describes the scenario of an important event
belonging to the Fuori Salone, named “Tortona Design Week”. It is located in
the surrounding area of the Porta Genova train and metro station of Milan. The
estimated number of visitors is also quite significant, around 115,000 for the
6 days of the event2.

2 Related Works

In the simulation context (pedestrian) travel behavior is usually modeled at three
different levels [22,31]. Plans and final objectives are formulated at the strategic
level. At the tactical level a set of activities to complete the plan is created.
The physical execution of the activities is performed at the operational level.
Approaches to simulate the operational level can be divided into three classes.

– Macroscopic models treat the crowds as a flow of densities where individual
pedestrians are not represented but rather considered as gas or liquids (see,
e.g., [18,21]). For macroscopic models the computational burden increases
rather with the size of the simulated area than with the number of simulated
pedestrians. Thus, macroscopic models can be efficient for the simulation of
large crowds in small spaces. However, since individual pedestrians are not rep-
resented by those models, scenarios with complex origin-destination-relations
seem to be hard to model.

– In contrast, microscopic models are constructed from the individual’s point of
view, where each and every traveler follows his/her own plan. Some micro-
scopic models treat space as a continuous entity (e.g. force based models
[10,20]), others take a discretized view on environment (e.g. cellular automata
(CA) [3,7]). Most microscopic models are built as a continuous simulations
with a fixed time step size. Recently, a model with adaptive time step size has
been proposed in order to speed up computation [35]. Another way to speed
up the computation is to apply the concept of discrete event simulation [27].

– A third class of simulation models is often referred to as mesoscopic models.
One example is the queue simulation model [28]: in this approach, pedestrians
are still treated individually, but the environment is represented as a graph of

1 http://salonemilano.it/en-us/VISITORS/Salone-Internazionale-del-Mobile/
Exhibition-fact-sheet.

2 http://www.tortonadesignweek.com/.

http://salonemilano.it/en-us/VISITORS/Salone-Internazionale-del-Mobile/Exhibition-fact-sheet
http://salonemilano.it/en-us/VISITORS/Salone-Internazionale-del-Mobile/Exhibition-fact-sheet
http://www.tortonadesignweek.com/
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interconnected FIFO queues. This implies a simplification of the environmen-
tal representation and a reduction of the computational costs for the manage-
ment of the simulation process. The representation of the physical movement
at the operational level is simplified and the approach is less effective at repre-
senting turbulences due to conflicts, for instance when the situation comprises
crossing streams [30].

Hybrid coupling (or multi-scale modeling in general) has been applied to dif-
ferent scientific fields and it combines the advantages of models with different
granularity in spatial representation, striving to achieve good overall computa-
tional properties with the possibility to zoom in spots requiring more details
in the model. This is valid both for extremely small areas, like biological sys-
tems [13], that include a very high number of interacting entities in potentially
small space, as well as for urban and territorial scale socio-economic systems [36].

In the transportation field, early approaches deal with the vehicular traf-
fic only. Hybrid couplings of macroscopic and microscopic models are proposed
by [4,15,19]. Examples for the hybrid couplings of mesoscopic and microscopic
models are [5,6]. Approaches from pedestrian domain include [1,9]. A basic
requirement for hybrid modeling, is a consistent transfer of travelers (e.g. pedes-
trians or vehicles) between the involved simulation models. In the pedestrian
domain, this requires that fundamental properties like flow and speed are con-
served over the models’ boundaries. A respective approach is discussed in [30].
Recently, this approach has been demonstrated in a case study on an inter- and
multi-model evacuation [25].

The strategic and tactical level of behavior deals with the navigation in com-
plex environments and a key feature is the ability to find feasible paths from any
origin to any destination. An apparent solution to this problem is the shortest
paths solution. It can be computed e.g. by Dijkstra’s shortest path algorithm
[14]. However, since the shortest path solution neglects congestion, often longer
but faster paths exists: although humans are not necessarily always able to find
optimal solutions, the shortest path approach sometimes fails at representing the
ability of some pedestrians to select a longer trajectory for preserving a higher
walking speed. Those faster but longer paths can be found by an iterative best
response dynamics [8]. In the pedestrian context a corresponding macroscopic
modeling approach is proposed in [22]. A mesoscopic modeling approach is pre-
sented in [29]. In the microscopic context, applications of best response dynam-
ics started only recently. An application to tactical level of behavior is discussed
in [24]. A systematic approach where all three levels of behavior are explicitly
modeled and paths finding is solved by an iterative approach is proposed in [11].

Pedestrian simulation models are often applied in the evacuation context.
Newer works also deal with the appraisal of pedestrian environments regarding
their performance under normal conditions, in order to optimize crowd manage-
ment strategies (e.g. [12]).
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3 A Multi-scale Model for the Simulation of Urban
Scenarios

The development of a multi-scale model has been proposed for two main pur-
poses. On one hand, the simulation system should provide a very detailed rep-
resentation of parts of the scenario in which more complex behaviors can take
place. On the other hand, a mesoscopic approach can be used to design and sim-
ulate large parts of the urban environment that are not affected by such complex
dynamics but are still fundamental for the analysis of the overall scene.

Hence the system described here is composed of two models with two different
scales of detail: (i) a 2d microscopic model based on a discrete representation for
a detailed yet optimized reproduction of pedestrian environments; (ii) a queue
model that is used for the simulation of other relevant city roads. Such integration
between these models leads to a quite powerful approach capable of performing
analysis in urban scenarios, considering multiple modes of transportation and
performing simulations in a relatively fast way.

Considering computational costs is quite relevant since the multi-scale sys-
tem applies an iterative approach to manage the agents’ strategic model. The
iterative approach moves the overall behavior either towards a Nash equilibrium
or to the system optimum depending on the applied cost function. In this way
it is possible both to predict what will happen in the scenario on a normal day
(with the NE) and to have information about the minimum average travel time
of the whole crowd (with the SO). One might argue that implementing the opti-
mal flows configuration is still an issue, since it implies that some people take a
detour without perceiving relevant congestion on the shorter way. The desired
behavior could be induced by the usage of adaptive bottlenecks (e.g. automatic
bollards) that make, depending on the current situation, detours more attractive
to some of the people. The development of such a concept represents the overall
idea behind this work and it will be subject of future research.

The components of the multi-scale model and their integration will be now
briefly presented. For a in depth discussion of the CA-model, it is referred to [11].

3.1 The Discrete Microscopic Model

The model is a 2-dimensional Cellular Automaton with a square-cells grid rep-
resentation of the space. The 0.4 × 0.4 m2 size of the cells describes the average
space occupation of a person [37] and reproduces a maximum pedestrian density
of 6.25 persons/m2, that covers the values usually observable in the real world.
A cell of the environment can be basically of type walkable or of type obstacle,
meaning that it will never be occupied by any pedestrians during the simulation.

Intermediate targets can also be introduced in the environment to mark the
extremes of a particular region (e.g. rooms or corridors), and so decision points
for the route choice of agents. Final goals of the discrete environment are its
open edges, i.e., the entrances/exits of the discrete space that will be linked to
roads. Since the concept of region is fuzzy and the space decomposition is a
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Fig. 1. Sample scenario with its network representation. While the blue cells represent
intermediate targets, the outside arrows describe the links with the outside network
that will be simulated with the mesoscopic model.

subjective task that can be tackled with different approaches, the configuration
of their position in the scenario is not automatic and it is left to the user.

Employing the floor field approach [7] and spreading one field from each
target –either intermediate of final– allows to build a network of the environment.
In this graph, each node denotes one target and the edges identify the existence of
a direct way between two targets (i.e. passing through only one region). To allow
this, the floor field diffusion is limited by obstacles and cells of other targets. An
example for an environment with the overlayed network is shown in Fig. 1. The
open borders of the microscopic environment are the nodes that will be plugged
to the other network of the mesoscopic model.

To integrate the network with the one of the mesoscopic model and to allow
the reasoning at the strategic level, each edge a of the graph is firstly labeled with
its length la, describing the distance between two targets δi, δj in the discrete
space. This value is computed using the floor fields as:

la(δ1, δ2) = Avg (FFδ1(Center(δ2)), FFδ2(Center(δ1))) (1)

where FFδ(x, y) gives the value of the floor field associated to a destination δ
in position (x, y); Center(δ) describes the coordinates of the central cell of δ
and Avg computes the average between the two values and provides a unique
distance. Together with the average speed of pedestrians in the discrete space
(explained below), la is used to calculate the free speed travel time of the link
T free

a = la
sa

.
With a simple probabilistic choice, similar to the one proposed in [7], the

pedestrian movement towards one target is reproduced with the floor fields val-
ues. This allows to avoid obstacles and other pedestrians in a very simple way,
but it is not enough to generate a plausible dynamics, i.e., by respecting the
fundamental relation about local density and flow.

For the achievement of a realistic microscopic model, the idea of [16] has been
extended to 2-dimensional models. The model works on the basis of 3 simple rules
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that allow the calibration to fit the fundamental diagram of 1-directional and
2-directional flow. The movement rules are summarized in the following:

– Movement rule: a pedestrian cannot change his/her position before τm sec-
onds,

– Jam rule: if a cell is occupied at time t by the pedestrian p, every pedestrian
p �= p cannot occupy that cell before time t + τj ,

– Counter-flow rule: if two pedestrian in two consecutive cells at time t are
in a head-on conflict, then they will swap their position at time t + τm + τs.

The first rule describes the minimum time that a pedestrian can employ to
move forward of one cell, thus τm is the duration of the time-step. The second
rule manages the dynamics in presence of jamming, implying additional time
to move in case of congestion. In particular, this rule has been implemented by
letting the agents produce a trace in their previous position, which will keep the
cell occupied for τj seconds. This mechanism is able to translate back the effects
of congestion as observed, generating the so-called density waves.

The third rule defines an agents position exchange mechanism, but the way
that agents recognize others belonging to counter-flows needs clarification. The
agents of this model, in addition to the floor field related to their current target,
are able to perceive the fields of the persons they have in their neighborhood.
With this information, they will be able to understand if the surrounding agents
are –probably– moving in counter-direction. Hence they will be able to choose
the movement in the occupied position by the counter-flow pedestrian and, if this
will perform the same choice, start the position exchange at the end of the step.
This action will need τm+τs seconds. In [11] it is shown how, by varying the value
of τm and τs with the local density, it is possible to fully calibrate this model to
fit the fundamental diagrams of pedestrian 1-directional and 2-directional flow.

Summarizing, with these rules the model is able to produce feasible simula-
tions of pedestrian motion in planar environments. Nonetheless, the simulation
of a complex environment might need consideration of particular elements, such
as stairs, which implies at least a lower speed of the agents. To overcome this
issue, the environment definition has been enriched by introducing the possibility
to mark the borders of stairs, which will affect the agents speed by multiplying
their τm times 2, i.e., they will move one time-step over two. With the assumed
τm = 0.25 s, pedestrians will have a free flow speed of 1.3 m/s in flat spaces and
of 0.65 m/s inside stairs, in accordance with the average speed observed in the
real world. At the network level, the links describing the area of a staircase are
labeled with a higher free speed travel time.

More advanced approaches to manage arbitrary speeds have already been
proposed in the literature, using stochastic methods that do not imply a complete
synchronization of the agents (e.g. [2]). For the model and the application here
proposed, though, this simple and efficient approach is considered effective and
further developments on this aspect might be subject of future directions.

Finally, in order to respect the dynamics among the mesoscopic and micro-
scopic models, the connection at the borders of the pedestrian environment are
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managed with so-called transition areas, that temporary host the agents before
entering the “real” environment. When the agents pass from the mesoscopic
model to the discrete environment, thus, they temporary have a double presence
in both model and this allows to extend the influence of eventual congestion
from one model to the other one.

3.2 The Mesoscopic Model

The overall system is implemented within the MATSim framework3. The stan-
dard simulation approach in MATSim is based on a queueing model based
on [34]. Originally, the model was designed for the simulation of vehicular traffic
only, but later it has been adapted for the additional consideration of pedestri-
ans [29]. The network is modeled as a graph whose links describe urban streets
and the nodes describe their intersections. In the pedestrian context “streets”
also include side walks, ramps, etc. Links behave like FIFO queues controlled by
the following parameters:

– the length of the link l;
– the area of the link A;
– the free flow speed v̂;
– the free speed travel time tmin, given by l/v̂;
– the flow capacity FC;
– the storage capacity SC.

The dynamics, thus, follows the rules defined with these parameters. An
agent is able to enter to a link l until the number of agents inside l is below its
storage capacity. Once the agent is inside, it travels at speed v̂ and it cannot
leave the link before tmin. The congestion is managed with the flow capacity
parameter FC, which is used to lock the agents inside the link to not exceed it.

3.3 Strategic Model

At the strategic level agents plan their paths through the environment. Normally,
the aim of the strategic planning is to emulate the real-world pedestrians’ behav-
ior. A fair assumption is that pedestrians try to minimize the walking distance
when planning their paths. In the simulation context the shortest path solution
is straightforward to compute e.g. by Dijkstra’s shortest path algorithm [14].
However, it is well known that the shortest path solution neglects congestion
and thus the shortest path solution is not necessarily the fastest one. In particu-
lar commuters who repeatedly walk between two locations (e.g. from a particular
track in a large train station to a bus stop outside the train station) often try to
iteratively find faster paths. If all commuters display that same behavior they
might reach a state where it is no longer possible to find any faster path. If this is
the case, then the system has reached a state of a Nash [32] or user equilibrium
w.r.t. individual travel times. This behavior can be emulated by applying an
3 http://www.matsim.org.

http://www.matsim.org
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iterative best-response dynamic [8] and has been widely applied in the context
of vehicular transport simulations (see, e.g., [17,23,33]). In the pedestrian con-
text this concept is still new albeit some preliminary works exist as discussed in
Sect. 2. Related to the Nash equilibrium is the system optimum. But unlike the
Nash equilibrium, the system optimum does not minimize individual travel times
but the system (or average) travel time. Like the Nash equilibrium, the system
optimum can also be achieved by an iterative best response dynamic, but based
on the marginal travel time instead of the individual travel time. The marginal
travel time of an individual traveler corresponds to the sum of the travel time
experienced by her/him (internal costs) and the delay that he/she impose to oth-
ers (external costs). While it is straightforward to determine the internal costs
(i.e. travel time), the external costs calculation is not so obvious. An approach
for the marginal travel time estimation and its application to a mesoscopic evac-
uation simulation is discussed in [26]. Based on this, [11] propose an adaption of
the approach to microscopic simulation models. In the present work, the exter-
nal costs are estimated in the same way as proposed in [11]. The following gives
a brief description of the approach. As discussed both the mesoscopic and the
microscopic model are mapped on the same global network of links and nodes.
A link can either be in a congested or in an uncongested state. Initially, all links
are considered as uncongested. A link switches from the uncongested state to
the congested state once the observed travel time along the link is longer than
the free speed travel time. Vice versa, a link in the congested state switches to
the uncongested state as soon as the first pedestrian is able to walk along the
link in free speed travel time. Every pedestrian that leaves a given link while it
is in the congested state imposes external costs to the others. The amount of the
external costs corresponds to the time span from the time when the pedestrian
under consideration leaves the congested link till the time when the link switches
to the uncongested state again.

In this work, the iterative search of equilibrium/optimum follows the logic of
the iterative best response dynamic and it is described by the following tasks:

1. Compute plans for all agents.
2. Execute the multi-scale simulation.
3. Evaluate executed plans of the agents.
4. Select a portion of the agents population and re-compute their plans.
5. Jump to step 2, if the stop criterion has not been reached.

The stopping criterion is implemented as a predetermined number of itera-
tions defined by the user. This is because the number of iterations needed for the
system to reach a relaxed state depends on the complexity of the scenario and
is not known a-priori. In the underlying context, one hundred iterations gives a
good compromise between relaxation and runtime.

Initial plan computation is performed with a shortest path algorithm. In the
subsequent iterations the agents try to find better plans based on the experienced
travel costs. Depending on the cost function, the agents learn more convenient
paths either for them individually (relaxation towards a Nash equilibrium) or
for the overall population (relaxation towards the system optimum).
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(a) (b)

Fig. 2. (a) The location of the event and the possible paths from the train and subway
stations. (b) Implementation of the scenario with the multi-scale simulation model
(maps taken with Google Maps). (Color figure online)

4 Analysis of an Urban Scenario

4.1 The Scenario of the Tortona Design Week

The Tortona Design Week is a yearly exhibition that is organized in the surround-
ing area of the Porta Genova train station in Milan. The estimated number of
visitors for the 6 days of the event is about 115,000 persons, mostly distributed
with peaks on Friday and Saturday nights.

Figure 2(a) illustrates the real world scenario with the location of the event
and the directions of flows. The larger part of the incoming flow of pedestrians
arrives from the station square, where also the entrance/exit of a subway station
is located. The main issue of this scenario is given by the connection between
the square and the event location. In the direct surrounding, in fact, this is only
possible through a three meters wide pedestrian bridge, which makes the other
alternative routes not attractive for the visitors.

Consequently, the congestion inside the pedestrian bridge is very high and
the traveling times become long. In addition to the comfort, the overcrowding on
the bridge might imply safety issues. This provided motivations for the analysis
here discussed, which will explore three main simulation scenarios.

4.2 Experiments

For the experiments performed, the population of agents has been instantiated
according to two normal distributions, which split a total of 15,000 pedestrians
among the two origin/destination points (blue dots in Fig. 2(b)): the square in
front of the train station and the event location. The distribution of agents
from the train station has been centered one hour before the other one in the
simulation time-line, to achieve an earlier incoming flow towards the event. Both
the distributions are configured with a standard deviation of 30 min.
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Fig. 3. Satellite view of the area simulated with the microscopic model (picture taken
with Google Earth).

The dimensions of the simulated environment brings motivations for the
usage of the multi-scale approach: as shown in Fig. 2(b), the surrounding of
the pedestrian bridge is represented with the detailed 2-dimensional discrete
model as a rectangular area of 100.8 × 41.2 m2, since it is the area affected by
complex pedestrian flows and interactions. The outer connecting streets, which
will not be affected by congestion, have been modeled as 1-dimensional queues,
to improve the computational efficiency as well as to simplify the task for the
scenario configuration. The dimensions and proportions of the environment, in
addition to the roads lengths—also in the Figure—have been extracted with
Google Earth software. The pedestrian bridge is composed of a single 35 m long
span preceded by two 10 m long runs of stairs at its extremes. The west staircase
is perpendicular to the flat way and connected with an additional flat compo-
nent of 3×3 m2, while the east run of stairs is parallel and directly linked to the
walkway. To improve the understanding of the setting, a satellite picture of the
part of the scene represented with the microscopic model is shown in Fig. 3.

In this simulation campaign, two versions of the environment have been
designed by means of the microscopic model: a base-line that approximates the
real setting and an alternative one that proposes an extension of the handrail
along the pedestrian bridge, in order to physically separate the directions of
flows. The two environments are used to configure five case studies:

– real world setting, all agents traveling the shortest path;
– real world setting, at the Nash Equilibrium;
– alternative scenario, with shortest path;
– alternative scenario, at the Nash Equilibrium;
– alternative scenario, at the System Optimum;

The simulation of the first two scenarios showed that the performance of the
real setting is quite low with the assumed population of agents. The 2-directional
flow on the bridge, in fact, starts generating some congestion on the east side
access way after around 1 h and 20 min of simulated time (near the peak of the
incoming flow to the event). The congestion continues to grow with the increasing
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(a) (b)

Fig. 4. Screenshots from the simulation of the real world setting, with the SP (a) and
NE (b) scenario. The blue agents are directed towards the event, while the red ones
to the station square. The associated network is superimposed to the scenario. Both
screenshots are taken at about 2 h and 10 min of simulated time. (Color figure online)

(a) (b)

Fig. 5. Screenshots from the simulation of the alternative setting, with the SP/NE
scenario (a) and the SO one (b). The same color is applied to the agents, regarding
their destination. Screenshots are taken at about 2 h and 40 min of simulated time.

Table 1. Average and maximum traveling times of agents in all scenarios.

Scenario name Routing strategy Separated flows Avg. travel time Max travel
time

SP NONSEP Shortest path No 4544 s 13,648 s

NE NONSEP Nash equilibrium No 504 s 4,790 s

SP SEP Shortest path Yes 237 s 1,898 s

NE SEP Nash equilibrium Yes 239 s 2,132 s

SO SEP System optimum Yes 232 s 1,625 s

frequency of arrival of the counter-flow agents, reaching full congestion of the
pedestrian bridge and its nearby after about 2 h and 10 min (see Fig. 4(a)). The
congestion heavily affects the traveling times and around 3 h are needed to reach
a complete discharge of the bridge, achieving the end of the simulation around
time 5 h and 30 min.
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(a) SP NONSEP (b) NE NONSEP

(c) SP SEP (d) NE SEP

(e) SO SEP

Fig. 6. Travel time histograms for the various scenarios. Note, the scales in (a) and (b)
do not match the scale of the other plots.

With the progression of the iterations, the long traveling times induce the
choice of the agents to the alternative route, gradually solving the congestion.
At the Nash Equilibrium state for this environment, the jamming is almost
solved and the average traveling time has been decreased to 504 s (see Table 1).
Nonetheless, the maximum traveling time is still relatively high, due to the length
of the alternative route not allowing a complete dispersion of the congestion. A
comparison of the histograms of Fig. 6(a) and (b) shows that the distribution of
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traveling times significantly differs: at the Nash equilibrium state two peaks are
recognizable, identifying the initial portion of the population that succeeds in
performing the plan without encountering congestion and another large part that
experience a limited congestion that shifts the traveling times to around 600 s.

The simulation of the second environment shows that the proposed modifi-
cation that separates the flows is quite effective, despite its simplicity. In this
way, the conflicts on the bridge are prevented and jamming arises only in front
of the access ramps with minor effects. Thus the longer route has no advantage
in terms of travel time and the Nash equilibrium becomes equal to the shortest
path solution. The respective traveling times are approximately less than half as
long as the ones achieved in the real environment (see the Table 1). The average
and maximum traveling times for the Nash equilibrium simulation are higher
than for the shortest path solution. This is not a particular finding, but this is
due to the stochastic nature of the model. Overall the relative distribution of
traveling times (Fig. 6(c) and (d)) share the same trend and data range.

With this configuration of the environment and pedestrian flows, however, the
Nash equilibrium state is different from the system optimum. The system opti-
mum results in lower average and maximum travel times. The difference is more
perceivable in the histogram of the travel times distribution in Fig. 6(e). Firstly,
the number of agents which reached the destination in the box corresponding to
the smallest travel time is increased by about 500 individuals. Moreover, there
is an additional local distribution peak at around 600 s (probably) generated
by the individuals that accepted to take the detour in order to make space for
persons behind. This effect is also observable by comparing the screenshots in
Fig. 5(a) and (b): a small percentage of agents takes the detour (two are visible
in Fig. 5(b)) and induce a small reduction of the congestion in front of the west
access staircase.

5 Conclusion

A multi-scale pedestrian and crowd simulation approach has been proposed.
The system consists of two simulation models: a microscopic CA based model is
combined with a fast mesoscopic queue based simulation model. While the CA is
applied to complex situations with high pedestrian interactions (e.g. high density
counter-flows), the queue model is employed to the wider area, where pedestrian
densities are rather low. By the combination of the two different models it is
possible to simulate large and complex scenarios in reasonable time frames.

The performance of the multi-scale simulation approach has been demon-
strated based on a real-world scenario. The baseline scenario reproduced the
environmental settings as they exist in the real-world. The simulation results in
situations of high densities and congestion are similar to what is observed in the
real-world. Several improvements to the environment and crowd management
strategies have been tested. It has been shown that separating flows in combina-
tion with a Nash equilibrium or system optimum routing strategy significantly
reduces average and maximum travel time. The Nash equilibrium routing strat-
egy mimics real-world travelers behavior, where travelers iteratively look for
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faster paths on their regular commutes. While the Nash equilibrium minimizes
individual travel times, the system optimum minimizes the average or system
travel time. One might argue that an exposition like the “Fuori Salone”, even
if held annually, is a rather singular event whose attendants change every year
and thus do not learn faster ways from their previous experience. In addition,
many people may prefer to wait in long queues at high densities and overtaking
a long detour without any queue. Moreover, the concept of system optimum is
not based on an intrinsic behavior and would have to be enforced externally.

The answer can be that one still learns a lot from the results of the Nash
equilibrium and system optimum. E.g. if the results for an optimal crowd man-
agement show that that the longer path is currently faster and this could be
communicated, then the acceptance would increase. In order to establish such a
system one would have to dynamically measure the incoming flow and distribute
the crowds dynamically to the different paths.

However, the main insight—and probably also the most obvious one—is that
separating flows in a crowded situation significantly improves the overall perfor-
mance of the system. Indeed, even in the SP SEP scenario, where everyone uses
the shortest path, the average travel time is considerably decreased compared
to any scenario with non-separated flows. The smaller average travel time is
achieved by a higher average speed. Since there is a one-to-one mapping between
speed and density, this also implies a lower average density. A lower average den-
sity definitely improves the comfort of the visitors and significantly contributes
to safety and security. Finally, it must be stated that in the underlying scenario
a rather long detour is required to avoid the crowded bridge. Thus, even for
the SO SEP scenario only a few agents chose the long detour and thus all three
scenarios with the separated flows (i.e. SP SEP, NE SEP, and SO SEP) lead to
very similar results.

Density aware cost functions for the routing strategies would be an interesting
future direction for this research, with a routing solution that avoids densities
above a certain threshold as a result. However, as for the system optimum, those
routing solutions would have to be enforced by an active crowd management.
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Verkehrsplanung, Transporttechnik, Strassen- und Eisenbahnbau IVT an der ETH
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Abstract. Research shows that performance of human teams improves
when members have a shared understanding of their task; that is, when
teams develop and use a shared mental model (SMM). An SMM can con-
tain different types of information or components and this paper inves-
tigates the influence on team performance of sharing different compo-
nents. We consider two components of an SMM: intentions (e.g. goals)
and world knowledge (e.g. beliefs) and investigate which component(s)
contribute most to team performance across different forms of interde-
pendent tasks. We performed experiments using a Blocks World for Team
(BW4T) testbed for artificial agent teams and our results show that
with high levels of interdependence in tasks, communicating intentions
contributes most to team performance, while for low levels of interde-
pendence, communicating world knowledge contributes more. Addition-
ally, as is the case with human teams, higher sharedness correlated with
improved team performance for the artificial agent teams. These insights
can assist in the design of communication protocols that improves team
performance when team members are engaged in interdependent tasks
and help design artificial agents that can communicate effectively when
working with humans as teammates.

Keywords: Task interdependence · Shared mental models · Joint action

1 Introduction

Agents perform tasks that range from independent tasks that does not require
interactions with others to highly interdependent tasks requiring close and con-
tinuous interactions [14]. When faced with interdependent tasks, effective coor-
dination and collaboration of team members become crucial. One of the key
foundations of effective coordination and collaboration is having shared mental
models (SMM). Shared mental model has been defined as [1]: “knowledge struc-
tures held by members of a team that enable them to form accurate explanations
and expectations for the task, and, in turn, coordinate their actions and adapt
their behaviour to demands of the task and other team members”.

More than a decade of research has correlated SMMs with improved team
performance in human teams [12]. The basic assumption is that SMMs allow
team members to anticipate the needs and actions of other members, thereby
c© Springer International Publishing AG 2016
N. Osman and C. Sierra (Eds.): AAMAS 2016 Ws Best Papers, LNAI 10002, pp. 163–179, 2016.
DOI: 10.1007/978-3-319-46882-2 10



164 R. Singh et al.

increasing team performance. Recent studies in human-agent and artificial agent
teams have also found similar correlations [3,5]. SMMs can be broadly classified
as either task work model or team work model. Task work concerns the task
or job that the team is to perform, while team work concerns what has to
be done in order to complete a task as a team [9]. SMMs can also be viewed
as having different components [5,9], such as world knowledge and intentions.
World knowledge includes knowledge of the current state of the environment and
the team while intentions represent what the agents intend to do [4].

Four types of task interdependence have been identified for human activities:
pooled, sequential, reciprocal, and team [14,15]. In sequential task interdepen-
dence, tasks are performed in a sequential order. For example, in a relay race
each runner has to wait for the previous team member to pass on the baton.
In reciprocal task interdependence, participants take their turn in completing
part of the task. A key property associated with reciprocal task interdependence
is interleaved execution: for example, surgical teams often work reciprocally. In
team task interdependence, participants execute their individual tasks concur-
rently and may include joint actions. By “action”, we mean the atomic actions
that make up a task. In joint action, multiple participants execute a particular
action concurrently, for example when two people lift a heavy object together.
In pooled task interdependence, the participants can successfully execute tasks
without any interaction with each other. Due to the simple nature of these
tasks, we do not study such tasks in this paper. The four types of task inter-
dependence forms a hierarchy of pooled-sequential-reciprocal-team, with this
hierarchy representing increasing levels of dependence between team members
as well as increasing needs for coordination [14].

While sharedness has been linked with better team performance, central to
the notion of SMM is how much and what to share. There has been recent work
investigating this question in multi-agent systems research, such as [5,11,17].
However, as far as the authors are aware, with the exception of Li et al. [10], stud-
ies in the related work only consider sequentially-interdependent tasks, rather
than more tightly linked team and reciprocal tasks. A recent report [16] high-
lights the need for studies considering other types of interdependence, notably
intensive task interdependence – a type that we characterise as a joint action.

The subject of this paper is the communication content, specifically what to
share when team members engage in interdependent tasks. We investigate the
influence of the two components of the SMM (world knowledge and intentions)
on the team performance across different forms of interdependent tasks. We used
search and rescue like scenarios for a team of artificial agents for the experiments.
The scenarios were generated using a Blocks World for Teams (BW4T) testbed
[8]. In BW4T, which is an extension of the classical blocks world domain, the
teams’ joint task is to find and deliver coloured blocks in a particular order.
Using the testbed, we designed and executed two sets of experiments. The first
set studies the influence of sharing the two components – world knowledge and
intentions – on the team performance for each form of task interdependence.
The second set introduces joint actions within sequential and reciprocal tasks
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and studies the influence of sharing the two components on team performance.
Introduction of joint actions allows for a shift from sequential or reciprocal to
team task interdependence where members execute individual actions concur-
rently.

The outline of the paper is as follows. Section 2 introduces SMM, along with
related work. Section 3 describes the task and the testbed and provides the details
of the artificial agents that we implemented. Section 4 details the experimental
setup while Sect. 5 discusses the results. Sections 6 and 7 conclude the paper
with a discussion.

2 Background and Related Work

Mental models are simplified representations used by individuals to explain and
predict their surroundings [13]. These models comprise content and structure or
relationships between the content. In addition, individuals can simultaneously
hold multiple mental models. In a team setting, when team members interact,
their mental models converge resulting in shared mental models.

To extend the concepts of SMM that has been well studied for human teams
[12] to human-agent teams, Jonker et al. [9] proposed mental model ontologies.
They view a team as a system. A team performs team activities and has physical
components, e.g. team members. A team member is an agent with a mind com-
prising many mental models: all but one of which represent the mental models
of others in the team. Based on this conceptualisation, they proposed a mea-
sure that could be used to assess the similarity or the overlap of agents’ mental
models. We discuss this measure in the next section.

2.1 Measuring SMM

While several methods exist for measuring SMMs for human teams [2], one for
teams comprising artificial agents is Jonker et al. [9]. Harbers et al. [5] extended
Jonker et al’s similarity measure so that it could be applied to teams of agents
and performed experiments to show that their similarity measure can be used to
predict team performance. We discuss the extended version of the measure next.
In the following discussions, similarity refers to the overlap of the mental model
contents of the agents. We consider the SMM to be made of two components –
world knowledge and intentions.

Figure 1 shows an example of SMM. Assume Bot 1 and Bot 2 are two agents
engaged in a joint task. Each has its mental model. While engaged in their task,
the agents may communicate their beliefs and goals, making their own beliefs
and goals known to others. For example, notice that each agent has it’s own
as well as others’ beliefs and goals, which are shown in italics. The SMM is a
theoretical construct that can be used to represent the overlapping content of
the mental models of the two agents. In the example, the SMM is composed of
the components - world knowledge (beliefs) and intentions (goals).
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Fig. 1. Example SMM. The beliefs and goals of other agents are shown in italics. An
agent has certain beliefs and goals that it is not required to communicate, e.g. in(agent,
room), and these may not part of the SMM.

Jonker et al. [9] and Harbers et al. [5] proposed a compositional measure
of sharedness. We reproduce their definitions here with some simplifications.
They view SMMs as having components, which can include sub-components.
For example, Fig. 1 shows an SMM with two components. Examples of sub-
components can be found in Sect. 3.3. The (sub)components can be queried by
posing questions that all team members should be able to answer. The answers
are used to compute the model agreements, which is a measure of the similarity
of the answers provided by each agent for each question. Formally, let M be
the set of all mental models, Q be the set of all questions, and ans(m, q) be the
answer of model m ∈ M with respect to question q ∈ Q. The agreement between
models M for questions Q is:

Ag(M,Q) =
1

|Q|
∑

q∈Q

| ∩m∈M ans(m, q)|
| ∪m∈M ans(m, q)| (1)

If | ∪m∈M ans(m, q)| = 0 then the agreement for question q is 0. Given a set of
agents A, a set of mental models MA (a model for each agent), and questions Q,
we say that the model m is shared to the extent θ, denoted by Sh(M,A,Q, θ),
with respect Q, iff Ag(MA ∪ {m}, Q) >= θ. The compositional measure CS is:

CS(M,A,Q) = max{θ | Sh(M,A,Q, θ)}, if M is not composed
CS(M,A,Q) = c({CS(m,A,Q) | m ∈ M}), if M is composed

(2)

where m is a component of M and c is composition function, for exam-
ple:

∑
m∈M wmCS(m,A,Q). Each component and sub-component can be
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weighted to model the relevance of each (sub)component. The weight of each
(sub)component is wm ∈ [0, 1] and CS can be normalised to [0, 1] by setting∑

m∈M wm = 1.

2.2 SMM and Task Interdependence

Interdependence is the central organising principle of Coactive Design Method,
from Johnson et al. [7], which is a method aimed at designing systems in which
humans and agents collaborate as teammates. They define interdependence as
relationships between members of a team, and argue that these relationships
determine what information is relevant for the team to complete (interdepen-
dent) tasks, and in that sense, the interdependent relationships define the com-
mon ground that is necessary. A number of studies have considered some of the
different forms of task interdependence [5,10,17], and some have also measured
sharedness [5,9]. Generally, higher sharedness of mental models produces bet-
ter team performance. For example, Harbers et al. [5] found higher sharedness
correlated with better team performance. In their work, SMM were composed
of world knowledge and intentions, which is how we view SMM in this work.
Similarly, task interdependence has naturally been part of these studies. How-
ever, almost all involve sequentially interdependent tasks. The exception is Li
et al. [10], who introduced joint action in sequentially interdependent tasks and
Wei et al. [17], who studied tasks that were not very strongly sequential. They
did this by creating subtasks that multiple agents could complete simultaneously.
None of these have explicitly employed reciprocally interdependent tasks.

Mixed results have been reported for studies involving sequentially interde-
pendent tasks in terms of which type of information or component contributes
more to team performance, that is task completion times. Harbers et al. [5]
reported that when agents communicated their intentions with others, the team
performance improved more than if they shared world knowledge. However, Wei
et al. [17] reported that beliefs contributed more to team performance than goals.
While [17] did not measure sharedness, they view the agents mental models to
comprise of two components, goals (intentions) and beliefs (world knowledge).
We perform further experiments involving sequentially interdependent tasks and
may help explain the difference between the two studies.

In a separate study, Li et al. [10] introduced joint action in sequentially
interdependent tasks. They studied search and retrieval tasks using the BW4T
testbed. In one setup, agents collaborated on a task in which some blocks were
heavier, and required two agents to collect. The agents exchanged goals, beliefs,
and both. Their experiments revealed that with joint actions, exchanging goals
improved team performance, measured as completion time, more than sharing
beliefs only. When agents shared their goals that fulfil the current team sub-goal
with others, the other team members could start on a new task. This allowed
the team to finish the team task more quickly.

These works show that sequentially interdependent tasks have been investi-
gated, but other forms of task interdependence have not. This work aims to fill
that gap.
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3 Scenario: Blocks World for Teams

We used a BW4T testbed [8] for our experiments. As explained next, we modified
the testbed to be able to setup tasks with joint actions.

Basic BW4T: In BW4T, teams find and deliver coloured blocks in a particular
order. The environment has a set of rooms, each containing coloured blocks,
and a drop zone. The agents search the rooms, find the required blocks and
drop these in the drop zone. Agents have a map of area but do not know the
location of the required blocks. Agents have to go to each room to perceive the
blocks that are present in it. Agents cannot see each other but can communicate
with others. A simplified map is shown in Fig. 2. Each room has one door. The
teams’ joint task, i.e. the sequence of colours, is displayed at the bottom left.
A black triangle appears on top of a colour if the colour is dropped off. The
room above the joint task is the drop zone. The agents are represented by either
black squares or the colour the agent is holding, and their names are displayed
in red. The basic version is well suited to perform experiments for sequential and
reciprocal tasks. However, it does not explicitly support joint actions.

Modified BW4T: To design joint tasks that would be a fair representation
of the different forms of task interdependence, we modified the testbed. In the
original version, only one agent could be in a room at any one time. To implement
joint actions, we follow Li et al. [10] and introduce “heavy blocks”, which required
two agents to carry to the drop zone. This means in our version, two agents can
carry the same block simultaneous, and therefore can be in the same room at
the same time. Secondly, for team task interdependence, the blocks could be
delivered in any order, that is, we removed the sequential delivery requirement.

Fig. 2. Sample BW4T environment.
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3.1 Task Design

We designed tasks to be able to test the effects of communication content on
the team performance for each type of the task interdependence as well as later
include joint action within other forms of task interdependence and test the
effect of communication content on the team performance for each combination.
Variations of two basic joint tasks (Fig. 3) has been used to realise the different
forms of task interdependence.

(a) Task 1 (b) Task 2

Fig. 3. Basic joint tasks used to simulate different types of task interdependence. (Color
figure online)

Team Task: In team tasks, agents execute their actions concurrently. The joint
task had some heavy blocks. The heavy blocks required one agent to help the
other lift it, and afterwards the first agent delivers it to the drop zone. The act
of lifting the heavy block together is the joint action. Additionally, the agents
could lift any colour. Consider the task shown in Fig. 3a. In this task, agents
can lift both colours. The red blocks are heavy blocks. In order to remove the
underlining sequential interdependence from this task, the agents could deliver
the blocks in any order, for example, the second (red) block can be delivered
before the first (yellow) block. Green, pink and red are heavy blocks in Task 2.

Reciprocal Task: In a reciprocal task, each agent takes it’s turn in completing
part of the task. In this task, the agents deliver a sequence of alternating colour
sets in the order the colours appear in the task. Furthermore, each agent can lift
colours from only one of the two distinct colour sets. Consider the task shown
in Fig. 3a. For this task, one agent would be delivering yellow blocks while the
other red ones. The blocks must be delivered in the order they appear. This
means that agent delivering the red block now depends on the agent delivering
the yellow blocks and vice-versa, making them reciprocally interdependent.

Sequential Task: In sequential task, the first three colours are delivered by one
agent while the remaining three by another agent. The blocks must be delivered
in the specified order, but the second agent is free to search for its coloured
blocks while the first agent is delivering.

3.2 Agent Teams and Agent Behaviours

We had two team compositions; (1) 2-agent team and (2) 4-agent team. The
4-agent team was a 2 × 2-agent team, i.e. 2 sub-teams of 2 agents each. This
composition was required for certain tasks, such as reciprocal tasks in which we
needed to have at least one agent for each of the two colour sets.
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Fig. 4. Abstract decision cycle of an agent.

Agents were programmed in GOAL [6]. The BW4T testbed provides inter-
faces that enable GOAL agents to interact with it. Using these interfaces, the
agents can perceive specific details of the environment, such as the blocks present
in rooms, and can perform actions, such as picking up a block. The abstract deci-
sion cycle of an agent is shown in Fig. 4. The basic steps each agent takes are:
(1) decide the colour to search for; (2) choose a room; (3) go to and search room;
(4) if required block is found and is not heavy, pick it up; (5) if required block
is found and is heavy, ask for help and wait. When help arrives, pick up the
block; (6) deliver the block to the drop zone; (7) if help is requested, go to the
particular room and help lift the heavy block.

Initially, agents start searching for the first undelivered colour. However,
agents use a two-block look-ahead protocol to determine which colour to deliver.
If an agent knows the location of the first undelivered colour and has the intention
of collecting it, remaining agents search for the second undelivered colour. If the
one or more of the remaining agents know the location of the next required
colour, they go to that room. However, only one will be able to collect the block.
When the first colour is picked up, one agent collects the second colour while
others start searching for the third colour. The aim of this is to ensure that
sufficient time is dedicated to search. When required to lift a heavy block, an
agent only asks for help when it is physically present at the heavy block. Other
(helper) agents could potentially infer that help will be required soon and go to
the location of the heavy block before the agent actually asks for help because
the agent may tell others that it has the goal of going to the (heavy) block.
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However, our agents do not perform this level of reasoning and only go to help
when asked. Furthermore, if one agent asks for help, all agents that are waiting
to drop a block at the drop zone or those that are currently searching for their
block will go to help. If the agent knows that the colour that it is searching
for, has the intention of holding or is holding is no longer required, then it will
discard the colour and go on to deciding what it will do next. Rooms are chosen
randomly and the agents avoid visiting a room more than once unless the room
contains multiple required blocks.

While the basic behaviours of agents are almost the same across the different
forms of task interdependence, there are differences in the way agents reason
about which colour to search for:

(1) Sequential and reciprocal tasks: Agents choose the first undelivered colour.
If another agent has the goal of holding this colour, the agent chooses the
next undelivered colour.

(2) Team Task: Blocks can be delivered in any order. Therefore, agents do not
reason about when the block has to be delivered. Instead agents have to
determine whether the block is heavy and ask for help.

While certain aspects of agent behaviours are different because of task inter-
dependence, there are differences because of what the agents share with each
other. Therefore, while the basic decision cycle shown in Fig. 4 is used by all
agents, there are some variations in their implementation. The implementation
has been guided by what the agents actually do with the information they receive
and has been described later in Sect. 3.4. Therefore, if only one component is
exchanged, the agent performs reasoning described for that component only.

3.3 Communication and SMM

Agents exchange messages that are indicative of the world knowledge and the
intentions. To develop the shared mental model, agents communicate as soon as
they have the required information. Agents exchange six sub-components, three
each of goals and world knowledge. These sub-components were selected based on
prior research work [5,10] and preliminary experiments revealed that each sub-
component had the potential to improve team performance. The sub-components
are communicated as messages, which are discussed next. The keyword imp
stands for imperative and indicates what the agent intends to do.

The messages indicative of intentions are:

(1) imp(in(Sender, Room)): Sender intends to visit Room.
(2) imp(holding(Sender, Colour, Block)): Sender intends to collect Block of

Colour.
(3) delivered(Sender, Colour, Block): Sender has delivered Block of Colour -

implies agent has dropped current goal and may have a new goal.
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The messages indicative of world knowledge are:

(1) blockLoc(Sender, Block, Colour, Room): Sender has perceived Block of
required Colour in Room.

(2) pickedUp(Sender, Colour, Block): Sender has picked up Block of Colour.
(3) visited(Sender, Room): Sender has visited Room. This message is sent irre-

spective of whether room contains required blocks.

3.4 Using Shared Mental Models

Agents employ the following policies to SMM to choose their activities such that
it prevents potential conflicts with the activities of others. The following out-
lines how the agents use the components of the shared mental model. We chose
a straightforward use of each intention and world knowledge, which was suffi-
cient to test the effect of the component on the team’s performance and avoids
side-effects that would have been introduced because of using more complex
mechanisms. The intentions are used as follows:

(1) An agent will not adopt a goal to go to a particular room if another agent
has the goal of going to that room. For reciprocal task, this logic applies
when both agents are delivering blocks from the same colour set, that is in
a 4-agent team and not in a 2-agent team.

(2) An agent will not adopt a goal to hold a block that has been delivered.
(3) An agent will not adopt a goal to hold a block/colour that another agent

has the goal of holding — unless the block is heavy (both agents need to lift
it together). For reciprocal tasks, this logic is applicable in a 4-agent team.

World knowledge is used as follows:

(1) An agent will not search for a colour if this been found by another agent.
(2) An agent will search for the next colour if the currently required colour has

been picked up.
(3) An agent will not search a room that another agent has already searched.

Agents employ the above policies to SMM to reduce interference and dupli-
cation of effort. However, the agents have their own decision processes and may
make decisions simultaneously. This may result in instances where the agents
may adopt similar goals, for example to look for the same colour. Like Wei
et al. [17], we simply implement a “first-come first-served” policy instead of
implementing detailed negotiation mechanisms to assist agents resolve these
issues.

4 Experiment Design

We ran a series of simulation experiments, measuring the following:

(1) Completion Time: Time it takes the team to complete the task. We used
this measure as a proxy for team performance.
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(2) Number of messages: We measured the total number of messages exchanged
by the agents. We also counted the number of messages per component.
These measures are indicative of the communication cost.

(3) Sharedness: We measured the sharedness of the agents’ mental models. This
is a compositional measure (see Sect. 2.1) and was calculated at the time any
block was delivered to the drop zone. When one agent drops off a correct
colour in drop zone, all agents log their belief and goal bases. These logs are
then analysed to find the overlapping content, which is used to compute the
sharedness values. The two components had a weight of 0.5 and each of the
three sub-components had a weight of 0.33. In experiments where only one
component was measured, the weight of the component was set to 1, and
only questions related to that component were asked.

In case of sub-teams, we also measured the number of messages and shared-
ness of the agents with each sub-team.

Independent Variable. The independent variable is the component of the SMM.
This variable has three values (see Sect. 3.3): (1) World Knowledge (WK); (2)
Intentions (INT); and (3) World Knowledge and Intentions (ALL).

Table 1. Experimental setups (S1 – S6) for each type of task interdependence.

Set 1 Set 2

Team size 2 agents 4 agents 4 agents

Map 1 2 1 2 1 2

Setup S1 S2 S3 S4 S5 S6

Setup. We used two different maps, one for each task outlined in Sect. 3.1. Vari-
ations of each task gave us three different task interdependence types. We refer
to Task 1 (Fig. 3a) as Map 1 and Task 2 as Map 2. The setups are as shown
in Table 1. We had two sets. In set 1, we had four setups (S1–S4) (both maps
combined with two team compositions) for each of the three types of task inter-
dependence giving us 12 combinations.

Set 2 has two setups, S5 and S6, representing reciprocal and sequential tasks
with joint actions respectively. Here the sub-teams were reciprocally or sequen-
tially interdependent and were required to lift heavy blocks. We tested the effect
of the SMM components on completion times by employing three communica-
tion strategies: (1) ALL-ALL: where agents exchanged the two components with
every other agent. (2) WK-Within: where agents shared world knowledge within
each sub-team but shared intentions with all agents. (3) INT-Within: where
agents shared intentions within each sub-team but the world knowledge with all
agents. For these two setups, we only used a 4-agent team because a 2-agent
team would not have enabled us to fully test the effects of the two components.
For example, we needed to have at least 2 agents in each sub-team to be able to
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test the effect of sharing a component within the sub-team. Combining S5 and
S6 with the two types of task interdependence (sequential and reciprocal) gave
us further 4 combinations, and a total of 16 combinations.

Combining each of the 12 combinations from Set 1 with the three components
of the SMM (ALL, INT, WK) and the 4 combinations from Set 2 with the three
communication strategies (ALL-ALL, WK-Within, INT-Within) resulted in 48
combinations in total. Each combination was run 30 times resulting in 1440
runs. Each map had 25 blocks pre-allocated to rooms and further 10 blocks
were randomly generated giving a total of 35 blocks for each run. Each map
had 9 rooms, 1 drop zone and 6 blocks in the joint task. Statistical significance
tests were conducted using Wilcoxon rank-sum (WRS) and Kruskal-Wallis (KW)
tests.

5 Results

This study was aimed at identifying the components that contributed most to
team performance across different forms of task interdependence. Recall that
going from sequential to team tasks represents increasing levels of dependence
between agents as well as coordination requirements. For simplicity, we collapse
the results of the two tasks (shown in Fig. 3) and report the averages.

(a) Performance (b) Communication Cost

Fig. 5. Performance and communication cost for different forms of task interdepen-
dence. The communication cost is expressed as the average number of messages
exchanged by all team members. Error bars represent on standard deviation.

5.1 SMM Components and Team Performance

Figure 5a shows the average task completion times for the 2-agent and 4-agent
teams performing different tasks. These results are for experiments resulting from
setups S1-S4. Recall that a 4-agent team comprises 2 sub-teams of 2 agents each.
For team tasks, the intentions contributed more to team performance than world
knowledge. This finding is significant at 5 % for all except two combinations and
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consistent for both team compositions. In the team task, some blocks were heavy
and the agents could pick any colour. In such scenarios, knowing the intentions
of team members allows agents to avoid duplicating their activities, therefore
reducing interference. These results are in line with Li et al. [10], who reported
that with joint actions, exchanging goals results in improved completion times.

However, for sequential and reciprocal tasks, different trends have been
observed between 2-agent and 4-agent teams. For sequential tasks and 2-agent
team, the world knowledge contributed significantly more (p < 0.05) than inten-
tions in terms of task completion times. In this task setting, the first agent deliv-
ered first three blocks while the remaining three by the other agent. Because
agents had separate sub-tasks, exchanging world knowledge helped the other
agent find it’s required blocks faster. However, for reciprocal tasks, this differ-
ence was less pronounced. We discuss this more later.

In 4-agent teams performing sequential tasks, no significant difference in
terms of completion times were noted between the two components. However,
it is worth noting that moving from 2-agent to 4-agent team, the importance
of intentions increases. A similar trend occurs for reciprocal and team tasks.
In these team settings, the agents within each sub-team could choose conflicting
goals, for example, choosing the same block to deliver. By exchanging intentions,
agents within sub-teams avoided duplicating their activities, therefore improving
the completion times.

To make these trends clearer, we computed component influence (CI) for
each task. CI is computed based on the difference between the completion times
achieved when communicating both components and any one of the two com-
ponents. To normalise the difference between completion times across different
experiments, we used the tanh function. The CI for component c is:

CIc = tanh(CompletionT imeall − CompletionT imec)

The resulting values were normalised to between 0 and 1 using CInormalised =
(CI − min(CI))/(max(CI) − min(CI)). Figure 6 for 2-agent teams show that
with increasing dependence between agents, that is, going from sequential to
team interdependence, the importance of intentions increases while the impor-
tance of world knowledge decreases. For 4-agent team, the intentions were almost
always more important than world knowledge.

SMM and Joint Actions. Results of experiments relating to setups S5 and S6
indicated that the difference between completion times of WK-Within and INT-
Within is significant (p-value = 0.009) in favour of INT-Within. This indicates
that sharing intentions within sub-teams and world knowledge with everyone
achieves the best team performance. This is consistent with our earlier findings
that intentions and team tasks are positively correlated. Also, world knowledge
and sequential and reciprocal tasks are positively correlated.

5.2 Communication Performance

Figure 5b shows the communication cost (average number of messages
exchanged). The number of intentions exchanged was significantly lower
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Fig. 6. The two graphs (2 agents and 4 agents) show that intentions become more
important more as the level of interdependence increases and as the number of agents
in each sub-team increases.

(p < 0.05) than world knowledge for about two-thirds of the combinations. This
indicates that agents generally have more information to communicate about
the world than their intentions. There was no correlation between the number of
messages and team performance. More communication resulted in worst perfor-
mance in some cases, particularly for larger teams. This is due to the two-block
look-ahead policy. When agents exchange information about possible blocks, in
larger teams this often results is agents trying to collect the same block/colour
and this increases the completion time. When agents only exchange intentions,
all agents are required to find the blocks themselves, and so search randomly,
thus reducing the number of unnecessary runs for the same block/colour. While
it is clear that a mechanism could be designed to improve this by using a different
look-ahead policy, we believe our policy is reasonable. Importantly though, this
result shows that simply throwing more information towards agents can result
in worse performance if significant thought is not given to how that information
is used.

5.3 Analysis of Sharedness

We computed the sharedness in relation to each component at the time a block
was delivered to the dropzone. Generally, higher sharedness correlates with
improved completion times. For simplicity we show the data for team task and
note that the results for sequential and reciprocal tasks are similar. For exam-
ple, Fig. 7 shows the sharedness at the time each correct block is dropped off for
team tasks. The plotted delivery times are the time differences between block
deliveries. For team tasks, exchanging intentions achieved the best completion
times and the sharedness was highest for this component. Notice that in Fig. 7,
sharedness of intentions is highest across all six blocks and the delivery times
when teams exchange intentions are fastest across most of the six blocks.

Sharedness and Sub Teams. We measured the sharedness of members within
each sub-team for tasks solved by 4-agent teams. Sharing intentions resulted
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Fig. 7. Sharedness and delivery times for a 2-agent team engaged in a team task.

in the best completion times and the sharedness of intentions was highest for
reciprocal and team tasks. For sequential tasks, we noted a significant increase
in the importance of intentions compared to 2-agent team. This supports the
finding that higher sharedness results in better completion times. The other
consistent finding is that in situations where we may have members of sub-teams
potentially duplicating their efforts, sharing intentions with each other helps
avoid such conflicting actions and therefore, improves the completion times.

6 Discussion

We intended to identify the components contributing most to team performance
across the different forms of task interdependence. Our results show that as the
interdependence increases, the importance of intentions to team performance
also increases. These results are in line with [5,10] who found that when team
members exchanged intentions, the team performance improves. In [5], teams
were engaged in sequential tasks and their team composition was similar to our
4-agent team while in [10], the authors introduced joint actions in sequentially
interdependent tasks.

While our results are in line with the above works, we have observed that
when team members can perform their sub-tasks independently, e.g. in 2-agent
teams, exchanging world knowledge contributes more to team performance for
sequential and reciprocal tasks. This makes sense intuitively: if other members
provide potentially useful information, such as location of blocks that one is
required to deliver, the team performance improves. This is a form of soft inter-
dependence [7] where one team/member ‘helps’ another voluntarily. In case of
4-agent teams, we found that intentions contributed more to team performance
across all forms of task interdependence. This indicates that team composition
plays a role in which component is important to team performance.
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Our findings that are partially consistent with [17] who found that for sequen-
tial tasks, beliefs contributed more to team performance. While this is consistent
with the results of our 2-agent team, we noted a marked increase in the impor-
tance of intentions when 4-agent team was concerned. These differences may
hinge on other factors, such as how effectively the agents use the information
that it receives. This is an area of future work.

Finally, our findings are consistent with others (e.g. [5]) in terms the role
SMM plays in improving team performance. Across all tasks and both team
compositions, higher sharedness of SMM resulted in improved team performance.

7 Conclusions and Future Work

The four types of task interdependence form a hierarchy, from pooled to team,
representing increasing levels of dependence between team members as well as
increasing needs for coordination. We found that with increasing levels of inter-
dependence, the importance of intentions increases as well. Team composition
also plays a role in which component contributes more to team performance. In
team compositions, where agents can perform their tasks independently, e.g. in
sequential and reciprocal tasks, world knowledge contributed more to team per-
formance. When multiple team members may be engaged in a single sub-task,
the potential of interference increases and so does the importance of knowing
the intentions of others.

A factor to investigate further is the reasoning capability of the agents; that
is, how the agents reason with information that they receive from others. We also
have not explicitly analysed the behavioural changes in the agents when agents
switch from one task interdependence type to another, making this another
opportunity for future investigation.
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Abstract. Twitter is a popular microblogging service in Japan. Peo-
ple use the Twitter for communicating with friends, and posting tweet
daily life events. In addition, Twitter has also been used in an emergency
situation, such as the earthquake. In the East Japan great earthquake
disaster, people were using Twitter to get refuge and rescue informations.
However, spreading false rumor has become a major social problem. We
aim to propose suppression scheme of false rumor. Therefore, we pro-
pose a novel multiagent-based information diffusion model to reveal the
diffusion mechanism of false rumor in this paper. Our model is to focus
on the information diffusion behavior of each Twitter user. We consider
three elements of each user, “User’s diversity”, “Life pattern”, and “State
transition”. In addition, our model also takes into account multiple of the
information path, which is a feature of Twitter. We evaluate the validity
of our model.

Keywords: Twitter · Information diffusion · False rumor

1 Introduction

Twitter is a kind of microblog service, it is a popular communication tool. It is
also used in the event of a disaster not only for using in daily life event. In East
Japan great earthquake disaster, Japan suffered big damage. Among the con-
fused situation, people were using Twitter to get refuge and rescue information,
and communicating each other. Several TV stations and government agencies
announced evacuation information and rescue information via Twitter [1]. How-
ever, there is demerit when you get these information from Twitter. The demerit
is that you may have receive false rumor. Information is rapidly spreading on
Twitter. These are an actual example of false rumor in the East Japan great
earthquake disaster.

1. A toxic substance attached to clouds by the explosion of Cosmo Oil falls with
rain.

2. Drink a bottle of Povidone-iodine will protect you from radioactive damage.
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N. Osman and C. Sierra (Eds.): AAMAS 2016 Ws Best Papers, LNAI 10002, pp. 180–191, 2016.
DOI: 10.1007/978-3-319-46882-2 11



An Examination of a Novel Information Diffusion Model 181

We define a false rumor as “information whose correction is announced later,
even though this information was not diffused deliberately [2].” When a large-
scale disaster, we guess that victims are difficult to ascertain the authenticity of
the information. Victims may get a serious damage by the wrong information.

We would like to establish the method of stopping diffusion of false rumor.
However, a detailed diffusion mechanism has not been made very clear for either
false or corrected rumors. So, in this paper, we will propose a novel multiagent-
based information diffusion model (AIDM: Agent-based Information Diffusion
Model), based on a multi-agent system. We will evaluate the validity of our
model.

This paper is organized as follow: Sect. 2, we introduce related works. In
Sect. 3, we describe the problems of information diffusion model that we have
previously proposed. Section 4, we propose a new information diffusion model
to solve these problems. In Sect. 5, describes the experiment and a method for
evaluating our model. Finaly, Sect. 6 concludes our work and describe the future
works.

2 Related Works

Recently, there are a lot of research dealing with information diffusion in social
media.

We have proposed information diffusion model, hereinafter called “Extended
SIR model [2].” Extendet SIR model is an extension of the famous SIR model [3]
as epidemiological model. We considered a false rumor as a virus that spreads a
disease. However, there are differences in false rumor and virus, we constructed
this model considering characteristics of information diffusion. In this model,
the state transition of the user is expressed by using the transition probabilities.
By using this model, we have succeeded in the reproduction of a particular false
rumor diffusion. However, it does not mean that reproduces all of the false rumor
that was spreading in the East Japan great earthquake disaster.

Serrano et al. were also carried out the information diffusion studies using the
SIR model [4]. They also reproduce the information diffusion by the state tran-
sition of the agent. The difference between information diffusion model proposed
in this paper is the following two points. First, Serrano et al. are considering the
influx of information from other information media. Second, there is a restriction
that the user can not tweet about corrected information who has already tweeted
false rumor. However, Serrano et al. did not take into account the characteristics
of each user.

We propose a new model which considers the characteristics of each user in
this paper. From this, we describe the reason to take into account the charac-
teristics of each user. Miura analyzed the contents of tweets on the East Japan
Great Earthquake Disaster [5]. She investigated the reason for the increase in
communication and negative reason on Twitter. She pointed out that these sit-
uations caused a lot of tweet for disaster’s stress reduction. As a result, false
rumors increased by this action. She also mentioned on feature of Twitter.
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The Twitter timeline is different depending on each Twitter user. The infor-
mation that each user receives is different. We need to change the approach to
suit the above purpose.

Takeuchi et al. were studied information diffusion with a focus on user’s
characteristics [6]. In this information diffusion model, they consider that the
user is filtering the information. They considered that whether or not to spread
the information by finding value in the information. In addition, they described
that another important element is the root of information.

In order to estimate the detailed mechanism of information diffusion, it is
necessary to consider knowledge of the Miura and Takeuchi et al. We study
the information diffusion phenomenon by focusing on the characteristics of each
user and Twitter. In this paper, we propose a new information diffusion model
to solve the weak point of “Extended SIR model.”

3 Weak Point of Extended SIR Model

This section will explain the four weak points of Extended SIR model.
First, all user agents are the same type for message transmission. It is diffi-

cult to representation of diversity. State transition of the agent has been done
by the same state transition probability. This condition means that all user’s
preferences and interests are same. However, each user has different preferences
and interests for what information they want to convey. Therefore, it is neces-
sary to take into consideration a user’s diversity of communication. In addition,
we considered “false rumor” and “corrected information” are different informa-
tion. The corrected information is the information which denies the false rumor.
In short, false rumor and corrected information are same topic. Therefore, the
degree of the user’s interest isn’t different in both information.

Second, users can not tweet more than once on Extended SIR model. The
user is expected to tweet more than once to inform the important information
to many users. However, it is not possible more than once tweet because our
previous model is based on SIR model.

Third, the multiplex path of communication is not taken into consideration.
A user agent receives the information only once in our previous model. However,
there are some information paths within the Twitter follower network, so that
user agent can receive information multiple times.

Fourth, people’s life pattern is not taken into consideration. Users don’t keep
using Twitter during the day As an example, consider a user activity for one
day. The user wake up, and eat breakfast in the morning. The user go to work
to the company. After the work, go to the home and eat dinner, Sometimes, the
user meets with friends. In the night, user go to bed. Thus, the user is doing
various activities.
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Fig. 1. ORS model

4 Proposed Method

In this section, we describe improvement method of the weak point described by
the previous section. Our novel model is a multi-agent model in which a plurality
of agents to represent false rumor diffusion phenomenon by interacting. Agents
consider elements to be described below.

4.1 State Transition Model

The users are able to more than once tweets the same topic. We propose a new
state transition model for representing the above-mentioned. We call the state
transition model “Outsider - Receiver - Sender Model (ORS Model)”. State
transition of “ORS Model” is indicated on Fig. 1. The three states are described
below.

– Outsider: People who do not know both a false rumor and its corrected infor-
mation are included in this situation.

– Receiver: People who know a false rumor or corrected information are included
in this situation.

– Sender: People who know a false rumor (or corrected informaiton) and diffused
it are included in this situation. “Sender” can return in the state of “Receiver”.
Therefore, it is possible that the agent multiple times tweets.

4.2 Multiplexing of Information Path

We take into account the multiplexing of information paths. If a user receives
a false rumor multiple times, they may tweet uninteresting information. Then,
false rumor is spread by the user.

4.3 Life Pattern

By Shahzad et al. study, they have been found that the usage trend of twit-
ter is change by the hour [7]. This work is a study on the usage of Twitter
in daily life. However, we target on the use of Twitter in emergency situation.
We investigated the usage of Twitter at the East Japan great earthquake dis-
aster. Figure 2 is a plot of the average number of tweets at each time of 7 days
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Fig. 2. Average tweet and tweet ratio

(11 March to 17 March 2011). This figure shows the number of daytime posts
peak is at 12:00 and 15:00. These hour corresponds to lunch or break time.
Tweets are increasing from around 17:00, the number of biggest tweets at 22:00.
This time period is after work, users are spending their leisure time. The number
of posts is reducing from around 11:00. Around 5:00 in the morning, record the
minimum number tweets during the day. This is related at time to fall asleep.
In this way, the user’s life patterns affect the number of Tweets. Therefore, we
have to confine the number of agents to get the information from Twitter, to
express “User’s Life Pattern.”

4.4 User’s diversity

In order to take “Users diversity into consideration, we use Endo et al. proposal
[8]. They modeled word-of-mouth propagation. They reported two important
elements for word-of-mouth propagation. These elements are “the reliability of
information sources” and “the value of information contents.” For the reliability
of information sources, information from experts or specialists have a greater
impact on reliability, and more reliable information is more persuasive. For the
value of information, in general, the information suits one’s interests or hobbies
becoming more valuable.

Our model defines the new parameters. These parameters are used as the
element of information diffusion.

Degree of Influence: a
The degree of influence a represents the magnitude of the influence of
information sources. As an actual example, famous persons have great
impact. This value is defined by using a PageRank algorithm. We use
this algorithm as the degree of influence a.
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Table 1. Setup of tweet ratio

Time 0 1 2 3 4 5

Ratio (%) 6.15 4.26 2.67 1.72 1.62 1.34

Time 6 7 8 9 10 11

Ratio (%) 1.56 2.29 2.78 2.96 3.31 3.55

Time 12 13 14 15 16 17

Ratio (%) 4.18 4.00 4.06 5.32 4.87 4.89

Time 18 19 20 21 22 23

Ratio (%) 5.20 5.53 6.01 6.71 7.78 7.28

Degree of Interest: i
The degree of interest i represents the strength of the interest on the topic
of a user. This value expresses the difference in each user’s hobbies and
diversions. This value becomes large, if the topic suits one’s interests and
hobbies.

Degree of Sensitivity: s
The degree of sensitivity s represents the degree to which a user tends to
believe the information. Endo et al. said that a user judges the truth of
information by using their own knowledge and experience. It is necessary
to take this into consideration for each user. The this value becomes larger,
the more likely it is for the user to be influenced by information.

Our model defines the motivation of tweet (MoT). MoT expresses the desire
that a user wants to tweet. If MoT is larger than a threshold value, a user will
tweet, and the information will be spread. Below, the method for calculating
MoT is shown a formula (1).

MoTkβt = MoTkβt−1e
−λ(t−FG) + ikβsβ

∑

n

an (1)

In addition, the characters in the formula represent the following. β is users
who are wondering whether tweet receives the information. αn set of users as a
source of user β. λ is a forgetting rate, k is topic of received information. t is the
present time. FG is the time when the user first receives false rumor information.

Here, we describe the pseudo code (Algorithm 1) the behavior of user. In
addition, we explain this pseudo code using a case where the user β has received
false rumor tweet. The user β is determined whether receive the false rumor in
accordance with the value of Table 1 at the current time. Note that Table 1 shows
the rate of users that can be in contact with the information in each time. The
user β received a false rumor from one or more users αn who have followed up
on user β. The user β’s MoT is calculated by using formula (1). The size of MoT
and the threshold value is compared. If MoT is larger than the threshold value,
the user β’s infection condition is made into “Sender(FalseRumor).” If MoT is
smaller than the threshold value, the user β’s infection condition is made into
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Algorithm 1. Behavior of agent
1: if The agent receives a false rumor according to the ratio of Table 1 at the current

time &&
Agent didn’t spread same false rumor then

2: MoT is calculated by using formula (1).
3: if MoT > Threshold value then
4: Agent’s infection condition is made into “Sender”, and spread false rumor to

agent’s follower.
5: else
6: Agent’s infection condition is made into “Receiver”.
7: end if
8: end if
9: if Agent’s infection condition is “Sender” then

10: Agent’s infection condition change to “Receiver”.
11: end if

Agent gets new information, repeat the above.

“Receiver(FalseRumor).” Corrected information follows the same idea, too. If
MoT is larger than the threshold value, the user’s infection condition is made
into “Sender(CorrectedRumor).” If MoT is smaller than the threshold value,
the user’s infection condition is made into “Receiver(CorrectedRumor).”

5 Experiment

In this section, we describe the experiment for confirming the validity of our
proposed model.

Table 2. Parameters for follower network

Number of nodes 100,000

Expectation of numbers of degree upper limit = 3000

lower limit = 10

Pareto index = 0.5

Expectation of possibility of having follower upper limit = 15.0

lower limit = 0.05

Pareto index = 0.5

5.1 Experiment Outline

We use a simulator that included our model. We reproduce an actual false rumor
by using the simulator. The actual false rumor was the false rumor information
diffused just after the East Japan great earthquake disaster, specifically, a dis-
astrous fire occurred at the Chiba refinery of Cosmo Oil Co., Ltd. in Chiba
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Table 3. Setup of each parameter

Degree of Interest:i Random value of range 0 to 1

Degree of Sensitivity:s Random value of range 0 to 1

Degree of Influence:a PageRank value of each node

Forgetting rate λ 1/8

Threshold 5 × 10−7

prefecture in Japan. At this time, since the false rumor “a toxic substance con-
tained clouds that comes from the Cosmo Oil explosion will fall with the rain”
spread as a chain mail and was posted to Twitter after that, the false rumor
was spread to many users. Diffusion of this false rumor was 48 hours (from 18
O’clock, 11th March to 18 O’clock, 13th March). In this simulation, we take into
account the User’s life pattern, we set simulation one step as one hour of real
time.

The conditions of a simulation refer to the literature [2]. The simulation
procedure is shown in Table 4. The setup of the network used in the simulation
is shown in Table 2. The setup of the parameters used within the model are
shown in Table 3.

We try the simulation 5000 times. It will result the ones with the smallest
“Distance” in the 5000 times simulation (For “Distance”, we describe in next
section).

5.2 Evaluation Methods

We describe the evaluation method of our model. We use two indicators “Dis-
tance” and “Infection Rate”.

– Distance

The simulation results are the number of each state in each simulation step.
The candidate for comparing the simulation results are real data. The real data1

Table 4. Procedure of simulation

Step1 : Construct a follower network depending on the parameters of Table 2

Step2 : Choose one node at random, and change the infection situation to I at time
t = 1 of the simulation environment.

Step3 : Choose one node at random and change the infection situation to R at time
t = 16 of the simulation environment.

Step4 : Stop the simulation at time t = 48 of the simulation environment

1 Real tweets collected before and after the East Japan earthquake disaster by Toriumi
et al. from March 11 to 24, 2011 [9]. Okada et al. extracted these tweets related to
false rumors and their corrections.
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was obtained as follows. The contents of a tweet in the case of an earthquake
disaster were analyzed. The number of people of each time and each infection
state is counted. Both real data and simulation results were used to carry out
the next processing. Let the sum total of the number of each state in each step
be a denominator. The rate of the number is calculated.

The Euclidian distance is used for comparing a simulation result and real
data. We usually use Euclidian distance in order to calculate distance. The value
that should be calculated is the difference between real data and a simulation
result in each step and state. Then, the sum total of the distance is calculated.
If the total distance is close to 0, the real data and the simulation result are
similar.

The calculation method is described below. First, suppose that there are two
kinds of vectors “X = {x1, x2, . . . , xn}” and “Y = {y1, y2, . . . , yn}”. Data are
already calculated as a number ratio.

Fig. 3. Simulation result and real data
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D =
√

(x′
1 − y′

1)2 + (x′
2 − y′

2)2 + · · · + (x′
n − y′

n)2

=

√
√
√
√

n∑

i=1

(x′
i − y′

i)2 (2)

Note that, it defines as one hour to one step in the simulation. However, we
were aggregating the actual data every 15 min. Therefore, to simulate one step,
comparing the four actual data.

– Infection Rate

The infection rate of the false rumor is found by analysis of the actual data.
“Infection Rate” represents probability of how many users infected by the false
rumor. By comparing the actual infection rate and our simulation infection rate
to measure the validity of the model. The actual infection rate is calculated
by our previous work [2]. However, there is missing data in the actual data, it
is not perfect. Infection rate can not be calculated accurately. In addition, the
scale of simulation network is smaller than the actual follower network. From the
foregoing, we determined to be valid unless the extremely greater the simulation
result than the actual infection rate.

5.3 Experimental Results

The result of having performed the simulation 5000 times by using the above-
mentioned setup is described below. It shows the simulation results of Cosmo
Oil’s false rumor diffusion in Fig. 3. First, from Fig. 3, the reduction rate of
“Outsider” resembled the actual false rumor. The increase of the agent (“False
Rumor Sender”) who spread the false rumor slightly faster than the actual data.
The increase of the agent (“Corrected Rumor Sender”) who spread the corrected
information is a little slower than the actual data. However, it can be seen that
the state changes are generally conforming to the actual data. It shows distance
in this case in the Table 5.

Next, It shows infection rate in this case in the Table 6. From this table,
infection rate of false rumor was close the real data value. Infection rate of
corrected rumor has become a value lower than the actual data. However, it is
determined that both infection rate values were similar because it is lower than
the actual data.

From these results, it can be generally reproduced false rumor spread using
our model.

Table 5. Distance

Outsider Sender(false rumor) Sender(corrected rumor) Average

1.613 0.408 1.585 1.202
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Table 6. Infection rate (simulation result and real data)

Real data Simulation result

False rumor 0.05 0.031

Corrected rumor 0.347 0.076

6 Conclusion

In the East Japan great earthquake disaster, diffusion of false rumor has become
a major problem. In order to eliminate the damage caused by false rumor, it
must suppress the diffusion of false rumor. For this purpose, it is necessary to
clarify the diffusion mechanism of information. In this paper, we propose a novel
information diffusion model to reveal the information diffusion mechanism on
Twitter.

Our model considers four elements, “State Transition”, “Multiplexing of
information path”, “Life Pattern”, and “User’s diversity”. Therefore, this model
can be expressed more finely diffusion phenomenon. We reproduced the actual
false rumor spreading to evaluate our model. As a result, actual false rumor
could be reproduced using our model, and the validity of the model was proved.

As future work, we will verify also possible this model is applied to other
false rumors. Finally, we will propose a diffusion control method.
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